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RÉSUMÉ

Même si l’informatique est encore une discipline assez jeune, la complexité de nos logiciels
est à présent plus grande que jamais. Auparavant, un programmeur pouvait connaitre toutes
les instructions de son processeur par coeur et il créait lui-même ses applications et ses
jeux. Maintenant les programmeurs peuvent utiliser des technologies multi-langages, des
transcompilateurs, des scripts, du code natif et beaucoup d’autres choses. Le code parallèle et
distribué ajoute également une nouvelle couche de complexité.

Et ces logiciels, ce code, est omniprésent dans nos vies. Il est dans nos avions, nos voitures, nos
centrales thermiques, nos ordinateurs, nos téléphones et dans tellement d’autres endroits. Pour
que nos vies puissent se dérouler comme prévu, il faut donc que toute cette programmation
soit fiable. Autrefois, les problèmes des petits programmes pouvaient être résolus par leur
créateur, avec une feuille de papier et de la concentration. De nos jours nous devons utiliser
des ordinateurs pour tester des ordinateurs.

Tout ceci nous amène aux tests. Tester directement un logiciel est la méthode la plus répandue
pour valider le comportement de celui-ci. Les tests combinatoires sont notamment intéressants
car il a été observé qu’en pratique, les tests combinatoires non-exhaustifs sont aussi efficaces
pour trouver les bugs qu’une approche de force brute qui énumère toutes les possibilités.

Notre thèse porte donc sur les tests combinatoires. Notamment, nous proposons une générali-
sation du t-way testing en Φ-way testing, ce qui nous permet d’avoir un meilleur système pour
ajouter des contraintes aux paramètres qu’on teste. Ensuite, en transformant ce problème NP-
Complet en un problème de coloriage de graphe, et en problème de couverture par ensembles,
nous pouvons prendre avantage des méthodes existantes pour résoudre ces problèmes.

Par la suite, nous nous sommes intéressés au problème de la scalabilité, car les graphes et
hypergraphes sont gourmands en mémoire. Nous avons utilisé la technologie Apache Spark,
une technologie typiquement utilisée par les entreprises pour faire du traitement de données
massives, pour implémenter des algorithmes distribués pour les graphes et hypergraphes.
Nous avons fait des contributions originales dans l’élaboration de ces algorithmes. Nous



avons également créé un algorithme hybride appelé “Distributed IPOG”. Nous avons testé
ces algorithmes sur un cluster d’ordinateurs fourni par Calcul Canada, un organisme pour
les chercheurs canadiens. Nous avons comparé les résultats avec ceux calculés par des outils
existants, pour constater que nos algorithmes calculent des solutions de qualité, et peuvent
s’adapter à des grandes tailles de problèmes. Cependant, ces algorithmes sont plus lents à
exécuter que les solutions non-distribuées, ce qui s’explique par les temps de transport et les
besoins différents de cette technologie. Dans le futur, avec les améliorations aux technologies
distribuées et les améliorations matérielles, nous prédisons que les approches distribuées
deviendront encore plus intéressantes. Nos algorithmes, ainsi que le script d’exécution pour le
cluster de Calcul Canada sont open-source et disponibles sur GitHub avec le projet TSPARK.
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ABSTRACT

The complexity of our software is greater than ever. Previously, a programmer could know all
the instructions of his processor by heart and he created his own applications and games. Now
programmers can use multi-language technologies, transcompilers, scripts, native code, and a
lot more. Parallel and distributed code also adds a new layer of complexity.

And this software, this code, is everywhere in our lives. It’s in our planes, our cars, our
thermal power plants, our computers, our phones and so many other places. In order for our
lives to unfold as planned, all this programming must therefore be reliable. In the old days,
the problems of small programs could be solved by their creator, with a sheet of paper and
concentration. Today we use computers, to test computers.

All of this brings us to software tests. Directly testing software is the most popular method to
gain confidence in its behavior. Combinatorial tests are particularly interesting because it has
been observed that in practice, tests of a certain interaction strength are as effective in finding
bugs as a brute-force approach which enumerates all the possibilities.

Our thesis therefore focuses on combinatorial tests. In particular, we propose a generalization
of t-way testing in Φ-way testing, which gives us a better system to add constraints to our
tests. Then, by reducing to a graph coloring or hypergraph vertex covering problem, we can
take advantage of existing algorithms and methods to solve the problem.

Subsequently, we looked at the problem of scalability, because graphs and hypergraphs are
memory and cpu intensive. We used the Apache Spark technology, a technology typically
used for Big Data processing, to implement distributed algorithms for graphs and hypergraphs.
We have made original contributions in the development of these algorithms. We have also
created a hybrid algorithm called "Distributed IPOG". We tested these algorithms on a cluster
of computers provided by Compute Canada, an organization for Canadian researchers. We
compared the results with those calculated by existing tools, to see that our algorithms produce
competitive test suites, and can adapt to large sizes of problems. However, these algorithms are
slower to execute than non-distributed solutions, which is explained by network latency and the



different needs of this technology. In the future, with improvements to distributed technologies
and improvements in hardware, we predict that distributed approaches will become even more
interesting. Our algorithms, as well as the execution script for the Compute Canada cluster are
open-source and available on GitHub with the TSPARK project.

iv



CONTENTS

Résumé i

Abstract iii

Contents v

List of Tables vii

List of Figures viii

List of Algorithms ix

Glossary xi

Acronyms xiii

Remerciements xiv

Introduction 1

1 Combinatorial Test Case Generation 13
1.1 Software Testing Notions and Terminology . . . . . . . . . . . . . . . . . . 13
1.2 Test Input Generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
1.3 Combinatorial tests . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
1.4 Applications of Combinatorial testing . . . . . . . . . . . . . . . . . . . . . 40

2 Literature review 46
2.1 Generating Combinatorial Test Cases . . . . . . . . . . . . . . . . . . . . . . 46
2.2 Review of distributed technologies . . . . . . . . . . . . . . . . . . . . . . . 71

3 A generalization of t-way coverage 96
3.1 Problem Formalization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
3.2 Use Cases for Φ-way Covering . . . . . . . . . . . . . . . . . . . . . . . . . 99
3.3 Solving Φ-way Testing with Graph coloring . . . . . . . . . . . . . . . . . . 102
3.4 Solving Φ-way Testing with Hypergraph Vertex Cover . . . . . . . . . . . . 107



3.5 Review of graph algorithms and data structures . . . . . . . . . . . . . . . . 111

4 Distributed algorithms 129
4.1 Distributed Computing with Apache Spark . . . . . . . . . . . . . . . . . . . 129
4.2 Φ-way clause generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136
4.3 Distributed Φ-way through Graph Coloring . . . . . . . . . . . . . . . . . . 141
4.4 Distributed Φ-way through Hypergraph Vertex Covering . . . . . . . . . . . 151
4.5 Distributed IPOG . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156

5 Experimental Evaluation 165
5.1 Evaluation of Single-Machine Graph Algorithms . . . . . . . . . . . . . . . 165
5.2 Evaluation of Distributed Graph Algorithms . . . . . . . . . . . . . . . . . . 180
5.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

Conclusion 197

Bibliography 204

vi



LIST OF TABLES

1.1 Valid and invalid classes for the month parameter. . . . . . . . . . . . . . . . 27
1.2 Valid and invalid classes for the day parameter. . . . . . . . . . . . . . . . . 27
1.3 Valid and invalid classes for the year parameter. . . . . . . . . . . . . . . . . 28
1.4 Some ECP tests. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
1.5 Jorgensen’s Robust BVA tests for month. . . . . . . . . . . . . . . . . . . . . 29

2.1 Support of various features by the testing tools . . . . . . . . . . . . . . . . . 70

3.1 The set of Boolean constraints representing the 2-way coverage . . . . . . . . 98
3.2 The set of Boolean constraints representing mixed strength coverage of a, b, c, d. 98

5.1 Support of various features by the testing tools . . . . . . . . . . . . . . . . . 183
5.2 Comparison of test suite size for t = 7 . . . . . . . . . . . . . . . . . . . . . 189
5.3 Comparison of test generation time for t = 7 . . . . . . . . . . . . . . . . . . 189
5.4 Comparison of test suite size for t = 6 . . . . . . . . . . . . . . . . . . . . . 190
5.5 Average relative size (in percentage) of the test suites . . . . . . . . . . . . . 192



LIST OF FIGURES

1.1 The test oracle. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
1.2 Table comparison of black-box, gray-box and white-box testing. . . . . . . . 22
1.3 Black-box fuzzing code. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
1.4 Interaction of parameter-classes. . . . . . . . . . . . . . . . . . . . . . . . . 30
1.5 Concolic testing example code. . . . . . . . . . . . . . . . . . . . . . . . . . 32
1.6 DFS Search Space. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
1.7 Combinatorial tests and t-way combos . . . . . . . . . . . . . . . . . . . . . 35
1.8 Covering Array CA(4;2,3,2) and its associated t-way combos. . . . . . . . . 37
1.9 A font dialog box . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
1.10 Building the system in ACTS. . . . . . . . . . . . . . . . . . . . . . . . . . 38
1.11 Covering Array with t = 4 (cropped). . . . . . . . . . . . . . . . . . . . . . . 39

2.1 A taxonomy of methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
2.2 An example of the duplication method used to build CA(45;3,8,3). . . . . . . 50
2.3 IPOG’s data structure. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
2.4 PICT’s input model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
2.5 Jenny’s commandline and results for the t = 2,n = 3,v = 2 problem. . . . . . 67
2.6 t-way testing in ACTS with a constraint. . . . . . . . . . . . . . . . . . . . . 68
2.7 VPTag used to handle t = 2,n = 3,v = 2. . . . . . . . . . . . . . . . . . . . . 69
2.8 Describing a SUT using TCases. . . . . . . . . . . . . . . . . . . . . . . . . 69
2.9 TCases’s whenNot constraint. . . . . . . . . . . . . . . . . . . . . . . . . . . 70
2.10 Mutual exclusion example. . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
2.11 Foster’s Design Methodology. . . . . . . . . . . . . . . . . . . . . . . . . . 76
2.12 Actors in Elixir. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
2.13 MPI Hello World. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
2.14 MPI collective communication operations. . . . . . . . . . . . . . . . . . . . 86
2.15 MPI Send and Receive example. . . . . . . . . . . . . . . . . . . . . . . . . 88
2.16 MapReduce number count example. . . . . . . . . . . . . . . . . . . . . . . 90
2.17 Example code for Number Count. . . . . . . . . . . . . . . . . . . . . . . . 91
2.18 MapReduce BFS example. . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
2.19 MapReduce BFS example code. . . . . . . . . . . . . . . . . . . . . . . . . 95

3.1 The graph constructed from the constraints . . . . . . . . . . . . . . . . . . . 104
3.2 A graph whose coloring is not maximally satisfiable. . . . . . . . . . . . . . 105



3.3 The hypergraph constructed from the constraints . . . . . . . . . . . . . . . . 108
3.4 Adjacency matrix for the Petersen Graph. . . . . . . . . . . . . . . . . . . . 113
3.5 Representation of the set {1,3,7,22,45} using a bit array. . . . . . . . . . . . 114
3.6 Iterating over bits quickly (C code). . . . . . . . . . . . . . . . . . . . . . . 115
3.7 Roaring bitmap example. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
3.8 A greedy algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
3.9 The DSATUR algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
3.10 The DSATUR algorithm part 2. . . . . . . . . . . . . . . . . . . . . . . . . . 123
3.11 An execution of the Recursive Largest-First algorithm. . . . . . . . . . . . . 125
3.12 Hypergraph vertex cover, greedy algorithm. . . . . . . . . . . . . . . . . . . 126

4.1 Apache Spark simple aggregation example . . . . . . . . . . . . . . . . . . . 133
4.2 A graphical representation of the Spark code . . . . . . . . . . . . . . . . . . 134
4.3 Checkpointing in Apache Spark. . . . . . . . . . . . . . . . . . . . . . . . . 136
4.4 Distributed generation of Φ-way clauses. . . . . . . . . . . . . . . . . . . . . 137
4.5 Reading Φ-way clauses from a file. . . . . . . . . . . . . . . . . . . . . . . . 141
4.6 Building adjacency lists using the cluster. . . . . . . . . . . . . . . . . . . . 145
4.7 An illustration of the K&P algorithm . . . . . . . . . . . . . . . . . . . . . . 148
4.8 Φ-way clause to tests. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153
4.9 Hypergraph covering example with CA(4;2;3;2) . . . . . . . . . . . . . . . . 157
4.10 Partial enumeration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
4.11 Horizontal growth, third parameter. . . . . . . . . . . . . . . . . . . . . . . . 161
4.12 Horizontal growth, fourth parameter. . . . . . . . . . . . . . . . . . . . . . . 162

5.1 LabPal’s workflow. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
5.2 An extended PICT input file for our test case generator. . . . . . . . . . . . . 167
5.3 Impact of number of forbidden tuples on test suite size, for n = 6, t = 3, v = 5. 169
5.4 Experimental data for the “increasing values” constrained problem . . . . . . 172
5.5 Test suite size for the test suite completion problem . . . . . . . . . . . . . . 173
5.6 Size of test suite with respect to domain size (v), for pairwise testing (t = 2) . 175
5.7 Test case generation time with respect to domain size (v) for t = 2 . . . . . . 176
5.8 Size of test suite with respect to domain size (v), for three-way testing (t = 3) 177
5.9 Test case generation time with respect to domain size (v) for t = 3 . . . . . . 178
5.10 Size of test suite with respect to domain size (v), for 4-way testing (t = 4) . . 178
5.11 Test case generation time with respect to domain size (v) for t = 4 . . . . . . 179
5.12 Size of test suite with respect to number of parameters (n) . . . . . . . . . . . 179
5.13 Test case generation time with respect to number of parameters (n) . . . . . . 180
5.14 Size of test suite with respect to test strength (t), for different values of n and v. 181
5.15 Test case generation time with respect to test strength (t) . . . . . . . . . . . 181
5.16 Compute Canada scripts. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184
5.17 TSPARK’s command line interface. . . . . . . . . . . . . . . . . . . . . . . 185
5.18 A plot showing the intrinsic limitation of an algorithm that does not scale . . 195



LIST OF ALGORITHMS

1 AETG. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

2 IPOG. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3 Tabu search for t-way testing. . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4 Order Coloring. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

5 DSATUR. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

6 Recursive Largest-First Coloring. . . . . . . . . . . . . . . . . . . . . . . . . 124

7 Hypergraph greedy algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . 127

8 Pick vertex. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

9 Graph coloring main routine. . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

10 Generate adjacency lists. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

11 Knights and Peasants. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

12 Multiple Order Colorings. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

13 Greedy test picker. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

14 Hypergraph Vertex Cover. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

15 Horizontal Growth. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164



GLOSSARY

Φ-way testing A generalization of t-way testing. 96

t-way testing A test suite that covers a number of combinations defined by the interaction
strength t. 34

Apache Spark A distributed computing framework for programming clusters of computers.
129

bitmap An array of bits. Can be used to implement, and compress a set. 53

black-box A testing technique that does not require any knowledge of the internals of the
application being tested. 15

Black-box fuzzing Fuzzing generates semi-valid tests used to test parsing code. 23

broadcast variable The broadcast variable is used in Apache Spark to communicate data
from driver program to workers more efficiently. 135

checkpoint The saved state of a RDD, and the root of its DAG. A checkpoint can be saved to
RAM or disk. xii, 135

combinatorial explosion A rapid increase in the amount of possibilities. 15

combo The smallest unit of coverage, the combo represents an interaction between t valued
parameters. 36

Concolic testing Concolic testing is a white-box testing technique that uses both a concrete
and symbolic execution to explore the code paths of an application. 31

covering array A mathematical object used to represent a t-way problem, and a test suite
that covers it. 36



distributed computing A way of computing in which a network of computers communicates
with messages and works on the same task. 129

driver program A program that orchestrates a distributed computation. 130

exhaustive testing A test suite that covers every combination of the values of the parameters.
35

existential constraint A constraint that needs to be true once in the resulting test suite. 96

fault tolerant A fault tolerant collection can be recomputed or restored in the case of a failure.
See also Resilient Distributed Dataset (RDD) and checkpoint. 129

graph coloring A classic NP-Hard problem often used to model constraints between elements.
103

gray-box A testing technique with an incomplete degree of access to the internals of the
application being tested. 15

horizontal growth The first stage of the IPOG algorithm. 53

hypergraph A generalization of a graph. 107

interaction strength the t parameter in t-way testing, also called the testing strength. The
higher t is, the more exhaustive the test suite becomes. When t = n, the strength of the
test suite is exhaustive. 34

key The key is a piece of data that uniquely identifies an element. 131

MapReduce A programming pattern for aggregating data using key/value pairs. 87

pairwise testing A test suite that covers every value pairs of the SUT. 35

Roaring Bitmap A compressed bitmap data structure. 118

test oracle A process that observes the result of the test, and determines whether or not the
execution was correct. 14

tiebreaker A random priority in the K&P algorithm. 147

universal constraint A constraint that needs to be true in every test of the resulting test suite.
96

vertical growth The second stage of the IPOG algorithm. 53

white-box A testing technique that allows access to the source code. 15

xii



ACRONYMS

ACTS Automated Combinatorial Testing for Software. 38

BFS Breadth First Search. 92

BVA Boundary Value Analysis. 28

CA Covering Array. 36

DAG Directed Acyclic Graph. xi, 135

DFS Depth First Search. viii, 33

ECP Equivalence Class Partitioning. 25

IPOG In-Parameter-Order-General. 53

JVM Java Virtual Machine. 130

K&P Knights & Peasants. 147

MPI Message Passing Interface. 84

RDD Resilient Distributed Dataset. xi, xii, 130

SUT System Under Test. xii, 14, 34



REMERCIEMENTS

J’aimerais avant tout remercier ma copine Noémie, qui attend depuis deux ans que je termine
ma thèse. Merci Moni, et merci à Alfred, notre cockapoo avec qui on s’amuse énormément.

J’aimerais ensuite remercier Sylvain Hallé, mon directeur de thèse. Ce doctorat a été très long
et je sais que je suis loin d’avoir été l’étudiant parfait, avec mon gros déficit d’attention! Je
suis très fier du travail que j’ai accompli avec toi, et j’ai vraiment apprécié nos moments de
travail ensemble. Quand je pense à comment j’étais quand j’ai commencé, et comment je suis
maintenant, je peux dire que j’ai énormément appris.

J’aimerais remercier ma mère, mon père et ma soeur. Ils m’ont toujours soutenu et aidé. Ils
avaient hâte que je finisse eux aussi!

J’aimerais également remercier ceux qui ont développé certains outils très utiles pour moi:
yed editor, Microsoft Powerpoint, la communauté de LATEX, VSCode et LaTeX Workshop.

Finalement, j’aimerais remercier mes amis. Vincent Porta, Jeremie Pereyrol, Alexandre
Larouche, Florentin Thullier et Cédric Demongivert pour leur aide dans mon travail. Le
groupe de Donjon Dragon, les gars du labo d’intelligence artificielle, les amis/amies du LIF,
Kévin-san et Yannick le savant de Dragonball! On a des bonnes discussions et on rigole bien.
Il n’y a rien de plus important.



INTRODUCTION

Software verification is about finding bugs or unplanned behavior in software (ISO & IEC,

2005). If left unchecked, bugs and unplanned behavior can cause an application to crash or

misbehave. The consequences of this can be severe. A safety-critical application can fail, a

plane can crash, election results can be delayed and many other situations can happen because

today, code pervades almost everything. It is no longer enough for a developer to trust his

experience and coding wisdom to prevent such problems. As millions of lines of code written

by different developers interact, it becomes important to use tools, techniques and languages

that enable the creation of more robust software.

The effects of software defects on the economy have been studied. In 2018, the Consortium

for Information & Software Quality (CISQ) released a report concerning the cost of software

quality (Krasner, 2018). According to this report, poor quality software causes losses of

$2.84 trillion in the U.S alone. The report ventilates this figure into several categories: losses

from software failures (37.46%), legacy system problems (21.42%), technical debt (18.22%),

finding/fixing defects (16.87%) and troubled/cancelled projects (6.01%). When considering

the two categories associated with software bugs, the total cost comes out at $1.53 trillion,

which amounts to 7% of the U.S. GDP in 2018. This report gives credence to the idea that



improving techniques that help software quality will have a positive effect on productivity, as

it allows developers to spend more time on the production of new features, instead of fixing

old ones.

Let us now look at real-world examples of bugs and defects in computer systems. First, bugs

can be deadly when they cause a computer system that manages dangerous medical equipment

to malfunction. The Therac-25 was a computer-controlled radiation therapy machine that was

used to treat cancer. The machine ended up injuring and killing at least six patients due to

radiation overdoses. A widely cited investigation on the incident by Leveson & Turner (1993)

found that this critical software had been produced and tested by only one programmer, and

that little testing had actually been done. The Therac-25 accident is now a case study for

proper software engineering.

Bugs can also be triggered by rare sequences of events. In 2004, a massive blackout occurred

in Northeastern United States and Central Canada. The blackout happened because a bug

caused by a race condition sent the alarm system software spinning in an infinite loop (Poulsen,

2004). The software had been running for years without problems, and a weeks-long full code

audit of 3 million lines of C code was required to find the problem.

Bugs can go undetected for years and have dire consequences on security. Heartbleed was

a security bug in the OpenSSL library that allowed an attacker to read up to 64 kilobytes of

memory from the server with which it was communicating (Durumeric et al., 2014). The bug

was caused by a handshake function which could be tricked into returning a larger message

than what it was sent. The OpenSSL cryptography library is widely used in internet servers

for HTTPS traffic. Therefore, the impact of this bug was very major at the time. Many types

of data were stolen by exploiting this bug: private keys, cookies, passwords, etc. For instance,

the Canadian Revenue Agency reported that approximately 900 social insurance numbers

2



were stolen because of Heartbleed (Ogrodnik, 2014).

Finally, another bug, although harmless, is famous in the gaming community called Civi-

lization; it is called “Nuclear Gandhi”. In Civilization, a turn-based strategy game, a player

is the leader of his chosen civilization and aims to guide its growth throughout the ages of

mankind. Usually, players compete against AI leaders, who are real historical figures with

different personalities and behaviors. In Civilization, Gandhi is the most peaceful leader,

with an “aggression rating” of 1 out of 255. This changes however when India switches to a

democracy, which substracts 2 from the aggression rating. This substraction triggers an integer

underflow on the 8-bit unsigned variable, making 255 the new aggression rating of Gandhi,

which creates the most aggressive leader Civilization has ever known.

What does software testing offer to prevent or find these bugs? In the field of software testing,

there are many techniques that can be used to find or prevent bugs. Manual code inspection

and testing, when done by professionals, is often useful (Arkin et al., 2005). However, the

approach does not scale well as it requires paid experts, and these experts are usually in short

supply. An approach that scales better is to automate some of the work that goes into finding

bugs. In order to do this, several techniques of software verification can be used. These

techniques can be classified in two major categories: static analysis and runtime analysis.

First, let us talk about techniques of static analysis. Static analysis is performed without

executing the program, which is very valuable if running the code is expensive. “Code Smells”

are an easy way of gaining insight as to the quality of the code (Martin, 2009). A code smell

is a bad programming pattern used in source code. Code smells can be detected by looking for

certain patterns when auditing code, such as the recurring use of copy-pasted code instead of

a proper modular architecture. A large study on code smells by Tufano et al. (2015) found

that many code smells were introduced by refactoring efforts, and that many code smells were
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actually the product of commits from possibly overworked but experienced developers, and

not newcomers to the project. And an exploratory study on Eclipse and Azureus – two large

Java applications – found that the locations where code smells had been detected in the source

code had received more development effort afterwards (Khomh et al., 2009).

Another form of static analysis is called model checking. Model checking is a powerful

technique for modelling the state of a program and its evolution, typically as a finite state

machine (FSM). Then, once the state has been modeled, model checking can make use of

branching-time logic such as Computation Tree Logic (CTL) to verify state change properties

and produce counter-examples (Clarke & Emerson, 1981). Linear Temporal Logic (LTL) can

also be used with model checking. The weakness of model checking is that it is susceptible to

a state explosion. The number of ways state can mutate usually grows exponentially with the

complexity of a program. This creates enormous models that cannot easily fit the memory

of a computer. To go around this problem, there are techniques such as symbolic model

checking, which work by compressing state node representation by handling them as Boolean

expressions (Biere et al., 1999; Burch et al., 1992).

Let us now inquire about techniques of runtime analysis. A technique for finding bugs is to

monitor a program during its execution and check for problems. This is broadly called runtime

verification. More precisely, a runtime monitor will decide whether a sequence of events

satisfies a specification defining what is allowed and what is not allowed, i.e., correctness

properties. Adding a monitor to a program does add some overhead to its running time,

but such a monitor can be removed from the program for its production releases. Typically,

monitors are generated automatically from a set of LTL formulas (Pnueli, 1977). Linear

Temporal Logic (LTL) allows for the verification of properties expressed with unary or binary

operators that must hold true, or eventually be true, or be always true, along a path of execution.

A monitor can run simultaneously with the normal program, or it can analyze a pre-recorded
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trace produced by a prior execution of the program. Aspect-oriented programming has been a

popular way to instrument the program and feed events to the monitor, because it can inject

the instrumentation code without altering the code of the normal routine, at a cost of having a

slightly more complicated build process (Kiczales et al., 2001, 1997). As runtime verification

deals with a stream of events, which is data, some tools of runtime verification have evolved

into full stream processing libraries. The benefits of using a stream processing engine are

numerous: ease of use, possible parallelization, serialization and data compression, and code

clarity and reusability. Beep Beep 3 is an example of a stream processing engine library that

can also be used for runtime verification (Hallé & Khoury, 2017; Hallé, 2018).

And yet, of all those techniques, the most widely used approach is to test an application using

tests. Case in point, the SWEBOK discusses verification, model checking and monitoring in a

single page, while software testing occupies a much longer section. In testing, an input to a

program is given, and a decision procedure called the test oracle evaluates the result. The test

can fail as a result of the analysis by the oracle, but it can also crash the program, send it in an

infinite loop, cause it to malfunction, or produce all kinds of undesirable effects that reveal a

defect. Hopefully, these problems are always fixable after they are discovered. However, a

question remains: how do we create these tests in the first place?

CONTEXT: SOFTWARE TESTING

First, a simple technique for generating tests is fuzzing. Fuzzing, or fuzz testing, is the act

of testing an application with random, invalid or unexpected data. Fuzzing is mostly used

to test applications with input-parsing code. From an initial test, other tests are made by

fuzzing (changing) some parts of the input. The resulting fuzzed test is then expected to be

“slightly invalid” and therefore more efficient at testing larger amounts of error-handling code
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(Godefroid, 2020). There are a few different fuzzing variants. Black-box fuzzing will test

an application without any knowledge of how it works and it will typically be used to reveal

buffer-overflows and crashes. For instance, a black-box fuzzer could fuzz a binary format like

JPEG to reveal problems inside an image-viewer application. When the fuzzed input has to

follow a certain grammar, we have a variant called Grammar-Based Fuzzing (Godefroid et al.,

2008a). A study by Yang et al. (2011b) has used grammar fuzzing to find bugs in C compilers,

even finding a bug in CompCert (Leroy, 2009), a verified C compiler. Next, we have concolic

testing, which can be viewed as a white-box fuzzing technique since the inputs are fuzzed

using source code information. Concolic testing uses encountered path constraints to fuzz the

initial input and explore the branching space of the program (Godefroid et al., 2005). The

technique has been widely used by Microsoft to test complex file parsers within products such

as Excel and PowerPoint (Godefroid et al., 2012). Fuzzing is also part of Microsoft’s Security

Development Lifecycle.

Following this we find model-based testing, a technique that aims to operate at a higher-level

of abstraction than the System Under Test (SUT). Similar to how engineering firms can have a

model of a car to simulate events, software can also be modeled at a higher-level of abstraction.

Typically, the software is modeled after its requirements or existing source code; this model

is often a state graph or a decision table. Concrete application tests are then generated using

this model using a variety of techniques (Dalal et al., 1999; Utting et al., 2012). An important

necessity of model-based testing is that the model must be simpler to check, modify and

maintain than the original system; otherwise there would be no point in working with a model.

Nonetheless, automated testing is not without some weaknesses, the most important being

that it is hard to implement. Deriving tests from models, testing multithreaded or cloud

applications and many other things is hard to do and requires time, expertise and money. Also,

as programs grow in complexity, the required number of tests for proper code coverage grows
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very rapidly. Exhaustive testing becomes impossible to perform for large programs because of

a combinatorial explosion – an exponential growth in the number of possibilities.

There is one particular technique that has the potential to manage this combinatorial explosion.

Combinatorial testing has an interesting way of tackling the combinatorial explosion problem

(Kuhn et al., 2013). It stems from the observation that some subsets of inputs are not properly

handled in programs, and cause bugs. For instance, if a command line program takes three

parameters, with each parameter having two unique values, one can decide to test every single

combination to be a hundred percent sure that the program functions correctly. To do this

exhaustive testing, we would test the program 8 times (2×2×2). Exhaustive testing does not

scale of course, causing the aforementioned explosion problem. In contrast, combinatorial

testing is a technique that can exercise interactions between input parameters in an efficient

way. Instead of including combinations of all values for every parameter, a combinatorial test

suite only requires the presence of all combinations of values for each set of t parameters;

this is why the technique is also called “t-way testing”. The interesting part about t-way

testing comes from a seminal study by Kuhn et al. (2004a) that shows that combinatorial test

suites can be very efficient at finding bugs in real-life systems, since these bugs are typically

caused by the interaction of a small number of parameters. As a consequence, a well-designed

combinatorial test suite can, in practice, have the same bug-finding power as an exhaustive

enumeration of all parameter values, but using a much smaller number of test cases.

PROBLEM STATEMENT

In the past decade, various testing tools, such as PICT (McCaffrey, 2009), Jenny (Jenkins,

2005) or ACTS (Advanced Combinatorial Testing System) by the NIST Lei et al. (2007),

have been developed to generate combinatorial test suites for a configurable number of
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parameters and their possible values. In the general case, finding the smallest test suite for a

given configuration is a computationally hard problem; in some cases, only lower and upper

bounds on the minimum test suite size are known. This is why most of the combinatorial test

generation algorithms attempt to strike a balance between computation time, and producing a

test suite that lies “reasonably” close to some (unknown) optimum.

However, there exist a few aspects of existing tools and techniques that are still considered

as open problems. The first is the notion of constraints, which are additional conditions on

the values of tests in a test suite that must be fulfilled for it to be considered acceptable. For

example, some values of two parameters can be incompatible, and represent conditions that

are impossible to test in practice; a test case that contains such an impossible combination

should be rejected. Existing algorithms provide relatively limited ways of handling constraints,

if at all. Some of them support what are called “forbidden tuples” –explicit combinations of

parameter values that must not be found in any test case. Very few allow for the expression

of more expressive constraints, such as arbitrary Boolean expressions over parameter values.

We shall also see that there exist testing scenarios where some constraints should actually be

existential: in this setting, a test suite is considered acceptable as long as at least one test case

satisfies the constraint. In the tools we have seen, the support for existential constraints is still

very basic.

A second issue with existing solutions is their scalability. Virtually every existing technique

is implemented using an algorithm that is essentially single-threaded. Parallel techniques

have been presented (Avila-George et al., 2012), but these techniques focus on making more

processors contribute to the algorithm; they do not partition the problem on multiple servers.

This does not allow these techniques to scale beyond the memory means of a single server.

Consequently, even the most efficient implementations are bound to run into time or memory

limitations, as they are not designed to leverage the power of distributed computing platforms.
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Finally, it seems to us that there is no study in the scientific literature that compares the

performance of t-way testing tools on the same problem instances, in terms of solution quality

and time.

CONTRIBUTION OF THIS THESIS

First, we have generalized the problem of t-way testing into Φ-way testing. This contribution

is found in Chapter 3. With Φ-way testing, the strength of a test suite (t) is replaced by a set

of Boolean expressions on parameter values (Φ), which can be tagged as either existential or

universal. The existential constraints supported by Φ-way testing can be more complex than

in other tools; and they are useful in many scenarios. These constraints are extremely useful in

real-world testing situations to prune test suites and save generation time.

The second contribution deals with how to efficiently solve Φ-way problems and build test

suites from the results. This contribution is also found in Chapter 3. To do this, we introduce

reductions to graph coloring and hypergraph vertex covering (Hallé et al., 2015). By reducing

the problem to these two NP-hard problems, we can leverage existing knowledge, techniques

and algorithms. The reduction to graph coloring notably allows the use of exact algorithms,

and the hypergraph vertex cover reduction allows the use of a very efficient greedy algorithm

(Chvatal, 1979). These first two contributions constitute the theoretical contribution of this

thesis.

The third contribution is towards the issue of scalability. An interesting advantage of our graph-

based reductions is that graph algorithms are amenable to distributed versions; we provide

two such distributed algorithms, one for graph coloring, and the other for hypergraph vertex

covering. This contribution is found in Chapter 4. We also show how these two algorithms can

be used together to create a distributed version of a well-known algorithm called IPOG (Lei
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et al., 2007). To implement these distributed algorithms, we chose to use the Apache Spark

(Zaharia et al., 2010) cluster-computing framework with the Scala (Odersky et al., 2004)

language. This technology allows us to scale our processing power and our storage capacity

by simply adding more machines to the computer cluster. These algorithms are all available in

our open-source tool TSPARK. This part of our work contributes an original algorithm and

interesting implementation details.

The fourth contribution is our work to create a wide-ranging experiment to compare these

new algorithms to algorithms from existing tools. This contribution is found in Chapter 5.

We have separated our experiment into two parts. The first part of our experiment compares

single-machine algorithms and the impact of universal and existential constraints on both test

suite size and testing speed. The second part of the experiment deals with bigger problem

sizes and compares the results of distributed algorithms from TSPARK to those of existing

tools. To do this, we ran many calculations on computer clusters provided by Compute Canada

and compared our results to several combinatorial testing tools. Our results indicate that our

algorithms are competitive with existing techniques and produce better results in many cases.

We also find new bounds for the t = 7 interaction strength problems. However, our results

also show that the distributed algorithms are quite slower to execute than their single-threaded

counterparts. The reasons for this slowdown are discussed in our results. To the best of our

knowledge, this thesis is the first scholarly work that provides such an extensive empirical

study.

ORGANIZATION OF THE THESIS

In the first chapter, we introduce the reader to the essential terminology used in software testing,

principles of testing, the different types of tests, white-box/black-box/gray-box testing, and
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important techniques like fuzzing, Equivalence Class Partitioning, Boundary Value Analysis

and Concolic Testing. These techniques are all useful in a tester’s toolbox. Then, we move to

the central theme of this thesis: combinatorial tests. Again, we introduce and illustrate the

important concepts of combinatorial testing, including the important empirical studies that

show how effective t-way testing can be. We end the chapter by showcasing some applications

of t-way testing found in the literature.

The second chapter is made of two distinct sections. The first section is a review of com-

binatorial testing techniques; the second section reviews parallel and distributed computing

technologies. In the first section, we go deeper and discuss many techniques and algorithms

used to generate combinatorial tests. We first present a taxonomy of methods typically used to

generate combinatorial tests, and then proceed to describe all of them. After having done this,

we present the advanced features that are useful to have when doing combinatorial testing, and

we take a deep look into existing tools to see the level of support they have for such features.

After doing this, we introduce a new feature: scalability. We summarize our findings into a

table of tools and features. The second section introduces parallel and distributed computing,

and details several technologies and programming models.

In the third chapter, we introduce the generalization to Φ-way testing in depth. We show

how this generalization gives an extended level support for constraints. Then, we show how

Φ-way testing can be reduced into a graph coloring problem, and how it can be reduced into a

hypergraph vertex covering problem. Following this, we also review various algorithms and

data structures that can be used to implement algorithms for graph coloring, or algorithms for

hypergraph vertex covering.

In the fourth chapter, we discuss in detail how the Apache Spark technology works, and also

detail our algorithms, data structures, and optimizations. First, we have devised a process to
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distribute the enumeration process of value combinations. Then, we show our algorithms for

graph coloring, hypergraph vertex covering and an hybrid algorithm called Distributed IPOG.

To the best of our knowledge, our algorithm “Knights and Peasants” is an original algorithm

for graph coloring. We also share our implementation details and optimizations for all the

other algorithms.

Finally, in the fifth chapter, we talk about the large experiments we ran to compare the

algorithms to existing tools. First, we mention the tools and platform we used to create the

benchmark. Then, we show and discuss our single machine tests. After that, we also show

and discuss our cluster tests, alongside a description of how to use Compute Canada as a

researcher. We end with a discussion of the results. The discussion notably addresses the

running times of certain algorithms, and the quality of their results.

The work in this thesis has resulted in the following research papers:

• Graph Methods for Generating Test Cases with Universal and Existential Constraints.

Springer Lecture Notes in Computer Science Volume 9447 (pp. 55–70).

• Extended Combinatorial Test Generation using Graph Reductions. Submitted in Soft-

ware Testing, Verification and Reliability, March 2020, under review.
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CHAPTER 1

COMBINATORIAL TEST CASE GENERATION

In this chapter, we look at the field of software testing, before diving into the details of the

generation of combinatorial tests. We first define the essential terminology and principles of

testing. Then, we introduce the notion of black-box, white-box and gray-box testing, which

are categories of techniques that vary with respect to the amount of information available

to the tester. We then show several techniques that are alternatives or complimentary to

combinatorial tests. Finally, we end with combinatorial tests which are the focus of this thesis.

We show how empirical studies support the claim that this is an efficient technique, and we

end by presenting various applications of combinatorial tests reported in the literature.

1.1 SOFTWARE TESTING NOTIONS AND TERMINOLOGY

In this section, we will learn about various terms used in software testing. We shall see

that some terms like “BVA” and “ECP” are defined quickly here, but have entire sections of

explanations dedicated to them later on for more details.



1.1.1 TERMINOLOGY

Before delving into the details of Software Testing, it is proper that we first provide definitions

for frequently used terms in the field. First, we have the SUT, which is an acronym for

“System under test”. A system under test is the main application or any object that can be

tested using tests. A test is an activity in which a system or component is executed under

specified conditions, the results are observed or recorded, and an evaluation is made of some

aspect of the system or component. (ISO/IEC/IEEE, 2017). In other words, a test takes a

software system and tries, through an actual execution, to find a problematic code path (a path

that leads to a crash, or a problem). Such tests can either be generated automatically or written

manually. When tests are written manually, it is frequently for an important feature that should

exist in the program. Such features are usually laid out in the application specification. The

specification of a program gives functional and non-functional requirements and describes a

set of important use cases.

Figure 1.1: The test oracle. Reprinted with permission from Sylvain Hallé.

Related to the test is the test oracle (Pictured in Figure 1.1 as the magician), a process that
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observes the result of the test, and determines whether or not the execution was correct.

Obviously, it is easier to detect a program crash than other problems. The test oracle can be a

human if the test suite is small. However, when the test suite increases in size, the test oracle

needs to be a computer program of some form. The test oracle delivers a verdict of either

Success or Failure for a test executed by the tester (Figure 1.1).

An important concept related to tests is the concept of the combinatorial explosion. A combi-

natorial explosion means that a small increase in the size of a problem leads to an exponential

growth in its search state. This exponential growth means that for testing techniques to have

any impact, the size of the problem has to be managed in some way.

Tests are essential to software testing, and the quality process in application development

(Baresi & Pezze, 2006). The quality process spans the whole lifecycle of the software

being developed and the aim is of course, to aid in the development of software that can be

relied upon. The quality process contains the following activities: planning and monitoring,

verification of specifications, test case generation, test case execution and software validation

and process improvement.

Finally, software tests can be made at differing levels of software knowledge, we call this

Black-box, Gray-box and White-box testing. These terms refer to familes of techniques based

on the level of insider knowledge of the target application. Black-box techniques do not

require any knowledge of the internals of the application being tested, aside from the user

interface. In contrast, white-box techniques have access to the source code. Gray-box testing

defines techniques with an incomplete degree of access.
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1.1.2 SEVEN PRINCIPLES OF SOFTWARE TESTING

In our efforts to summarize Software Testing, we present two sets of principles of software

testing. First, Foundations of Software Testing (Graham et al., 2008), a book for the ISTQB

certification describes this set of principles for software testing:

1. Testing shows presence of defects. Testing a piece of software will discover faults, but

cannot give insurance as to whether or not the software is clean of defects.

2. Exhaustive testing is impossible. It is not possible to test every number for an integer

parameter nor is it necessary. A better way to do it is to use equivalence classes or

boundary values. And still, even with this, a big application cannot be tested with

exhaustive testing, because of the sheer amount of possibilities.

3. Early testing. Early testing is important for many reasons. In particular, early testing

gives more confidence into early features of the software, and can detect if new changes

break existing fonctionnality.

4. Defect clustering. Most defects are going to be found in the same place. That place is

more likely a module with complex code.

5. Pesticide paradox. As the software evolves, there needs to be a change in the number

of test cases as well. Otherwise, the existing test cases are unlikely to detect all new

defects.

6. Testing is context dependent. We cannot expect a test suite to be run in the same manner

for all kinds of software. In some cases, a test is a set of commandline parameters and

in other cases, a test can be much more complex to execute.
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7. Absence-of-errors fallacy. The software must first meet the requirements of its users

before touting its bug-free status.

Another interesting take on software testing comes from an article called “Seven Principles of

Software Testing” (Meyer, 2008). In the article, it is said that tests are still the best technique

available, and that other approaches such as model checking, static analysis and proofs have

potential but cannot replace tests just yet. The article also states that the large test suite of

a given program should be considered by itself an indicator of quality, as large applications

can easily have billions of possible tests if exhaustive testing is considered. Meyer’s seven

principles are the following:

1. To test a program is to try to make it fail. The scope of testing has to be simple: can we

detect a problem with this test?

2. Tests are no substitute for specifications. This principle communicates the importance

of specifications in software development. A test suite written as a “hidden specification”

is not going to be faster, or better engineering. Also, tests can be generated from

specifications automatically in some cases.

3. Any failed execution must yield a test case, to remain a permanent part of the project’s

test suite. This is called regression testing. When a program fails, the failure should be

documented, and a test is produced to reproduce the fault. The bug is then fixed, and the

program continues to evolve. The test remains in the test suite however, because it can

be a safeguard against the reappearance of that problem. Tools like reCrash (Artzi et al.,

2008) can automatically generate tests by monitoring the execution before the crash.

4. Determining success or failure of tests must be an automatic process. This principle

mentions the need of having a test oracle. The test oracle must be an automatic process
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in order to scale the testing apparatus. Of course, determining success and failure is

easier to do when the program simply crashes. In order to have more precise oracles,

contracts can be used. To do this, a monitor watches for contract satisfaction or failure

during execution. Several programming languages such as D, Kotlin, Eiffel and Scala

have native support for contracts.

5. An effective testing process must include both manually and automatically produced test

cases. Manual tests are very important as they reflect a developer’s insight on his code.

Automatic tests, produced from a specification, a previous failure, or a totally random

process are also essential. Avoiding automatic tests underuses the potential of a modern

computer.

6. Evaluate any testing strategy, however attractive in principle, through objective assess-

ment using explicit criteria in a reproducible testing process. This principle cautions the

tester to be careful of their own testing preferences. Sometimes, an incredible idea falls

short of its expections when it is put to the test. Random testing can often prove more

effective at finding faults than a well-crafted technique. Being able to try other things,

and assess their value experimentally is a good mindset to have as a software tester.

7. A testing strategy’s most important property is the number of faults it uncovers as a

function of time. This principle is a reminder that ultimately, a testing strategy is here to

produce results. Therefore, automatic tests should be optimized to be as fast as possible

for this reason. To do this, tests should be able to use a faster interface whenever possible.

Also, if the program takes a long time to start, perhaps the state can be saved after the

program is loaded, and the test suite starts afterwards.

As engineering plays an important part in software development, there needs to be a way

to communicate effectively core principles about software testing; an effective way can be
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the use of such lists of principles. However, these short phrases are easy to recall, but they

can encourage an oversimplification of technical issues. Integrating “effective security” into

modern systems necessitates a number of complex tradeoffs that a simple list cannot capture

(Smith, 2012). When we compare these two lists, we immediately see a difference in style.

The first list is very philosophical, almost stoic at times, as it states that there are limits to our

testing efforts. The second list offers a formative education. The principles are often explained

directly, and educate the future tester on a useful technique.

To finish this section on the principles of software testing, we mention an interesting passage

in the book of Maeterlinck (1901) called in its English version “The Life of the Bee”. In this

passage, an experiment is made with a bottle having bees, flies and a light source (the sun).

The bees flock towards the light and never find a way out of the bottle, while the flies escape

within minutes. This natural experiment is perhaps an interesting metaphor for random testing.

Maeterlinck writes:

As a proof of his theory, Sir John cites as an instance an experiment within the

reach of all. If you place in a bottle half a dozen bees and the same number of flies,

and lay the bottle down horizontally, with its base to the window, you will find

that the bees will persist, till they die of exhaustion or hunger, in their endeavour

to discover an issue through the glass; while the flies, in less than two minutes,

will all have sallied forth through the neck on the opposite side. From this Sir

John Lubbock concludes that the intelligence of the bee is exceedingly limited,

and that the fly shows far greater skill in extricating itself from a difficulty, and

finding its way. This conclusion, however, would not seem altogether flawless.

Turn the transparent sphere twenty times, if you will, holding now the base, now

the neck, to the window, and you will find that the bees will turn twenty times
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with it, so as always to face the light. It is their love of the light, it is their very

intelligence, that is their undoing in this experiment of the English savant. (p

52-53)

1.1.3 TYPES OF TESTS

When thinking of a test, we can consider several criteria for classification purposes. A test is

always generated by a technique, has a goal, has a target and has a degree of knowledge.

Technique Several techniques used to generate tests are discussed in this thesis: concolic

testing, combinatorial testing and ECP/BVA tests. Concolic testing is a technique that generates

tests by “combining a concrete and symbolic execution of the code under test” (Sen, 2007).

The technique usually falls into the category of a white-box testing technique because it has

access to the source code. Combinatorial testing is a technique interested in detecting the

failures caused by parameter interactions, and it can achieve this goal with a good “tradeoff

between cost and efficiency” (Nie & Leung, 2011). This technique is associated with black-box

testing. Finally, ECP/BVA are black-box testing techniques from which we work with valid

and invalid partitions of the domain of values of a parameter. ECP generates tests for these

partitions and BVA tests the limits of these partitions. It is quite a common sense approach to

testing, and most testers practice these techniques informally even though they may not realize

it (Graham et al., 2008).

Goal For testing techniques which are defined by their goal, we have: regression tests,

confirmation tests, exploratory tests (Pfahl et al., 2014), unit tests (Crispin, 2006; Huizinga &

Kolawa, 2007; Hamill, 2004) and several others. Since software eventually evolves because

of changes in the user specifications or bugs, regression tests are used to ensure that the new

added code does not break existing features (Wong et al., 1997). Confirmation tests are used
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to confirm that software defects have been fixed by the bug-fixing code (Graham et al., 2008).

Exploratory testing is defined by Bach (2003) as “simultaneous learning, test design and

test execution”. It is a manual testing method, based on intuition, experience and curiosity.

Finally, unit tests are written to verify that a certain unit of code behaves as intended. This

“unit of code” takes several forms, depending on the situation. In procedural programming,

we can unit test an entire object module, but we would more commonly test an individual

procedure or function, and in object-oriented programming, we can test a class or a method.

The main wisdom behind unit testing is that since high-quality software is usually assembled

from several independent components, we can achieve a high degree of confidence by testing

the components individually. This testing is usually the task of the software developer, and not

an external tester, as it is a white-box testing technique.

Target The target of the test is any system that contains code: an embedded device, a GUI,

a web service or something else.

Degree of knowledge Finally, the degree of knowledge represents black-box testing, gray-

box testing or white box-testing, with the latter having complete access to the source code of

the application. A good overview of these categories can be found in Khan et al. (2012), and

we also summarize some facts and differences in Figure 1.2.

White-box testing is a category of testing techniques in which the tester makes use of the

source code of the application. Within that category, we find techniques such as unit tests,

integration tests and concolic testing. White-box tests can also be used to test the robustness

of critical code found in algorithms and data structures. Unit tests usually deal with functions

and objects inside a program’s source code. The idea is that by having tests for the smaller

parts of an application, we can have more confidence that the part behaves correctly. Since
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Black-box testing Gray-box testing White-box Testing

No information besides
how to run the 
application properly.

Access to a 
documentation.

Has access to the 
source code. 

Failure or Success is
detected with the output

Failure or success is
detected with the output

Tests can log internal
information

Can be done by external
testers

Can be done by external
testers

Usually done by the 
developers

Not intrusive Not intrusive The instrumentation 
code can be intrusive

Used with the provided
interface.

Used with the provided
interface.

Can be used to test 
single functions and 
objects.

Figure 1.2: Table comparison of black-box, gray-box and white-box testing.

an application’s behavior is mostly defined by applying a series of function, unit tests can be

effective. Integration tests are similar to unit tests, but they test the interaction between two

modules that are to work together.

Unit testing should be used along good software practices for maximum effect. This means

that code should be partitioned into testable units, such as functions. Larger functions should

call many other functions, and so on. A bad practice to follow, in constrast, would be to have

many “big” functions, and using copy-paste to reuse large sections of code instead of putting

the chunk of code inside a function and calling it.

Black-box testing – or black-box fuzzing – groups techniques that test without having access

to the internals of the software. The tests are conducted using the interface that the software

exposes to the world. This interface can be e.g. a GUI, a file fed through the command

line, a REST API. The tests can discover abnormal behavior or crash the software. This

category contains t-way testing, Equivalence Partitioning, Boundary Value Analysis and

others. Black-box tests can be used for instance to find inputs that crash a target program.
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Finally, gray-box testing can be said to lie somewhere in between. By having access to some

knowledge about the internals of the software, the “black-box” tests can be made to be more

accurate. In Nguyen (2001), the following definition is given: gray-box testing as involving

inputs and outputs, but test design is educated by information about the code or the program

operation of a kind that would normally be out of view of the tester. Gray-box tests can be

used to find whether or not a given output conforms to a certain standard.

1.2 TEST INPUT GENERATION

We now focus more specifically on one type of testing technique, namely test input generation.

With this method, a test sets a program’s parameters to a certain value, the program is executed,

and then the output value is analyzed. This type of testing is similar in its principle to unit

tests. Therefore we narrow down our study of testing to exclude, for example, techniques such

as monkey testing (Ermuth & Pradel, 2016) that focus on generating sequences of interactions

or inputs given to a program, which are a field of research in their own right.

More specifically, we shall concentrate on four test input techniques. Black-box fuzzing is a

technique that generates tests by randomly mutating an existing input. The technique has been

frequently used to test application parser code. Boundary Value Analysis and Equivalence

Partitions are techniques used to optimize the number of tests we use by partitioning domain

of values into equivalent partitions, and also by testing the boundary values, which are often

the most problematic values. Finally, Concolic Testing is a white-box fuzzing technique that

generates tests using path constraints encountered during the program’s execution. These

techniques have an important thing in common: they all offer a way to counter the usual

problem of combinatorial explosion.
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1.2.1 BLACK-BOX FUZZING

We start by the simplest test input generation technique, which is black-box fuzzing. A simple

black-box fuzzing example (Figure 1.3) taken from Godefroid (2020) is an application that

reads a file as its input and produces a result. A test oracle then decides whether or not the

result is correct. The fuzzer modifies some parts of the file, and resubmits it. In the code, the

seed parameter is the file to be modified. Then, we generate a random number of changes in

the numWrites variable. The random number is generated using a fuzzing density of 1000. The

fuzzing density is here to ensure that the input only changes slightly, which is the entire goal of

fuzz testing. This new slighty modified input is more likely to “exercise more error-handling

code in more diverse parts of the application under test, hence increasing the chances of

finding bugs” (Godefroid, 2020). The code ends by testing the application with the new input,

and looking at the result.

In practice, this check would be done by a runtime-monitoring tool. Tools like Valgrind

(Nethercote & Seward, 2007) and Purify (Begic et al., 2002) can be used to detect memory

errors and memory leaks. They can then report on where these errors happen in the program.

For instance, Valgrind transforms the native code into code made for its own virtual machine,

adds extra instrumentation code around instructions, and uses its own memory allocators.
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The   software   must   first   meet   the   requirements   of   its   users   before   touting   its   bug-free   status.  
 
To   finish   this   section   on   the   principles   of   software   testing,   there   is   an  

interesting   passage   in   the   book   called   "The   Life   of   the   Bee"   by   Maeterlinck.   The  

book   was   written   in   1901   in   french   (La   vie   des   abeilles).  

 
This   example   is   a   good   metaphor   for   why   random   testing   should   not   be   discounted  

as   a   testing   technique.  

 
 
1    RandomFuzzing ( input   seed )     {  
2     int    numWrites    =    random ( len ( seed )/ 1000 )+ 1 ;  
3    input   newInput    =    seed ;  
4     for     ( int    i = 1 ;    i <= numWrites ;    i ++)     {  
5     int    loc    =    random ( len ( seed )) ;  
6    byte   value    =     ( byte ) random ( 255 ) ;  
7    newInput [ loc ]     =    value ;  
8     }  
9    result    =    ExecuteAppWith ( newInput ) ;  
10     if     ( result    ==    crash )    print ( “bug   found ! ” ) ;  
11     }  
 
 
RandomFuzzing ( input   seed )     {  

int    numWrites    =    random ( len ( seed )/ 1000 )+ 1 ;  
input   newInput    =    seed ;  
for     ( int    i = 1 ;    i <= numWrites ;    i ++)     {  

int    loc    =    random ( len ( seed )) ;  
byte   value    =     ( byte ) random ( 255 ) ;  
newInput [ loc ]     =    value ;  

}  
result    =    ExecuteAppWith ( newInput ) ;  
if     ( result    ==    crash )    print ( “bug   found ! ” ) ;  

}  
 

 
4

Rewrite the sentence

To finish this section on th…

Rewrite the sentence

was written

Change the spelling

abeilles

Rewrite the sentence

be discounted

GRAMMARLY

CORRECTNESS CLARITY ENGAGEMENT DELIVERY

4

Figure 1.3: Black-box fuzzing code. (Godefroid, 2020)

1.2.2 EQUIVALENCE CLASS PARTITIONING

Equivalence Class Partitioning (ECP) is one of the essential techniques in the tester’s toolbox.

ECP allows the tester to define valid, and invalid classes of values for the parameters that are

to be tested, such that two values contained in the same class are expected to behave in the

same way (at the program level). To illustrate the approach, we take a simplified version of an

example taken from Page et al. (2008). Consider a dialog form that asks for three numbers:

a day, a month, and a year; in other words, the user is asked to input a date. The program

then outputs the next valid date in the Gregorian calendar. The example is illustrative of the

valid and invalid classes specific to the Gregorian calendar: the leap years, non-leap years,

28,29,30,31-day months and many other cases. This is in addition to multiple invalid cases,

such as non-integer numbers being given, empty inputs, too big inputs, month number out of

range, and others. The maximum year of the Gregorian calendar is arbitrarily set at 3000.

Let us examine how the classes are designed, and then how they are combined together to

create ECP tests. We do not need knowledge about how the code of the application works

to design the classes, although it could certainly be useful. The application can be seen as
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a black-box. Information about the Gregorian calendar, and modern computers, is enough

to design the classes of this example. Tables 1.1, Table 1.2 and Table 1.3 show the classes

that were designed by a tester, for the three parameters: month, day and year. The tables

also include the invalid classes, which have names that start with the letter i. These classes

are designed using the knowledge we have of the problem. Here, we can see that we have a

class for the month of February, because this month has a unique behavior in the Gregorian

calendar.

In Myers et al. (2004), the author proposes four heuristics to better decompose the data into

valid and invalid classes. The first heuristic is Range. If we know that a certain contiguous

range of values produces the same result, we create a class. An example for this is a number

field that requires an integer from 1 to 999. A valid equivalence class for this is {1 . . .999}

and invalid classes are: “<1” and “>999”. The second heuristic is called Group and it is used

to group nominal values that produce the same result. An example for this is an input box that

accepts a vehicule category like {truck, car, trailer, motorcycle, motor home}. We know that

truck and car belong to the same taxation category, and therefore we create a valid class that

contains these two. The third heuristic is called Unique. We use this heuristic in this main

example with the February class. The fourth heuristic is called Specific. This heuristic is

used when a part of the input must be, or cannot be present. The example given for this is an

input field that requires an email address. The email is deemed invalid if it is missing the “@”

character.

Table 1.4 shows some possible tests generated using ECP. ECP tests are generated by choosing

a random value from those allowed by each class. The full test suite of ECP tests should

include every valid and invalid class at least once. Invalid classes should be tested when the

other parameters are set to values from valid classes. In Page et al. (2008), the authors claim

that exhaustive testing of every date produces around 500k tests. With ECP, the number of

26



Class Criterion
m1 month is a 30-day month
m2 month is a 31-day month
m3 month is February
im1 month > 12
im2 month < 1
im3 Any noninteger value
im4 Value has more than two digits
im5 No value is entered

Table 1.1: Valid and invalid classes for the month parameter.

Class Criterion
d1 day ∈ {1 . . .31}
d2 day ∈ {1 . . .30}
d3 day ∈ {1 . . .28}
d4 day ∈ {1 . . .29}
id1 day > 31
id2 day < 1
id3 day is a non-integer value
id4 the day number has more than two digits
id5 No value is entered

Table 1.2: Valid and invalid classes for the day parameter.

tests are reduced to 8 positive, and 17 negative cases. There are more negative tests than

positive tests because every single invalid class gets an isolated test.

The biggest difficulty with ECP is that the overall effectiveness of ECP relies “primarily on

the ability of the tester to decompose the variable data for a given parameter accurately into

well-defined subsets in which any element from a specific subset would logically produce the

same expected result as any other element from that subset”. (Page et al., 2008, pg. 66)
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Class Criterion
y1 year ∈ {1582 . . .3000}
y2 year is a non-leap year
y3 year is a leap year
y4 year is a century non-leap year
y5 year is a century leap year
iy1 year < 1582
iy2 year > 3000
iy3 year is a non-integer value
iy4 the year number has more than 4 digits
iy5 No value is entered

Table 1.3: Valid and invalid classes for the year parameter.

Test Classes Output message
1 m1∪m2∪m3, d3, y1 Next date is ***
2 m1∪m2∪m3, id1, y1 MONTH DOES NOT EXIST
3 m3, d4, y2 INVALID DATE

Table 1.4: Some ECP tests.

1.2.3 BOUNDARY VALUE ANALYSIS

Boundary Value Analysis (BVA) is a technique that complements ECP. BVA is interested in

testing the values at the boundaries of the valid classes. A BVA test is effectively a test to see

if the program properly handles its bounds as it should, where the “boundary” is an invisible

line that starts just after the last valid value of a class. In order to test the boundary properly,

we test a value on the left side of the border, and then we test a value on the right side of

the border. This border can separate two valid classes, or it can separate a valid class and an

invalid class. We always put valid nominal values in the remaining parameters when testing

the boundary values of a class.

A formula by Paul Jorgensen can be used to calculate the number of tests needed for basic

BVA or robust BVA. The number of tests for basic BVA is 4n+1, with n being the number

of independent parameters. For robust BVA, 6n+1 is used to compute the number of tests.
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Test Parameters Output Message Notes
1 month = 0,day = 10,year = 2020 Month error Minimum month - 1
2 month = 1,day = 10,year = 2020 Next date is *** Minimum month
3 month = 2,day = 10,year = 2020 Next date is *** Minimum month + 1
4 month = 11,day = 10,year = 2020 Next date is *** Maximum month -1
5 month = 12,day = 10,year = 2020 Next date is *** Maximum month
6 month = 13,day = 10,year = 2020 Month error Maximum month + 1

Table 1.5: Jorgensen’s Robust BVA tests for month.

Robust boundary value testing is an extension of BVA that looks at what happens when the

extrema are exceeded with max+1 and min-1. According to Jorgensen (2013), the “main value

of robustness testing is that it forces attention on exception handling”. For instance, robust

BVA tests can be used to test that “array index out of bounds” exceptions are well handled.

Table 1.5 shows 6 tests generated around the month parameter using Jorgensen’s robust BVA.

We test the boundary values of this linear variable parameter using minimum-1, minimum and

minimum+1, and then maximum-1, maximum and maximum+1.

Going back to our last example (the Gregorian calendar date generator), we can observe that

this problem had three input parameters, which would give 19 tests (6× 3+ 1) for robust

BVA analysis. For this particular problem, 19 tests is very insufficient, as we have many valid

classes of elements that intersect. There can be a lot of untested behavior at the boundaries

of two valid classes, and the Jorgensen formula does not adjust the number of tests for that.

The alternative is to calculate the number of tests by multiplying the number of Boundary

Conditions (BC) by three. Effectively, every boundary gets three tests. This method should be

better at handling boundary values for linear variables with multiple valid subsets. In Page

et al. (2008), the 3(BC) approach was compared to Jorgensen’s robust BVA and it yielded a

set of 54 tests.

In summary, Boundary Value Analysis is a good technique for finding bugs related to the

implementation of the boundaries inside the code. Array-out-of bounds errors, infinite loops
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and other problems can usually be detected by performing BVA. It does not work with every

equivalence class however. As we can see, some equivalence classes have unclear boundaries

(like the leap years class), and therefore it is not possible to use BVA for them.

BVA is also a technique that operates under the single fault assumption, and therefore sets

the other parameters to nominal values in order to isolate the problem. Because of this, BVA

is ineffective at finding the more complex bugs that can occur on specific combinations of

parameters. To visualize these combinations, we show a graph of combinations between the

valid classes in Figure 1.4. Every unique path in the graph is a possible combination of values

from different equivalence classes. We can see that not all such combinations are covered by

the test suite.

Figure 1.4: Interaction of parameter-classes.
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1.2.4 CONCOLIC TESTING

Concolic testing (Concrete and symbolic execution) is a white-box software verification

technique that uses constraints encountered during execution – also called the path constraint –

to enter unexplored code paths. To enter these code paths, it must determine how to change

certain values, in order to pass an if expression and go to the then clause. It does so by negating

constraints. To do this constraint negation, concolic testing keeps a trace of important variables

and their values during execution in order to perform a symbolic execution. The symbolic

execution yields a set of constraints, which are fed to a constraint solver, which produces

modified inputs. Using the modified inputs, we can then explore and discover new code paths.

However, when the constraint solver reaches a constraint that it cannot solve easily, a concrete

value from the execution is taken, which allows the algorithm to continue. Concolic testing

handles path exploration better than black-box fuzzing. A good example to understand this is

an if condition on a specific 32 bit integer value. Pure black-box fuzzing is very unlikely to

pass the constraint because it generates random values, and in this case the domain size is too

big to encounter the specific value by chance alone.

Concolic testing has also been implemented in a variety of tools. DART (Godefroid et al.,

2005) and CUTE (Sen et al., 2005) are tools made for the C language and jFuzz (Jayaraman

et al., 2009) is made for Java programs. On its side, a tool like SAGE (Godefroid et al., 2008b,

2012; Godefroid, 2007b) performs concolic testing directly at the x86 assembly code level.

The DART tool was used in experiments and found hundreds of ways to crash 65% of the about

600 externally visible functions provided in the oSIP library, an open-source implementation

of the SIP protocol. (Godefroid et al., 2005). Concoling testing was also used in the tool called

SAGE to detect security issues in large-scale x86 binaries deployed at Microsoft. According to

the main author, the SAGE tool has been run with more than 3.4 billion constraints and found
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hundreds of bugs which were missed by other tools. Also, the SAGE tool is used daily at

Microsoft and is reported to be effective at detecting errors such as buffer overflows in legacy

code.

10/29/2020 Syntax Highlighter

https://highlight.hohli.com/index.php 2/3

 Copy Preview

 Copy HTML code

Preview
1. void top(char input[4]) {
2.    int cnt = 0;
3.    if (input[0] == ’b’)
4.       cnt++;
5.    if (input[1] == ’a’)
6.       cnt++;
7.    if (input[2] == ’d’)
8.       cnt++;
9.    if (input[3] == ’!’)

10.       cnt++;
11.    if (cnt >= 3)
12.       abort(); // error
13. }

 Copy to clipboard

HTML Code
<pre class="cpp" style="font-family:monospace;"><ol><li style="font-weight: normal; 
vertical-align:top;"><div style="font: normal normal 1em/1.2em monospace; margin:0; 
padding:0; background:none; vertical-align:top;"><span style="color: 
#0000ff;">void</span> top<span style="color: #008000;">&#40;</span><span 
style="color: #0000ff;">char</span> input<span style="color: #008000;">&#91;</span>
<span style="color: #0000dd;">4</span><span style="color: #008000;">&#93;</span>
<span style="color: #008000;">&#41;</span> <span style="color: #008000;">&#123;
</span></div></li><li style="font-weight: normal; vertical-align:top;"><div style="font: 
normal normal 1em/1.2em monospace; margin:0; padding:0; background:none; vertical-
align:top;">   <span style="color: #0000ff;">int</span> cnt <span style="color: 
#000080;">=</span> <span style="color: #0000dd;">0</span><span style="color: 
#008080;">;</span></div></li><li style="font-weight: normal; vertical-align:top;"><div 
style="font: normal normal 1em/1.2em monospace; margin:0; padding:0; 
background:none; vertical-align:top;">   <span style="color: #0000ff;">if</span> <span 
style="color: #008000;">&#40;</span>input<span style="color: #008000;">&#91;
</span><span style="color: #0000dd;">0</span><span style="color: #008000;">&#93;

 Copy to clipboard

Highlight Code

Figure 1.5: Concolic testing example code. (Godefroid et al., 2008b). Reproduced under the
Creative Commons license.

We now show an example of concolic testing from Godefroid et al. (2008b). In Figure 1.5,

a function called top takes a character array as its input parameter. Then, the code performs

checks on the individual characters to see if it detects at least three bad letters at certain

positions in the string. If it does, a special branch is taken, and a function called abort is called.

Again, if we were to test such a function using blackbox fuzzed inputs, we would most likely

never be able to reach the abort function call. However, concolic testing gets to the abort

function call after only 8 runs. Let us see how it does it.

We start the procedure with the input set to “good” and we execute the function. During

the execution, we collect constraints to be used for the symbolic execution. We note that

the branches at lines {3,5,7,9} can be taken by changing a value of input. The following

path constraint is generated: φp = ⟨i0 ̸= b, i1 ̸= a, i2 ̸= d, i3 ̸=!⟩. Here, i0, i1, i2, i3 are symbolic

variables that represent input[0], input[1] and so on. This path constraint also represents an

equivalence class of inputs. Any input that gives the same path constraint will also take the
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Figure 1.6: DFS Search Space.

same execution path.

Since every constraint is a condition on a single value, and we have four such conditions, we

have a search space of 42 = 16 possible executions. We can explore this search space using

DFS. The first time we do this, we negate i3 ̸=! , which is the last constraint. The constraint

solver outputs the following solution: i0 = g, i1 = o, i2 = o, i3 = ! . We rerun the function

using “goo!” and this time we take the branch at line 9 and we increment the cnt variable,

then we exit the function. This exploration process using DFS can be seen in Figure 1.6. The

leftmost paths are explored first, and the rightmost paths are explored last. The numbers which

are beneath the bottom nodes represent the value of the cnt variable. We notice that the 8th

execution, which uses the input “gad!” has a cnt of 3, and triggers the abort function.

This technique has limitations of course. There is the usual path explosion problem. Executing

all program paths is hard because as more conditions are added, more possible paths will

appear. For instance, just adding one more if expression to the example above doubles the

search space; however, strategies have been developed to fight this limitation (Godefroid,
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2007a).

1.3 COMBINATORIAL TESTS

Among all possible test input generation techniques, we now focus on the one that will be

the subject of this thesis, namely combinatorial test input generation. Previously, we have

looked at testing in general. ECP and BVA are effective at finding certain types of defects.

Concolic testing and Black-box fuzzing are effective at detecting problems as well, but they

are both susceptible to the combinatorial explosion problem. Combinatorial testing studies the

interaction between the input parameters of a program, and how a badly handled interaction

can cause a defect in the execution. As we can see in the examples from Section 1.2.2, ECP is

very effective to cut down the number of values to test. However, the technique does not test

combinations of values. Therefore, a potentially bug-causing combination, like the 29th of

February in a non-leap year, may not be tested.

As it name implies, Combinatorial testing will detect bugs caused by combinations. However,

in combinatorial testing, it is important to select how many combinations we plan to test

together. Typically, this is done by defining a parameter t called the interaction strength. This

is t-way testing, or t-wise coverage (Grindal et al., 2005).

To illustrate this, let us start with an example. In Figure 1.7, we have an individual who is a

light technician. This person wants to test the levers and buttons of a light control panel to see

if it works correctly. The lever and buttons can be put in three different states: 1,2 and 3. This

panel can be seen as a SUT with three parameters, with each parameter capable of taking three

different values. With exhaustive testing, testing every combination requires 33 = 27 tests, as

seen in the top test suite of Figure 1.7. Here, each column represents a test case giving a value

to each of the three input controls.
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Figure 1.7: Combinatorial tests and t-way combos. Exhaustive tests are in the top part and
pairwise tests are in the bottom part.

The light technician learns that a concert starts soon and he does not have the time to test

all combinations of levers and buttons. Therefore, he decides to test only the interactions

between pairs of buttons and levers. He decides to do this because in his own experience as a

professional, a problem is typically caused by specific values of two parameters. As we can

see in top part of the figure, the original exhaustive testing suite tests certain combinations

of values for pairs of parameters multiple times. Therefore, an optimized suite for all-pairs

testing can be made much smaller. The second test suite is such a test suite. This test suite

can also be called an orthogonal array, because every combination appears only once in the

suite. For example, we can see in Figure 1.7 that the combination a = 1,b = 1 (in red), which

appears three times in the exhaustive test suite, appears only once in the test suite.

When t = 2, we specifically talk about doing pairwise testing. When t = n, with n being the

number of parameters, we are back to doing exhaustive testing. Pairwise testing has been

heavily studied because it is the form of combinatorial testing that requires the least resources,

and can yield effective results. Also, another interesting component of pairwise testing and
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t-way testing is that it is quite hard to obtain the smallest covering array for a certain interaction

strength. In fact, it is NP-Hard (Lei & Tai, 1998). Yet obtaining the smallest covering array, or

a “very good” covering array is desirable for many reasons. In particular, it allows the tester to

save time and resources, those of which can be sparse in some situations. Doing exhaustive

testing will test all combinations of parameters, and this kind of testing will bring a large

degree of confidence in the software. But doing this kind of testing is too computationally

expensive.

The covering array CA is a mathematical object used to represent a t-way problem, and a test

suite that covers it. A test suite is said to cover a problem when every t-way combination

(t-way combo) is tested at least once; however, this condition does not guarantee that the test

suite is minimal. The typical notation for covering arrays is CA(N; t,n,v), where: N is the

number of tests in the test suite, t is the interaction strength, n is the number of parameters in

the problem and v is the domain size (number of values for every parameter). For instance,

in the example of Figure 1.7, the covering array is written as CA(9;2;3;3). When every

parameter has the same domain size (the same number of different values), a covering array

is said to be uniform. When this is not the case, a covering array is said to be mixed. When

describing mixed covering arrays, a more precise notation is used to describe the different

domain sizes: MCA(N; t,n,v1, ...,vn). For instance, in Ahmed et al. (2012) the lexical analyzer

flex was tested and the following MCA was found: MCA(N; t,243116161). This notation

is space-saving because it regroups parameters with the same domain sizes. In the example

given, the SUT is modeled by four parameters with two values, one parameter with 3 values,

one parameter with 16 values and one parameter with 6 values.

The construction of covering arrays is centered on the concept of t-way combinations (often

called “combos”). A t-way combo can be seen as the smallest unit of coverage: it represents an

interaction between t valued parameters. To solve a given t-way problem, a test generator must

36



*00

*01

*10

*11

0*0

0*1

1*0

1*1

00*

01*

10*

11*

111 010 001 100

Covering array

t-way combos

is covered by

is covered by

Figure 1.8: Covering Array CA(4;2,3,2) and its associated t-way combos.

cover all the t-way combos generated by the problem. Coverage of combos is accomplished

by creating tests; a single test case is allowed to cover multiple t-way combos at the same time.

As an example, Figure 1.8 shows a t-way problem having three parameters (n = 3), pairwise

interaction strength (t = 2), and two values per parameter (v = 2). In this particular problem, a

t-way combo is a tuple of two valued parameters, since the interaction strength is 2. When a

parameter is not given a value inside a t-way combo, by convention a star character is used as

a placeholder. In this particular problem, t-way combos can be completely covered using four

tests, represented at the right of the picture.

The t-way test generation problem (more generally called “combinatorial test case generation”)

consists of generating a (smallest possible) CA for given values of n, t and v. We use a v

parameter when the domain sizes are uniform, otherwise every parameter can have a different

domain of values, and we generate MCAs (Mixed-covering arrays). A t-way test generator

takes a description of a SUT and produces a optimized test suite. This problem is separate

from the oracle problem, which consists of determining whether a test is a success or a failure
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Figure 1.9: A font dialog box. Each checkbox represents a parameter for a combinatorial test
case generation problem.

Figure 1.10: Building the system in ACTS.

when it is actually executed on the SUT.

Consider as an example a SUT that takes the form of a font dialog box of the Windows operat-

ing system (Figure 1.9). When the user selects different parameter values and checkboxes,

the text changes in the live preview; the goal is therefore to ensure that no error occurs when

selecting different combinations of parameters. Using a software tool such as ACTS (Yu et al.,

2013a), a user can define the names of each parameter and the set of possible values, as in

Figure 1.10. The tool then produces a covering array (Figure 1.11) for a given interaction

strength; each line of this array is a single test, which in this case defines the precise values of

each parameter (font name, style, size, and status of each checkbox).
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Figure 1.11: Covering Array with t = 4 (cropped).

1.3.1 EMPIRICAL STUDIES ON T-WAY TESTING

A few years ago, several researchers started to ponder the following question: Exactly how

effective is t-way testing? If testing with t-way strength is equivalent to exhaustive testing for

most software, then t-way testing is a very powerful technique. To find out, they took large

scale systems with known bugs, and tested these systems with combinatorial tests.

Wallace & Kuhn (2001) studied fifteen years of medical advice recall data provided by the FDA

1 to identify the different problem types that occur within this domain. The applications that

were studied for faults were embedded systems, with 104 to 105 lines of code (medium-sized

applications by today’s standards). These embedded code bases were used inside devices

such as: ’insulin pumps, cardiac monitors, ultrasound imaging systems, chemistry analyzers,

pacemakers, electrosurgical devices, and anesthesia gas machines’. Dealing with limited

data, they were able to classify most errors into classes, with the two most seen classes of

problems being Calculation and Logic. For every class of problem, the study states the generic

problem, a prevention mechanism (e.g. design review, code review, assertions) and a detection

mechanism (e.g. unit test, code review). Of the 109 clearly documented problems inside these

applications (not all problems could be associated with a software problem), pairwise testing

was able to find 97% of them; this figure rises to 99% for t = 3 testing and 100% for t = 4

testing.

1US Food and Drug Administration
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Another study looked at bug reports for the Mozilla Web Browser and the Apache Web Server

(Kuhn & Reilly, 2002). The bug reports were of a good quality, with explicit instructions on

how to replicate each of them. After reviewing 194 bug reports, the authors classified them

using the number of conditions required to trigger a fault. A similar effort was made to classify

171 bug reports of the Apache Server. The findings of the experiment are that t = 2 interaction

strength testing finds 76% of browser bugs, and 70.3% of server bugs. Next, t = 3 testing finds

95% and 89% of faults, respectively. Then, from t = 4 to t = 6, the percentages improve, to

reach 100% at t = 6. These findings show diminishing returns for testing with t > 3. Also, the

authors note that a higher interaction strength is required to detect close to 100% of faults in

both the browser and server code (t ≤ 4). This is compared to the medical device software in

which t ≤ 2 interaction strength is sufficient to detect 98% of faults. The authors mention the

possibility that browser and server software is more complex, which explains the need for a

stronger interaction strength.

A study by Kuhn et al. (2004b) goes into deeper detail than this summary by also including

experimental data about NASA software. The NASA results show that t = 2 to t = 3 finds

the majority of problems. The authors conclude that t = 4 to t = 6 testing seems to provide

“pseudoexhaustive” testing, as long as equivalence classes are used to limit the range of most

variables (Kuhn & Okum, 2006).

1.4 APPLICATIONS OF COMBINATORIAL TESTING

In this section, we look at several situations, in diverse fields, in which combinatorial testing

was used successfully.
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1.4.1 SOFTWARE TESTING

The first obvious field of application is generic software testing. In this respect, a recent study

also shows how the use of combinatorial testing can dramatically reduce the number of test

cases, while having no negative impact on code coverage compared to exhaustive testing (Choi

et al., 2016). In that particular case, three open source C programs were tested: flex, grep

and make. Each program has about 15k lines of code. The t-way test suites (1≤ t ≤ 4) were

generated by the tools ACTS (NIST) (Yu et al., 2013a) and PICT (Microsoft) (Microsoft,

2019). Then, the gcov (GNU, 2018) program was used during the tests to report how much

line coverage was achieved, and how much branch coverage was achieved (in percentages).

The findings show that for these programs, 2-way test suites achieve similar code and branch

coverage compared to 4-way test suites.

1.4.2 DETECTION OF HARDWARE TROJANS

Kitsos et al. (2015) show why hardware Trojans are dangerous and why combinatorial

testing is useful to detect them. The authors implement a hardware Trojan inside an FPGA

implementation of AES, a widely used symmetric encryption algorithm. This kind of testing

for hardware is motivated by the fact that hardware parts can come from vendors who cannot

be trusted completely. Their test Trojan works by adding a tiny bit of code that detects a rare

combination of bits in the 128 bit key used by AES. Once detected, the Trojan activates a

malicious payload and switches to the inverse of its current mode (decoding or encoding). The

idea of the experiment is to see how much coverage is needed to activate the Trojan and find

that the hardware is compromised.

A combinatorial testing problem is made by stating that the 128 bit key constitutes 128 binary
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parameters. With such a large key, exhaustive testing is of course, impossible. The authors

use small covering arrays, generated and optimized using a selection of techniques. In their

results, strict pairwise testing is deemed to be insufficient when tested against Trojans that

have more activation bits. On the other hand, a larger test suite using t = 8 succeeds in finding

the hardest Trojan a total of 178 times. This work shows the high potential in the reduction

of the search space that is brought by combinatorial testing: there were about 366 trillion

possible combinations for the Trojan activation; yet the whole space was covered with less

than 18,000 input vectors and these vectors activated the Trojan multiple times.

1.4.3 FIRE ACCIDENT RECONSTRUCTION

Fire accident reconstruction can use software simulations to investigate the cause of fires

(Yang et al., 2011a). Once data about the fire accident is entered into the simulator, many

different factors have to be tested in order to produce data similar to a simulation target, which

is data provided by a fire department. This data can be related to temperature, soot density,

smoke concentration and heat release rate, among others. The factors that are to be tested are

qualitative or quantitative: the state of a door (open or closed) or the fire source heat release

rate. There are many such factors, but many of them become known by using data from photos

of the accident scene, witness interviews and accident reconnaissance data.

To create a test suite for these factors, Yang et al. use an orthogonal array to generate tests

for fifteen factors in their simulator. Finally, this method is used in the simulation of a known

fire accident started by an electric vehicle. The method used is then able to reproduce key

simulation targets by producing a useful fire simulation. It was found that the fire spread mark

of the corresponding simulation are coincident with the real accident, which can provide a

scientific foundation for accident investigation.
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1.4.4 TESTING OF DEEP LEARNING SYSTEMS

Deep Learning (DL), a technique in Machine Learning, has many fields of application. Testing

deep learning systems is extremely important, considering that these systems are used to take

decisions in life or death scenarios, such as autonomous driving (Eykholt et al., 2017). In

Ma et al. (2018), the authors perform an exploratory study of combinatorial testing for DL

systems. However, such systems present testing challenges because of the enormous state

produced by the neurons. Considering that a neuron can have an infinity of different output

values, the problem needs to be simplified before being suitable for testing. In the paper, this

adaptation is drastic, and consists of limiting the output possibilities of a neuron to only two:

activation, or deactivation. Following this, pairwise testing is used to produce a test suite that

achieves a good coverage of neuron interactions.

The test suite resulting from this coverage is then used for the problem of adversarial example

detection and local robustness. An adversarial example is a pair of similar inputs a and b, given

to a deep neural network, and resulting in two different classifications. Finding such examples

can be used to prove that a given DL system is not robust. The authors implemented their

technique, called DeepCT (Gulli & Pal, 2017), using the Keras library, which uses pairwise

testing. Experimental testing led to promising results: the combinatorial testing coverage

criteria have been deemed useful for adversarial example detection and local-robustness

analysis. DeepCT enables the guided test generation to detect local-robustness issues, even

when only the first layers of a network are analyzed.
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1.4.5 STUDYING HOW MULTIPLE INPUTS AFFECT A BIOLOGICAL SYSTEM

Combinatorial testing can help design future genomics experiments: the new challenge is

to understand “how whole genomes or metabolomes respond to collections of potentially

interacting inputs” (Shasha et al., 2001). Consider an example experiment with six inputs:

light, starvation, carbon, inorganic N and organic N. Each input has three states: 0, Low [L],

and High[H]. Exhaustive testing puts the number of experiments at 36 = 729. In biology, this

amount of experiments is quite expensive. The authors of Shasha et al. (2001) then proceed

to explain a general method to discover the importance of input values. For instance, one

could start by assuming that the parameter “light” is the only parameter of importance. Then,

one could fix the value of light and make the other parameters vary. If the output changes

by changing these parameters, it indicates that the next hypothesis is that two parameters are

important. For the given example, a covering array for 2-way testing would yield 135 tests,

which is less expensive.

1.4.6 AUTOMATED TESTING OF WEB APPLICATIONS

When a web page is dynamic, and reloaded using forms or other watched inputs, it can reach

many states. The typical testing scenario is true here as well: testing all possible combinations

of inputs is infeasible. In the case of web pages, there is also a great need for constraints on

form elements. For instance, in a typical login form, the Password field should be equal to the

Confirm password field. In this particular case, there is no need to generate tests that have

different passwords; these tests are sure to be rejected. However, in general, constraints should

not completely disallow these illegal values, because testing with illegal values is important

for complete coverage; these illegal values might just constitute a case that the programmer

did not think about.
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In Qi et al. (2017), the authors describe a tool called ComJaxTest made to explore the possible

execution paths of a dynamic web application. Also, in order to better handle the exploration of

states reachable from an HTML form element, the tool generates form tests using an algorithm

called PTC, which is short for “Pairwise testing with constraints”.

ComJaxTest is then experimentally compared to other similar tools: Crawljax (Mesbah et al.,

2008) and the authors’s implementation of VeriWeb (Benedikt et al., 2002). We should note

that the other tools do not use any type of combinatorial testing. The experiment also includes

ComJaxTest using pure Pairwise testing (no constraints). ComJaxTest using PTC achieves

the best results by having fewer tests, and is said to achieve a high coverage of dynamic web

pages.
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CHAPTER 2

LITERATURE REVIEW

In the first part of this chapter, we review existing techniques for the generation of combinato-

rial tests. In the second part, we review distributed technologies. These two parts are essential

for the work we are trying to accomplish, which is ultimately to use distributed methods to

solve combinatorial testing problems.

2.1 GENERATING COMBINATORIAL TEST CASES

In the field of combinatorial testing, there is a rich variety of techniques that can be used to

generate covering arrays. Choosing any of them for a given problem involves a trade-off.

We shall see that some techniques (e.g. algebraic and recursive) can handle large problems,

but cannot be used in all cases. Other techniques are more general, but cannot scale as well.

Sometimes, multiple techniques can be combined to create “hybrid” versions of existing

algorithms.

In order to situate our contribution to this field, Figure 2.1 organizes the state of the art into

a tree of categories. The categories of this tree are based on a recent review of techniques

to generate uniform covering arrays, which are covering arrays for problems with uniform



Figure 2.1: A taxonomy of methods for solving the t-way testing problem. The contributions of
this thesis are in gray.

domain sizes (Torres-Jimenez et al., 2019). The tree also includes the tools that will be

discussed in this thesis (ACTS, Jenny and TSPARK).

To this basic categorization, our thesis will add two new elements. The first is a category called

“Reduction techniques”: it includes techniques that convert a t-way problem into another

NP-hard problem. Under this category, we have added the graph-based reduction techniques

based on graph coloring and hypergraph covering. Finally, the category “Hybrid algorithms”

is also added. We define this category as algorithms combining techniques from two or more

other categories. Our contributions to these various categories are shown later in this thesis;

the colored nodes of the tree represent a category that receives a contribution from this thesis.

This section will attempt to deliver a broad overview of the field; further attention will be

given to search-based methods, since our contributions fall into this category.
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2.1.1 COMBINATORIAL METHODS

Combinatorial methods are methods that construct covering arrays, optimal or not, without

explicitly enumerating t-way combos. This property is very powerful, because it makes

these techniques immune to a combinatorial explosion. Furthermore, many construction

methods can directly obtain a covering array that is optimal. However, the drawback of using

construction methods is that they cannot be used with all combinations of t,n and v, with

n being the number of parameters, and v the domain size for all parameters. This category

can be further partitioned into algebraic techniques and recursive techniques. Techniques

called recursive are techniques that can construct a covering array using other covering arrays.

For instance, the covering array CA(9;2,12,2) can be obtained by the product of covering

arrays CA(5;2,4,2) and CA(4;2,3,2). Such techniques originate from Roux (1987), which

spawned several generalizations afterwards. Because of this, recursive constructions are called

Roux-type constructions. Finally, there are algebraic methods. These methods are able to

construct a covering array by calculating the value of a mathematical function for every cell of

the covering array. For many examples of recursive constructions and algebraic methods, we

recommend Torres-Jimenez (Torres-Jimenez et al., 2019).

We now show what is known as the duplication method. This method is used in an algorithm

called IPOG-D-Test (Lei et al., 2008) to assist the construction of covering arrays. The

duplication recursive method can build a t = 3 covering array by using two smaller covering

arrays. This method was first developed by Roux (1987) and then generalized to be useable

with any domain size by Chateauneuf et al. (1999); Chateauneuf & Kreher (2002). To build a

covering array using this method, two ingredients are needed. The first ingredient is a 3-way

test suite for k parameters, and the second ingredient is a 2-way test suite for k parameters.

By applying the method, we obtain a 3-way covering array for 2k parameters. When this
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construction procedure is used with parameters of various domain sizes, we can still build the

result by giving all parameters the largest domain size.

An example of a covering array built by this construction method is given in Figure 2.2. This

example is taken from Torres-Jimenez et al. (2019). It builds the covering array CA(45;3,8,3)

from the 3-way CA(27;4,3,3) and the 2-way CA(9;2,4,3). To create the first part of the

matrix, we start by doubling every row of the 3-way CA. For instance, to create the second

row, we perform 1110→ 11101110. The next parts of the matrix are created by taking the

2-way CA and creating v−1 cyclic permutations from it. Since v = 3, there will be two cyclic

permutations. In the first cyclic permutation, the alphabet is transformed in the following way:

0→ 1,1→ 2,2→ 0. Every symbol becomes the next one in the alphabet, and the last symbol

becomes the first one. The second permutation is similar, but every symbol of the alphabet

now jumps two positions: 0→ 2,1→ 0,2→ 1.

2.1.2 GREEDY ALGORITHMS

Greedy algorithms are an important category of search-based methods. These algorithms

are generic, fast, and produce solutions of good quality. They are also good at handling

constraints. A greedy algorithm is an algorithm that operates in an iterative manner, and makes

the immediate best decision at every iteration. That is, there is no concept of a long term

strategy with greedy algorithms. A greedy random approach also means that when a list of

equally good choices exists, a random choice from the list is picked.

There are two major families of greedy algorithms for combinatorial test generation: algorithms

that cover a problem by adding one test case at a time, and algorithms that cover a problem by

covering one parameter at a time. In the first family, we find AETG (Automatic Efficient Test

Generator) (Cohen et al., 1997; Cohen et al., 2008). To choose a new test to add to a covering
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CA(27;3,4,3) CA(9;2,4,3) CA(45;3,8,3)

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0
1 1 1 0
2 2 2 0
0 1 2 0
1 2 0 0
2 0 1 0
0 2 1 0
1 0 2 0
2 1 0 0
0 1 1 1
1 2 2 1
2 0 0 1
0 2 0 1
1 0 1 1
2 1 2 1
0 0 2 1
1 1 0 1
2 2 1 1
0 2 2 2
1 0 0 2
2 1 1 2
0 0 1 2
1 1 2 2
2 2 0 2
0 1 0 2
1 2 1 2
2 0 2 2

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0
1 1 1 0
2 2 2 0
0 1 2 1
1 2 0 1
2 0 1 1
0 2 1 2
1 0 2 2
2 1 0 2

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 0 0 0
1 1 1 0 1 1 1 0
2 2 2 0 2 2 2 0
0 1 2 0 0 1 2 0
1 2 0 0 1 2 0 0
2 0 1 0 2 0 1 0
0 2 1 0 0 2 1 0
1 0 2 0 1 0 2 0
2 1 0 0 2 1 0 0
0 1 1 1 0 1 1 1
1 2 2 1 1 2 2 1
2 0 0 1 2 0 0 1
0 2 0 1 0 2 0 1
1 0 1 1 1 0 1 1
2 1 2 1 2 1 2 1
0 0 2 1 0 0 2 1
1 1 0 1 1 1 0 1
2 2 1 1 2 2 1 1
0 2 2 2 0 2 2 2
1 0 0 2 1 0 0 2
2 1 1 2 2 1 1 2
0 0 1 2 0 0 1 2
1 1 2 2 1 1 2 2
2 2 0 2 2 2 0 2
0 1 0 2 0 1 0 2
1 2 1 2 1 2 1 2
2 0 2 2 2 0 2 2

0 0 0 0 1 1 1 1
1 1 1 0 2 2 2 1
2 2 2 0 0 0 0 1
0 1 2 1 1 2 0 2
1 2 0 1 2 0 1 2
2 0 1 1 0 1 2 2
0 2 1 2 1 0 2 0
1 0 2 2 2 1 0 0
2 1 0 2 0 2 1 0

0 0 0 0 2 2 2 2
1 1 1 0 0 0 0 2
2 2 2 0 1 1 1 2
0 1 2 1 2 0 1 0
1 2 0 1 0 1 2 0
2 0 1 1 1 2 0 0
0 2 1 2 2 1 0 1
1 0 2 2 0 2 1 1
2 1 0 2 1 0 2 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
Figure 2.2: An example of the duplication method used to build CA(45;3,8,3).
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Algorithm 1: AETG.
input : combos: a set of t = 2 combos, numberCandidates: the number of test candidates
output : tests: a test suite

1 candidates← []
2 while true do
3 if candidates.size = numberCandidates then
4 candidates← []
5 newTest← selectBestCandidate();
6 combos -= combosCovered(newTest)
7 tests += newTest
8 end
9 if combos.size = 0 then

10 break
11 end
12 testcase← EmptyTest()
13 mostFrequent←MostFrequentParameterValue()
14 testcase(mostFrequent.param)← mostFrequent.value
15 rdmorder← RemainingParamsOrder()
16 for each i in the rdmorder sequence do
17 testcase(i)← bestValue(testcase, i)
18 end
19 candidates += testcase
20 end
21 return tests

22 function bestValue()
input : testcase: an incomplete test, i: the parameter for which we find the best value
output : the best value for this parameter

23 bestCount← 0
24 bestValue← ""
25 listBest← []
26 for every possible value v of parameter i do
27 testcase(i)← v
28 numberCovered← Coverage(testcase)
29 if numberCovered > bestCount then
30 bestValue← v
31 bestCount← numberCovered
32 listBest← []
33 listBest += bestValue
34 end
35 if numberCovered = bestCount then
36 listBest += v
37 end
38 end
39 return random(listBest)
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array, this algorithm generates M possible test candidates, and then picks the candidate that

covers the most uncovered combos. Algorithm 1 gives an overview of its operation:

1. In lines 12–14, a new test is created, and initially the test contains only one value. The

value it contains is the most frequent value found in the set of combos.

2. Then in lines 15–19, a sequence is generated with the indexes of the remaining parame-

ters. This sequence is then shuffled in order to produce a random order. The algorithm

iterates over this sequence, and chooses the best value for all parameters using the

function bestValue().

3. The function bestValue(), at lines 23–38, is greedy random. If several values are

equally good at covering combos, it puts them inside a list, and the function returns a

random value from the list.

An important note about this algorithm is that it only works for t = 2 combos. However, a

simple way to make this algorithm work with any value of t is to change lines 12–14 to fill the

new test candidate with t−1 values instead of one.

The second family of algorithms is called In-Parameter-Order; it contains algorithms such as

IPO (Yu Lei & Tai, 1998) (for t = 2) and IPOG (Lei et al., 2007) (for any value of t). This

strategy is found in tools such as Jenny (Jenkins, 2005) and ACTS. It works by covering a

t-way problem one parameter at a time. This method is favored because it controls the growth

of the algorithm; it is easier to fit the essential data structures into RAM. Another advantage

of covering a system one parameter at a time is that the coverage can be “paused” and then

resumed. For instance, when covering a problem of 400 parameters with a shared cluster, one

could end the calculation after covering 300 parameters, write the current test suite to disk,

and then resume it afterwards at the 301th parameter. The paper on IPO also shows that the
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algorithm has a better time complexity than AETG (Yu Lei & Tai, 1998).

IPOG is the generalized version of IPO that supports t-way testing (Lei et al., 2007); Algorithm

2 details its operation. IPOG first starts by generating a test suite for the first t parameters (out

of n). To generate this test suite, we perform an exhaustive enumeration of the permutations

of the first t parameters. Then, it generates the combos needed to cover the next parameter.

The combos are generated by a combination generator algorithm. In the second iteration, this

would be the (t +1)-th parameter. Then, the test suite is horizontally extended. Every test is

extended using the value v that covers the most combos. This phase of the algorithm is called

horizontal growth. After horizontal growth, there are usually combos remaining to be covered.

To cover these, the algorithm enters a phase called vertical growth. IPOG’s vertical growth

covers the remaining combos one at a time. First, it tries to fit a combo inside an existing test.

If it cannot, it creates a new test and places the combo inside. The new test is initially empty,

and it is then filled with the values of the combo.

To perform these operations in an efficient manner, there needs to be a fast way to check

whether or not a combo is already covered by a test. IPOG uses a fast data structure for this

purpose; by creating a Bitmap data structure for every parameter vector combination. This

Bitmap structure (Figure 2.3) uses only one bit to represent whether or not a value combination

is covered. These bitmap structures are accessed through a table of pointers. IPOG provides

a formula to calculate the index in the pointer table from a parameter vector arrangement.

The table has an approximate size in bytes equal to: (parameterVectors∗ sizeO f Pointer)+

(parameterVectors∗ vt/8).

An interesting variant of the IPOG algorithm, IPOG-D (Lei et al., 2008), uses a recursive

construction procedure to assist in the creation of the covering array. By taking care of the

t = 3 combinations using the construction method, IPOG-D achieves much greater covering
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Algorithm 2: IPOG.
input : t: the interaction strength
n: the number of parameters, v: the domain size
output : ts: the test suite

1 Generate the exhaustive test suite for the first t parameters. It will be used as the initial
test suite

2 ts← GenerateCombos(t, t)
3 for i = t+1; i≤ n; i++ do
4 Let π be the t-way combos involving parameter Pi and t−1 other parameters among the

parameters already covered

5 Horizontal Growth Algorithm:
6 for every test in ts do
7 Choose the value vi of Pi that covers the most t-way combos.
8 Remove the t-way combos covered by this value
9 end

10 Vertical Growth algorithm:
11 for every t← combos do
12 if There is room inside an existing test then
13 Modify existing test to include t.
14 end
15 else
16 Add a new test that only contains t.
17 ts+= newTest
18 end
19 end
20 end
21 return ts
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minus 1. The addition of 1 to a value combination can be 
accomplished by incrementing the least significant digit g 
whose value is less than its base minus 1 and setting all the 
digits that are less significant than g to 0. For example, 
assume that there are three parameters P1, P2, and P3, each 
having three values. Let 112 be a value combination of the 
three parameters. The second digit is the least significant 
digit whose value is less than its base minus 1. We can add 
1 to this combination by incrementing the second digit and 
by setting the last digit to 0, which results in a new value 
combination 120. 

4.2 Storing T-Way Combinations 
In this section, we describe the data structure used by 
FireEye for storing t-way combinations. On the one hand, 
we want the storage to be as compact as possible. On the 
other hand, we want to be able to quickly determine 
whether or not a given combination has been covered, 
which is the most frequently performed operation in 
algorithm IPOG-Test.  

As shown in Fig. 4, the data structure is a hierarchy of two 
levels. At the first level is an array of pointers, each of 
which represents one possible parameter combination and 
points to a bitmap at the second level. The pointers are 
indexed in such a way that for a given parameter 
combination, we can directly compute its index and thus 
locate the corresponding pointer quickly without having to 
search through the array. We use an example to illustrate 
the indexing scheme. Assume that there are 4 parameters, 
P0, P1, P2, and P3. There are 4 combinations of 3 
parameters out of the 4 parameters, and we index them in 
the following order: (P0, P1, P2), (P0, P1, P3), (P0, P2, 
P3), and (P1, P2, P3). The index of a given parameter 
combination (Pi, Pj, Pk) can be computed using the 
following formula 3 2 ( 1) ( 1)i j i k j× + × − − + − − . 
For instance, the index of (P0, P2, P3) is 
3 0 2 (2 0 1) (3 2 1) 2× + × − − + − − = . This formula 
can be easily generalized to any number of parameters.  

At the second level, each bitmap has one bit for each value 
combination. The bit value 0 indicates that the 
corresponding value combination has not been covered yet, 
and the value 1 indicates the corresponding value 
combination has already been covered. Again, we consider 
each value combination to represent a numeric value. The 
numeric value of a value combination is used to index the 
bit that corresponds to the combination.  
In order to determine whether or not a given value 
combination is covered, we first find the pointer that points 
to the bitmap to which the value combination belongs. 
Then, we check the value of the bit corresponding to the 
combination in the bitmap. Both steps take constant time.  

5. Experimental Results 
Our experiments have two goals.  First, we want to study 
the growth in the size of the test sets generated by 
algorithm IPOG-Test, as well as the time taken to produce 
those test sets, in terms of the strength of coverage, the 
number of parameters, and the domain size, respectively.  
Second, we want to compare the performance of FireEye to 
existing tools, both in terms of the size of the resulting test 
sets and the time taken to produce these test sets.   

To accomplish the first goal, we applied FireEye to three 
series of system configurations. In the first series, the 
number of parameters is fixed to 10, the domain size of 
each parameter is fixed to 5, and the strength of coverage is 
varied from 2 to 6. In the second series, the strength of 
coverage is fixed to be 4, the domain size of each 
parameter is fixed to be 5, and the number of parameters is 
varied from 5 to 15. In the third series, the strength of 
coverage is fixed to be 4, the number of parameters is fixed 
to be 10, and the domain size is varied from 2 to 10.  

Tables 1, 2 and 3 show the experimental results for the 
three series of system configurations, respectively. The 
columns in the three tables are self-explanatory. Note that 
the execution times are shown in seconds, and all the 
results were collected using a laptop running Windows XP 
with 1.6GHZ CPU and 1GB memory.   

In [5], it was shown that the growth in the size of a test set 
is in ( log )td nΟ , where t is the strength of coverage, d is 
the domain size, and n is the number of parameters.  We 
performed curve fitting analysis on the sizes of the test sets 
in the three tables. The analysis showed that our 
experimental results were consistent with the theoretical 
results.  In particular, we note that the number of tests in a 
t-way test grows very quickly as the strength of coverage t 
increases. 

To accomplish the second goal, we identified the following 
existing tools that support t-way testing and are either open 
source or free for academic use: (1) Intelligent Test Case 

0 1 1 
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1 
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1 0 
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1 BitMap 

BitMap 

Figure 4. A two-level hierarchy for storing 
combinations Figure 2.3: IPOG’s data structure. Figure from Lei et al. (2007) ©2007 IEEE.

speeds than the regular IPOG algorithm. This procedure was seen in Figure 2.2. Experimental

results comparing IPOG-D to the regular IPOG algorithm show that the generated covering

arrays are bigger, but they are generated at much faster speeds. For instance, when testing the

impact of the interaction strength t on a system with 15 parameters with a fixed domain size

of 4, the authors found that the covering arrays of IPOG-D got progressively worse compared

to IPOG as t increased. At t = 3, the CAs of IPOG-D were 14% bigger, and at t = 6, the CAs

were 61% bigger. However, the covering speed is greatly increased, as shown by the t = 6

covering speed of IPOG-D being more than six times faster than IPOG.

Other variants of IPO also exist; among them IPO-s (Calvagna & Gargantini, 2009), an

algorithm of a similar name to IPO, but created by different authors. IPO-s is faster and

requires less memory than the IPO algorithm by exploiting a symmetry property in parameter

pairs. The algorithm IPOG-C also exists; it is a variant for constraint programming developed

by the authors of IPOG (Yu et al., 2013b). It incorporates the notion of a valid test in the

language of the IPOG algorithm. To check whether or not a test is valid, the IPOG-C algorithm

uses a constraint satisfaction problem (CSP) solver called Choco (Prud’homme et al., 2017).
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2.1.3 SAT-BASED TECHNIQUES

Boolean satisfiability (SAT) solvers have been used for combinatorial testing (Banbara et al.,

2010; Yan & Zhang, 2006; Hnich et al., 2004). The usual technique is to encode a covering

array in SAT form, and then a SAT solver – using backtracking – is used to find the proper

assignment of truth values to the boolean formula. Backtracking is a general algorithm that

explores a solution space by adding small changes to an incomplete solution. The algorithm

backtracks to take another path as soon as it identifies that further updates to the solution in the

chosen path will not yield a valid solution (Knuth & Knuth, 1973). Backtracking is generally

used in exact algorithms.

For instance, Lopez-Escogido et al. (2008) introduces a SAT encoding for 2-way covering

arrays. We use three equations to generate a model for CA(N;2,n,v); a 2-way covering array

with N tests, n parameters and v symbols. Equation 2.1 is used to define clauses that encode

the fact that every element in the matrix takes at least a value from 0,1, . . . ,v−1. Equation

2.2 is then used to specify that every element of the CA takes only one value. Equation 2.3 is

used to enforce the 2-way combinations between the parameters. Finally, Equation 2.4 shows

the final SAT formula formed by the three sets of clauses, and Equations 2.5-2.7 show the

generated clauses for CA(4;2;2;2).

κ1 =
N−1⋀︂
i=0

⎛⎝ ⋁︂
∀ j,x|0≤ j<k,0≤x<v

mi, j,x

⎞⎠ (2.1)

κ2 =
N−1⋀︂
i=0

⎛⎝ ⋁︂
∀ j,x,y|0≤ j<k,0≤x<y<v

(mi, j,x∨mi, j,y)

⎞⎠ (2.2)

κ3 =
⋀︂

∀x,y|0≤x≤y<v

⎛⎝ ⋀︂
∀ j,l|0≤ j<l<k

⎛⎝ ⋁︂
∀i|0≤i<N

(︁
mi, j,x∧mi,l,y

)︁⎞⎠⎞⎠ (2.3)
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F = κ1∧κ2∧κ3 (2.4)

κ1 =(m0,0,0∨m0,0,1)∧ (m0,1,0∨m0,1,1)∧

(m1,0,0∨m1,0,1)∧ (m1,1,0∨m1,1,1)∧

(m2,0,0∨m2,0,1)∧ (m2,1,0∨m2,1,1)∧

(m3,0,0∨m3,0,1)∧ (m3,1,0∨m3,1,1)

(2.5)

κ2 =(m0,0,0∨m0,0,1)∧ (m0,1,0∨m0,1,1)∧

(m1,0,0∨m1,0,1)∧ (m1,1,0∨m1,1,1)∧

(m2,0,0∨m2,0,1)∧ (m2,1,0∨m2,1,1)∧

(m3,0,0∨m3,0,1)∧ (m3,1,0∨m3,1,1)

(2.6)

κ3 =((m0,0,0∧m0,1,0)∨ (m1,0,0∧m1,1,0)∨

(m2,0,0∧m2,1,0)∨ (m3,0,0∧m3,1,0))∧

((m0,0,0∧m0,1,1)∨ (m1,0,0∧m1,1,1)∨

(m2,0,0∧m2,1,1)∨ (m3,0,0∧m3,1,1))∧

((m0,0,1∧m0,1,0)∨ (m1,0,1∧m1,1,0)∨

(m2,0,1∧m2,1,0)∨ (m3,0,1∧m3,1,0))∧

((m0,0,1∧m0,1,1)∨ (m1,0,1∧m1,1,1)∨

(m2,0,1∧m2,1,1)∨ (m3,0,1∧m3,1,1))

(2.7)

2.1.4 METAHEURISTICS

The word heuristic is adapted from the Greek word heuriskein, which means “to find”, and the

Greek suffix “‘meta”’ indicates “beyond, in an upper level”. Thus, a metaheuristic can be said

to be a high-level algorithm that combines heuristics in a general framework (Bianchi et al.,
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2009). Metaheuristics do not always produce the optimal solution; their aim is rather to produce

a “good” solution according to some criterion. Typically, metaheuristics navigate the solution

space of a problem by making both greedy decisions and random decisions, and the method

they use to make these decisions is often inspired from nature. Many metaheuristics have been

adapted to the t-way covering problem. Some implementations of these metaheuristics also

run in parallel (Avila-George et al., 2012). More specifically, metaheuristic methods such

as Simulated Annealing (SA) (Torres-Jiménez & Rodriguez-Tello, 2012) and Tabu Search

(Nurmela, 2004) have been used to obtain better known bounds on uniform CAs. Considering

the breadth of existing metaheuristics, we only describe a few in more detail.

Nurmela et al. (Nurmela, 2004) propose a strategy called tabu search, described in Algorithm

3. It works by first filling a matrix with random values. Then, this random matrix is used to

cover t-way combos. The number of uncovered t-way combos is calculated and called the

cost of the matrix. To find a valid covering array, the cost must be reduced to zero. To do this,

a random uncovered combo is selected. Then, the rows of the matrix are inspected to see if

changing the value of a parameter can cover the combo. Modifying the matrix to cover a new

combo is called a move. A list of such moves is compiled, and the algorithm keeps the moves

that most decrease the cost; if several moves are equally good, one is picked at random. The

algorithm also keeps a list of so-called “tabu” moves, which correspond to moves that have

already been made in the past. Keeping a list of forbidden moves is important to prevent the

algorithm from changing the same parameter of the same row twice. Thus, it prevents looping

and also diversifies the search space. When a valid covering array is found, the algorithm

deletes one of its rows and restarts. An external parameter can be used to determine when to

stop optimizing.

In Torres-Jiménez & Rodriguez-Tello (2012), an algorithm for simulated annealing is presented.

This algorithm, called ISA, is specialized in creating covering arrays for problems with an
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alphabet of size two. This simulated annealing technique is inspired by the annealing process

in metallurgy – a process designed to increase ductibility and reduce hardness in a metal

by controlling the cooling schedule. A simulated annealing algorithm, like tabu search,

also searches for a better solution by iteratively changing its current solution with greedy

or non-greedy moves. In SA, the cooling schedule is the director for this decision-making

process. The cooling schedule involves an initial temperature parameter, a final temperature, a

maximum number of neighbor solutions and a function that decreases the temperature after

every iteration. When the temperature parameter is high, the probability of accepting a worse

solution than the current one is high. When the temperature parameter is low, the probability

of not doing a greedy move becomes very low.

The ISA algorithm has a few differences compared to other SA methods. The first difference

lies in the initialization method of the initial solution. Instead of having a random number of

zeroes and ones in a given column like in other simulated annealing methods, this method

generates a random sequence that contains an even (or almost even, when the number of lines

in the matrix is odd) number of ones and zeroes.

The second difference is how the neighborhood of close solutions is built. The neighborhood

moves are built from two functions (N1 and N2): switch and swap. The switch function

changes the value of a parameter – from 0 to 1 or vice versa – and the swap function switches

the value of two parameters in the same column. In a given iteration, a probability p is used

to determine whether to build the neighborhood from function N1 or N2. The algorithm then

proceeds into the cooling iterations. At every iteration, the temperature drops and with it,

the probability of accepting a neighbor solution that decreases the solution quality. This

anti-greedy mechanism is built into many metaheuristics to help escape local minima. The

algorithm stops when a valid CA is found; it can also stop with the temperature condition or

when the solution fails to improve after a certain number of iterations.
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Algorithm 3: Tabu search for t-way testing.
input : currentBound: the current bound to beat, limit: max number of tries
nTabus: the number of remembered tabu moves,
t: the interaction strength, n: the number of parameters, v: the domain size
output : matrix: a covering array

1 matrix← InitRandomMatrix(n,v)
2 problem← EnumerateCombos(t,n,v)
3 coverings← 0
4 bestMatrix← matrix
5 while true do
6 matrix← tabu(matrix, nTabus, problem)
7 coverings += 1
8 if coverings = limit then
9 break

10 end
11 if matrix improves currentBound then
12 bestMatrix← matrix
13 currentBound← matrix.size
14 matrix← RemoveRandomRow(matrix)
15 end
16 end
17 return matrix

18 function tabu()

input :matrix: the covering array, tabus: the list of tabu, nTabus: the number of tabus,
problem: the remaining t-way combos
output :matrix: a valid covering array

19 tabuList← InitTabuList(nTabus)
20 cost← CalculateCoverage(matrix)
21 while true do
22 combo← SelectUncoveredCombo(problem)
23 moves← PossibleMoves(combo)
24 moves← RemoveTabuMoves(moves, tabuList)
25 Pick a random move between the list of best moves
26 move← SelectMove(moves)
27 tabuList←ManageTabuList(move, tabulist)
28 cost← cost−move.cost
29 if cost = 0 then
30 break
31 end
32 end
33 return matrix
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2.1.5 HYBRID ALGORITHMS

The category of hybrid algorithms (sometimes called multistage algorithms) groups all al-

gorithms that combine techniques from multiple categories. An example is the two-stage

simulated annealing algorithm of Torres-Jimenez (Torres-Jimenez et al., 2017), which is

similar in structure to IPOG. BestExtendCA is a greedy algorithm similar to the Horizontal

Growth stage of IPOG. It takes a test suite of size N × n and produces the test suite of size (N

× n)+1 that covers the most t-way combos. The uncovered t-way combos are then picked

up by the Simulated Annealing algorithm (Torres-Jiménez & Rodriguez-Tello, 2012). The

SA algorithm then runs until every missing t-way combo is covered. When this is done,

the algorithm returns to the BestExtendCA procedure if there are still parameters to cover.

An advantage of this algorithm over IPOG is that, for the vertical growth stage, the greedy

algorithm of IPOG is replaced with a tuned metaheuristic. The structure of this algorithm is

also sound because it allows BestExtendCA, a greedy algorithm, to perform the bulk of the

work. Then, a slower metaheuristic can create optimized tests for the much smaller set of

remaining combos.

2.1.6 ADVANCED FEATURES AND THEIR SUPPORT IN EXISTING TOOLS

We shall now discuss advanced features that we would want inside a combinatorial testing tool,

and how existing tools compare with respect to them. The efficient generation of combinatorial

test suites for given values of t, n and v is still considered an open problem. As a matter of

fact, a number of stumbling blocks remain for the efficient generation of combinatorial test

suites. A 2008 study by Microsoft (Czerwonka, 2006) stated that “most tools lack practical

features necessary for them to be used in the industry”. Many of the features reflect a desire

for increased flexibility and expressiveness in the specification of the input problem.
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Expressiveness

Among those lacking features, the study mentions mixed strength generation. In general,

when t-way testing is discussed, it is assumed that all parameter interactions have a fixed

order t. The author mentions that it is sometimes useful to be able to define different orders

of combinations for different subsets of parameters. For example, interactions of parameters

B, C, and D might require better coverage than interactions of A or E. A system should be

able to generate all possible triplets of B, C, and D and cover all pairs of all other parameter

interactions.

Similarly, another feature addresses the need for excluding unwanted combinations. This

stems from the fact that in practice, parameters are rarely truly independent of each other.

For example, when testing software with various file systems (e.g. FAT, ext3, NTFS) and

hard drive sizes, some combinations are actually impossible, such as a FAT volume with

a capacity higher than 4 GB. Thus, a test case generation system should allow the user to

express conditions that every test must fulfill; the tools that support this generally provide a

mechanism of if-then rules on parameter values: “if system = FAT, then size ≤ 4 GB”. We call

these constraints universal, since they require to be fulfilled by every test case.

Related to this concept is the handling of invalid values, such as values outside the nominal

range of a parameter. It is generally accepted that tests involving invalid values should only

include one such value at a time. Hence, invalid values require special handling in the form of

a generic universal constraint: “if a test contains an invalid value for parameter X , it must not

contain an invalid value for any other parameter Y ”.

Another important feature for a combinatorial testing tool is a feature called seeding. Seeding

a test suite means that, instead of starting from an empty test suite, we use a set of existing
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tests. These existing tests do not have to be complete, and they can also be missing parameters.

Usually, a good combinatorial testing algorithm will salvage the available space inside of these

tests and will add in more values. Seeding can also have more advantages: it speeds up the

combinatorial algorithm, and it allows to explicitly specify important combinations, which

adds another degree of interaction between the testers and their testing software.

Yet another feature of importance is the handling of negative values. Negative values are

values that fall outside the specified range of values for a given parameter. Testing negative

values is also important, as it is the focus of other techniques such as BVA and ECP. Negative

testing should be conducted to ensure that there is only one negative value per test. The reason

for this, is that the code should react to any negative value immediately (by crashing with an

error message or another similar behavior). Therefore, the testing program should not generate

tests with combinations of negative values.

Another important feature is the ability to specify expected results for a test that contains a

certain combination of parameter values. In the easiest scenario, every test produces a crash,

or does not crash and is considered successful. In reality, a program will have many different

output states after running a test. And so, the task of looking at the result of a test is usually

beset on the eyes of the tester, or a set of manual scripts written to verify the execution. To

assist the program tester in his evaluation of the results, we can define result classes directly

in the input model of the program, along with constraint logic that executes after a test is

produced, to assign the result class to the produced test. This feature is easy to add, and helps

the evaluation process for the tester.

Finally, an interesting feature can be added to provide more support for important parameter

values. This feature is called value weights. Value weights can be added to the input model

by specifying, for instance, an integer value next to the parameter. Of course, this feature
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does not change the amount of t-way coverage that the program achieves, but it will allow the

parameter values that have a higher weight to appear more often. In fact, this weight value

represents a priority compared to other values. At some point, if the algorithm has to choose

between two values that cover an equal amount of uncovered combinations, the algorithm will

pick the value with the highest weight systematically. Again, this mechanism does not change

the t-way coverage of a program, but it will allow certain values to appear more often in the

test suite. This can be helpful for instance, if the interaction of parameters with this value is

believed to cause more errors.

Scalability

The scalability feature is the ability of the combinatorial testing tool to scale, which means

that the tool can handle larger problems with “reasonable” increase in resource consumption

(including time). Finding a small covering array for a given parameter combination is a

computationally expensive operation. Some websites keep a registry of the best-known values

for various combinations of parameters1; in some cases, whether the solution is minimal is not

known, and the reported value is only an upper bound on the size of the solution. A well-cited

result is that it was observed that, in practice (Cohen et al., 1997), covering arrays grow in

O(vt logn). However, this only gives an approximate value of the expected test suite —and

obviously, this formula does not generate the desired test suite.

Scalability in combinatorial testing is extremely important. Without it, testing large systems

is impossible. Currently, algebraic methods and recursive constructions can provide testing

coverage for very big systems, but these methods need a certain kind of problem type to

be able to work; for instance the duplication recursive method only works using two t = 3

1See for example (Colbourn, 2018)
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covering arrays. There is also an hybrid algorithm like IPOG-D (Lei et al., 2008), which can

combine a recursive construction procedure with a standard covering algorithm to accelerate

the work. However, this algorithm is still bound to run into scalability problems in the long run.

All of these limits are helped by using distributed algorithms, which run on computer clusters.

By doing so, we can scale both CPU processing power, and memory. These algorithms can

also benefit from algebraic and recursive construction methods.

When thinking of how to scale a combinatorial testing tool, a few factors must be considered:

1. Enumeration power. Most algorithms have to generate t-way value combinations in

order to cover them afterwards. To the best of our knowledge, every tool uses a single-

threaded enumerator algorithm. A distributed enumerator algorithm would not only

solve memory storage problems, but it would also accelerate the process.

2. Memory potential. A lot of memory is needed to handle the data structures for t-

way testing. In particular, graph-based approaches demand a lot of memory. Using a

computer cluster yields the advantages of powerful memory scaling.

3. CPU power. At some point, even the fastest algorithm is going to be limited by the sheer

power of one processor. The computer cluster gives access to tremendous processing

power, at the cost of losing a unique and fast memory store for several linked memory

stores. There has to be a frontier when it is more effective to have more power and the

burdens of a cluster compared to the usual single-threaded effectiveness.

4. Constraint-checking power. Checking constraints can be time consuming, especially

when there are many. Having more resources to check constraints could prove very

helpful. This is a simular argument to enumeration power.
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2.1.7 EXISTING TOOLS

We end our presentation of related work on combinatorial testing by surveying the existing

software tools that can actually generate test suites. The PICT tool is a well documented

pairwise test generator from Microsoft that also supports many advanced features (Microsoft,

2019). And although it is called a pairwise test generator, PICT also supports higher interaction

strength testing using a commandline switch. The input to PICT is a file called the input model,

which specifies the parameters of the SUT, and their possible values. This file also support

constraints, value weights and other advanced features which are detailed in Czerwonka

(2006). PICT is an open source and cross platform program programmed in C++, and is

single-threaded. Figure 2.4 shows an example of PICT’s input model, along with the use

of constraints. This example is taken from PICT’s documentation. Let us decompose the

line “Type: Single, Spanned, Striped...”. In this line, “Type” is the first parameter, and the

following list are its possible values. Therefore, type is a parameter with a domain of five

values. Following this declaration of parameters and values is a section that details constraints.

As we can see, constraints are conditions on parameter-values, and they are used to make sure

no test that violates these constraints is generated.

The Jenny tool is also a t-way testing tool used from a commmandline interface (Jenkins,

2005). Jenny is open source, cross platform, and written in the C programming language.

Jenny is a single-threaded tool. It supports basic t-way testing, and the input model is fed

directly through the commandline. Jenny uses a different terminology to talk about t-way

testing; the words parameters and values become dimensions and features. Jenny supports

domain sizes in the range 2 . . .52. Finally, Jenny supports a basic constraint feature to disallow

certain combinations, and also supports seeding with an existing test suite. Figure 2.5 shows a

basic usage of Jenny from the commandline.
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#Comment

  Type: Single, Spanned, Striped, Mirror, RAID-5
  Size: 10, 100, 1000, 10000, 40000

 Format method: Quick, Slow
 File system: FAT,FAT32,NTFS
 Cluster size: 512,1024,2048,4096,8192,16384

 Compression: On,Off

#Constraints

IF [File system] = "FAT"   THEN [Size] <= 4096;
IF [File system] = "FAT32" THEN [Size] <= 32000;

IF [File system] <> "NTFS" OR
 ( [File system] =  "NTFS" AND [Cluster size] > 4096 ) 
THEN [Compression] = "Off";

IF NOT ( [File system] = "NTFS" OR 
       ( [File system] = "NTFS" AND NOT [Cluster size] <= 4096 )) 
THEN [Compression] = "Off";

Figure 2.4: PICT’s input model.

jenny.exe -n2 2 2 2

1a 2a 3a

1b 2b 3b

1a 2b 3a

1b 2a 3a

1a 2a 3b

3a = Parameter 3, first 
value

A test

Interaction strength =2

Third parameter has domain size = 2

Figure 2.5: Jenny’s commandline and results for the t = 2,n = 3,v = 2 problem.

The ACTS tool is a tool for t-way testing by the NIST, programmed in Java (NIST, 2018). It

officially supports t-way testing with t ranging from 1 to 6, but it supports all values of t as

well. The ACTS program can be used with a GUI, or from the commandline. The tool also

offers five algorithms: IPOG (default), IPOG-D, IPOG-F, IPOG-F2 and Base choice. ACTS is

a single-threaded tool.

ACTS supports many features: mixed strength, constraints, negative testing and seeding. For

constraint handling, the user gets a choice between two strategies: Forbidden tuples and
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CSP Solver. Forbidden tuples are faster to check, and is the strategy recommended for t ≥ 2

and systems with many parameters. On the other hand, the CSP Solver is recommended for

smaller systems, with t ≤ 2, along with a smaller amount of parameters. Figure 2.6 shows

the graphical interface of ACTS used with the problem n = 3, t = 2,v = 3. We first add three,

three valued parameters using the first tab. Then, we add the constraint: (a+b) ̸= 2. This

constraint is universal, and it will filter an invalid test from entering the test suite. Finally, we

build the test suite using the standard IPOG algorithm, and we get a test suite in the output.

We can notice that the test suite does not include any test where a+b equals two.

Figure 2.6: t-way testing in ACTS with a constraint.

VPTag (Visual Pairwise Test Array Generator) is a tool for pairwise combinatorial testing

(Vanderwall, 2020). The tool is programmed in Java and supports entering the SUT and

constraints from an XML file or by using the provided GUI. VPTag also supports 1-way

testing and exhaustive testing. Figure 2.7 shows how a typical user would use VPTag to handle

the t = 2,n = 3,v = 2 problem. VPTag uses the Lei & Tai (1998) algorithm.

TCases is a command line Java program for t-way testing (Cornutum, 2019). By default,

TCases reads a SUT in XML (Bray et al., 2000) or JSON (Crockford, 2006) format, and

generates 1-way coverage for the parameters and values. However, one can use t-way coverage

by specifying the level of input coverage in the XML file. TCases offers an interesting way
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Figure 2.7: VPTag used to handle t = 2,n = 3,v = 2.
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Figure 2.8: Describing a SUT using TCases. Example is taken from Cornutum (2019)

to describe a SUT using a hierarchical XML document. First, the top-level element is the

System tag. The system models the testing of an application with multiple subroutines. These

subroutines are described using the Function tag. Following this, a Function can take a variety

of inputs; this is handled by the Input tag. Finally, inputs can have sets of variables using the

Varset tag, but this is optional. Finally, we have variables and values, which are specified using

the Var and Value tags. Figure 2.8 offers an example of this structure.

The hierarchical and grouping advantages of TCases allow for an interesting way to add

constraints to the SUT. For instance, in Figure 2.9 we can see how easy it is to create forbidden
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Figure 2.9: TCases’s whenNot constraint. Example is taken from Cornutum (2019)

Tool Strength MS S ∃ ∀ Cluster Avail.?
Jenny t ≥ 2 ✓ ± ✓
ACTS t ≥ 2 ✓ ✓ ✓ ✓ ✓
PICT t ≥ 2 ✓ ✓ ✓ ✓ ✓
TCASES t ≥ 2 ✓ ✓ ✓ ✓ ✓
VPTag t ≤ 2 ✓ ✓ ✓

Table 2.1: Support of various features by the testing tools included in our study. The ± symbol
indicates that the feature is partially supported. MS = mixed strength; S = seeding; ∃ = existential
constraints; ∀ = universal constraints; Cluster = supports splitting the computation between
multiple computers. The last column indicates whether an implementation is publicly and freely
available at the time of this writing.

tuples by specifying a constraint on the entire square group. At line 2, we add the quadrilateral

property to the Square value. Then, in the variable named Color, we apply the constraint to all

its values by using the whenNot property (Line 5). Finally, TCases is also equipped to reuse

an existing test suite when the SUT changes.

Table 2.1 gives a list of combinatorial testing implementations and puts a checkmark on each

of the features they support. Our discussion shall focus on tools that have a freely available

implementation. There exist many more commercial tools (e.g. Hexawise, rdExpert and

SmartTest) behind paywalls, and whose exact set of features cannot be precisely assessed

based on promotional documentation. In Chapter 5, we will present a newer version of this

table. This table will contain our TSPARK tool.
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2.2 REVIEW OF DISTRIBUTED TECHNOLOGIES

The next section of this literature review concerns distributed technologies. There are many

different ways to execute distributed code. As a reminder, distributed computing is when code

executes on multiple machines, and data is partitionned on the cluster. Parallel computing, on

the other hand, is when multiple CPU cores share the same memory.

In this section, we will look at some general concepts and also specific technologies. Apache

Spark, however, will be covered in Chapter 4. But first, we start with some terminology from

Hwang et al. (2011).

The term Parallel computing is used when all processors are either tightly coupled with

centralized shared memory or loosely coupled with distributed memory. The term Distributed

computing refers to a field of computer science/engineering that studies distributed systems.

A distributed system consists of multiple autonomous computers, each having its own private

memory, communicating through a computer network. Information exchange in a distributed

system is accomplished through message passing. A computer program that runs in a dis-

tributed system is known as a distributed program. The process of writing distributed programs

is referred to as distributed programming. Finally, the term Cloud Computing refers to an

internet cloud of resources that can be either a centralized or a distributed computing system.

The cloud applies parallel or distributed computing, or both. Clouds can be built with physical

or virtualized resources over large data centers that are centralized or distributed. Some authors

consider cloud computing to be a form of utility computing or service computing.
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2.2.1 BASIC CONCEPTS

In this section the reader will be taken through some of the technologies we have reviewed for

their use in distributed computing and parallel processing.

Distributed Computing means that the computation is cut into smaller parts and these smaller

parts are then distributed to the different actors of the computation. These actors then work on

those smaller parts and afterwards the results are put together. A gentle analogy for this is the

process of counting votes for an election. When there is a general election, every voter goes

and votes in his local district. The local district then tallies the local vote count and reports the

count to a higher entity. This higher entity then sums the count from all districts and sends it

to the next higher entity and so forth. The workload is very much distributed in this case.

Now, suppose that for each of these election result, there is a messenger traveling by horse to

the capital. Additionally, some of these messengers are from different islands, and they have

to cross the ocean by boat to carry the results safely to the capital. During their ocean trip,

the messengers will also possibly encounter pirates, which is why an escort of one frigate is

necessary for the messengers who are carrying vote tallies. Protecting every single messenger

with frigates is very expensive. A good solution to this problem is to minimize the amount of

frigate escorts needed. To do this, messengers from the same land mass combine their vote

tallies and only one messenger has to cross the ocean with an escort. Then, when two or more

messengers meet on an intermediate island during their journey to the capital, and they also

combine their vote tallies and only one messenger has to continue the journey, which also

cuts down on the cost of frigates. This small messengers and pirate analogy also shows that

being able to combine intermediate results is essential for performance, because otherwise

the network is overwhelmed with small messages and performance suffers. Optimizing is not

limited to computation speed alone: for sizeable calculations, optimizing memory usage and
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network usage is just as important.

In this section, our goal is to explore various computing models and technologies to survey

and decide which model and technology is the best for deploying graph/hypergraph algorithms

that can scale using more computing resources.

2.2.2 SHARED MEMORY TECHNOLOGIES

The Shared Memory model — also called shared-state concurrency — is the basic model

offered by operating systems like Windows and Linux. In this model, the entire computer’s

memory is made available to multiple CPUs and devices such as a graphics card (El-Rewini &

Abd-El-Barr, 2005). For the programmer, it commonly involves programming with threads.

This model makes heavy use of locks and atomic operations in order to achieve data consis-

tency, which is achieved when all executing processes have access to the same version of the

data. These locks and atomic operations are in a way a boon to algorithm designers because it

allows them to design concurrent programs in the usual “single-threaded” way while having

control to parallelize parts of the program using threads. When multiple threads mutate the

same data, fast hardware locks are available to make data consistency possible without losing

too much performance.

Of course, sharing a global variable or a memory area between two processes is considered

bad programming practice because it leads to a lot of synchronization problems. It is better

to avoid the problem altogether by not having two processes modify the same data. When

two processes have to use synchronization to modify the same data, a problem called mutual

exclusion can occur (Dijkstra, 1965; Lamport, 1987).

A generic example showing problems related to mutual exclusion is the linked list deletion
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Figure 2.10: Mutual exclusion example.

problem (Figure 2.10). If a singly linked list data structure is modified by two threads, and the

two threads decide to delete nodes at the same time, a node that was supposed to be deleted

can actually stay in the linked list or cause a bad pointer problem. In this example, node i and

node i+1 (both pictured in grey) are deleted from the list simultaneously. To delete a node

from a linked list, the pointer of the previous node goes to the node that comes after the node

being deleted. If we delete these nodes in a garbage collected language then the i+1 node

survives, because the i−1 node points to it. However, if we delete these nodes in a language

with manual memory management, what would happen is that we would change the pointers,

and then invoke delete on the deleted node. Now we end up in a situation where the i−1 node

points to a deleted memory location, which would cause the application to crash or misbehave.

The Shared Memory model is the traditional model for most computer applications. The

programmer has quick access to cache-accelerated RAM and several CPUs can work efficiently

while sharing memory. This model is excellent for graphs because graph traversals are

extremely quick when working with memory pointers. However, the model has an important

limitation, as it does not scale effortlessly. Shared Memory works with vertical scaling, which

means that the work setup is greatly improved by buying a bigger machine with more RAM
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and faster CPU cores (in comparison, horizontal scaling works by adding new computing

devices to the network).

The Shared Memory model is so comfortable and efficient for graph manipulations – because

we can implement graphs using memory pointers – that many researchers and companies

prefer to stretch the limits of the Shared Memory paradigm to the limit before switching to

another model of computation. In order to do this, they have to find a way around the size

of graphs in memory. There are several things that can be done in this respect: compress the

graph data structure or use SSDs as RAM. Nowadays, SSDs are relatively cheap, and although

not as fast as computer memory, they offer fast random access; moreover current SSDs sizes

are known to go past 1TB. With RAID technology, this figure goes even higher (Patterson

et al., 1988).

For this reason, Twitter went the Shared Memory route a few years ago for their graph analytics.

This experiment was called the Cassovary project (Hammer, 2016). Back then, Twitter’s social

graph could fit inside a single machine with Cassovary’s technology. However, they have since

moved on to use Apache technologies such as Hadoop and Spark for their graph analytics.

2.2.3 A DESIGN METHODOLOGY FOR DISTRIBUTED ALGORITHMS

Foster’s design methodology is a methodology for the conception of parallel algorithms

(Foster, 1995; Quinn, 2003). First, an existing algorithm is chosen. Then this algorithm

goes through a pipeline of design stages. At the end of each stage the designer answers a

questionnaire. This questionnaire is made to help the designer see if his optimizations for the

stage are sufficient, or if they are lacking. The result seen in Figure 2.11 is a rigorous process

that helps to create parallel versions of algorithms.
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Figure 2.11: Foster’s Design Methodology. Inspired by Foster (1995)
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Partitioning

The first stage of the process is partitioning. During this stage, the programmer looks at

the whole algorithm and data, and finds which data and which calculations can be split on

the many processes. There are two ways to do this: domain decomposition and functional

decomposition. Domain decomposition, simply stated, is to first split the data and then worry

about how to bind computations to the data. Functional decomposition is the opposite: we

first decompose the algorithm into many smaller algorithms and then bind the data to them.

Functional decomposition is very popular in the programming world in general because it is

easier to manage many small programs than one monolithic program; the UNIX utilities (more,

grep) are a good example of this philosophy: each tool does one thing very well and complex

work is done by using all of them in a pipeline. In other words, functional decomposition has

the tendency to create several tasks which work together in a pipeline. MapReduce is also a

functional decomposition of work consisting of only two phases: “map” and “reduce” (Dean

& Ghemawat, 2008a). To achieve more complex work with MapReduce, one can combine

multiple phases together.

Foster’s checklist for the partitioning stage goes as follows:

1. There are at least an order of magnitude more primitive tasks than processors in the

target parallel computer. If this condition is not satisfied, later design options may be

too constrained.

2. Redundant computations and redundant data structure storage are minimized. If this

condition is not satisfied, the design may not perform well when the size of the problem

increases.
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3. Primitive tasks are roughly the same size. When this is not the case, it may be hard to

balance work among the processors.

4. The number of tasks is an increasing function of the problem size. If not, it may be

impossible to use more processors to solve larger problem instances.

Communication

Identifying communication patterns in the algorithm comes in second because it is very tightly

coupled to whether or not there was a domain decomposition or a functional decomposition.

We use local communication when a process needs data from a number of processes, and

global communication when talking about a process that gathers or broadcasts data to/from all

processes.

Foster’s checklist for the communication stage is the following:

1. The communication operations are balanced among the tasks

2. Each task communicates with only a small number of neighbors

3. Tasks can perform their communications concurrently

4. Tasks can perform their computations concurrently

Agglomeration

Agglomeration is a very important step in the design; its purpose is to optimize for speed.

Suppose for example that in an algorithm, there are 20 processes and process A and B always

communicate and cooperate together. It makes sense to at least place those two processes
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on the same machine, as it will drastically reduce communication costs: instead of sending

dataframes over the wire, messages can be exchanged directly across the computer circuitry.

This action is called increasing the locality of the algorithm.

Another kind of agglomeration optimization is replicating a computation that was done on

some other cluster node. This is done because it can sometimes be faster to recompute a

value than to query a distant computer node for it. When designing a sequential algorithm, it

would be seen as a very bad practice to recompute a value in a function that was previously

computed elsewhere and a function parameter would likely be added to reuse this parameter.

However, when one wants to optimize the communication overhead, it may prove beneficial

to recompute something to avoid communication/synchronization.

Foster’s checklist for the agglomeration stage is the following:

1. The agglomeration has increased the locality of the parallel algorithm

2. Replicated computations take less time than the communications they replace

3. The amount of replicated data is small enough to allow the algorithm to scale

4. Agglomerated tasks have similar computational and communication costs

5. The number of tasks is an increasing function of the problem size

6. The number of tasks is as small as possible, yet at least as great as the number of

processors in the likely target computers

7. The trade-off between the chosen agglomeration and the cost of modifications to existing

sequential code is reasonable
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Mapping

As previously stated, Foster’s design methodology does not assume the use of a specific

technology. Rather, it is interested in all the useful design decisions that create parallelism.

The mapping phase is about assigning tasks to processors; these processors are defined as units

capable of executing multiple tasks. Each processor can execute many tasks, and these tasks

can send messages to each other: this is called intraprocessor communication, widely seen

as the fastest mode of communication. Then, we can have many of these processors. When

two processors want to communicate with each other, we call this process interprocessor

communication.

A key point of mapping is that it is almost always an imperfect optimization. There is usually

no perfect way of mapping out an algorithm to the available resources to optimize for speed,

cluster usage and other useful considerations. The problem of “perfect mapping” is NP-Hard,

which means that to find the best setup for the given resources, one would have to benchmark

every possible setup. This is why heuristics and common-sense strategies are very important

when designing parallel algorithms. In this thesis, a lot of work is done with graphs and

parallel computing. A big problem of parallel computing and graphs is how to best split the

graph among the cluster to have a better performance and scalability. This problem is also

NP-Hard.

Here is Foster’s checklist for the mapping stage :

1. Designs based on one task per processor and multiple tasks per processor have been

considered

2. Both static and dynamic allocation of tasks to processors have been evaluated

3. If a dynamic allocation of tasks to processors has been chosen, the manager (task
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allocator) is not a bottleneck to performance.

4. If a static allocation of tasks to processors has been chosen, the ratio of tasks to proces-

sors is at least 10:1

2.2.4 THE ACTOR MODEL

Now that we have seen some of the design decisions behind distributed algorithms using

Foster’s checklist, we explore the methods and technologies that can be used to implement

these algorithms. The Actor Model was designed from the ground up to be a minimalist model

for distributed computation (Hewitt et al., 1973; Hewitt, 2010). It is inspired by quantum

mechanics in the belief that “A physical system (or, more precisely, its contingent state) is

reduced to the net of relations it entertains with the surrounding systems, and the physical

structure of the world is identified as this net of relationships” (Hewitt, 2006).

The Actor Model has been around for a long time and has a few popular implementations.

Erlang (Armstrong et al., 1993), Elixir (Thomas, 2018) and the popular Akka Scala framework

(Roestenburg et al., 2015) are three technologies that use actors for concurrency; they possess

VMs (Virtual Machines) that enable using the actor model. Since actors are so lightweight, OS

threads are usually considered “overkill” to implement actors correctly. Therefore, whenever

the actor model is involved, it has to rely on using lightweight threads (these are sometimes

called fibers or green threads). The actor model has shown it is not only a theoretical model of

computation but also a usable one. As an example, Facebook’s chat was initially written in

Erlang. Development was eventually moved to C++ with special librairies simply because it

was easier to find C++ programmers and not because of Erlang’s performance.

The Actor Model is designed so that a complex computation can be thought of a graph of actors

working together. This means that algorithms need to be rethought, because computation is no
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longer a series of synchronous instructions.

Each actor in the system has a unique address and a mailbox to store its messages. When an

actor reads its messages, it can decide to do several things:

1. Create more actors.

2. Mutate its local state based on a message it receives.

3. Send messages to actors it has an address to (including itself). It can send any number

of messages.

An important property is that an actor processes exactly one message at a time. This means

that within an actor, we can expect single-threaded behavior.

Understanding how the communication of messages is done is also important. The Actor

model works with one-way asynchronous communication. Sending messages is done on a

“Best effort basis”, which means that there are no guarantees for the sender of the message.

Also, when an actor receives two messages simultaneously, there is no built-in mechanism for

determining which message it should process first. This determination is arbitrary.

A simple example that illustrates the usefulness of actors and their message queue is the

parallel checking account example. In this example, two clients are attempting to withdraw

money from the same checking account at the same time. With a naive, shared memory

implementation, two requests can be made at the same time, and the system fails to operate as

it should. With a checking account implemented using an actor, any client makes a request to

the actor by sending a message, and waiting. The checking account actor receives the request,

processes the deposit or the withdrawal, and returns an answer. Since the actor operates using

a message queue, there is no race condition problem, and the actor can handle several clients.
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Once the capabilities of the model are understood, one can better see that actors are intercon-

nected machines with a message loop using an asynchronous mailbox. However, actors are

very abstract and graphs of actors are hard to debug. In counterpart, there is great parallel

potential for the computation: a computation that works on a single machine with four cores

can easily scale to a cluster using 100 computers. It is up to the actor framework to handle the

complexity of distributing the load on the cluster. This is in contrast to parallel programming

on the shared memory model, where parallelism has to be micro-managed.

To finish this short introduction of actors, we show some examples of Actors implemented in

the Elixir language and running on the Erlang JVM.

The Elixir language is a newer language that runs on the Erlang VM. Its syntax is considered

more gentle than Erlang’s. Figure 2.12 shows how to create an actor in Elixir. We spawn the

actor and get the address of the spawned actor in return. Then, we send two messages to the

actor. In the actor’s internal message loop, the messages are handled differently, according to

their type. The actor writes to standard I/O and goes back into its message loop.

Source code:
defmodule Geometry do
  def area_loop do
    receive do
      {:rectangle, w, h} ->
        IO.puts("Area = #{w * h}")
        area_loop()
      {:circle, r} ->
        IO.puts("Area = #{3.14 * r * r}")

<!-- HTML generated using hilite.me 
--><div style="background: #ffffff; 
overflow:auto;width:auto;border:solid 
gray;border-width:.1em .1em .1em 
.8em;padding:.2em .6em;"><table>
<tr><td><pre style="margin: 0; line-
height: 125%"> 1
 2
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embeddable into blog posts, emails and websites.

Just copy the source code to the left pane, select the language and the color
scheme, and click "Highlight!". The HTML from the right pane can now be pasted to
your blog or email, no external CSS or Javascript files are required.

Language: Elixir  Style: colorful Line numbers

CSS: border:solid gray;border-width:.1em .1em .1em .8em;padding:.2em .6em;Highlight!

Preview:

 1
 2
 3
 4
 5
 6
 7
 8
 9
10
11
12

defmodule Geometry do
  def area_loop do
    receive do

{:rectangle, w, h} ->
IO.puts("Area = #{w * h}")

        area_loop()
      {:circle, r} ->

IO.puts("Area = #{3.14 * r * r}")
        area_loop()

end
end

end
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Figure 2.12: Actors in Elixir.

83



2.2.5 MESSAGE PASSING INTERFACE

Message Passing is fundamental to distributed computing. Similar to how a team of construc-

tion workers coordinate with voice instructions, computers can do the same using messages.

In Message Passing, we have processes that exchange messages. Processes have their own

code and memory space, and they coordinate their activities with other processes by sending

and receiving messages. Processes have a unique identifier (ID), and can be grouped together

in a Process group. A message is “the logical unit of information between processes” (Athas

& Seitz, 1988). Messages can also be sent to a process group using a multicast operation. The

most known implementation of Message Passing is called MPI, which is short for Message

Passing Interface (MPI FORUM, 2015; Gropp et al., 1999). MPI is an industry standard

designed by members of academia and the industry, and defines the “syntax and semantics for

a core of library routines” made for the C language (Ritchie et al., 1988) or Fortran (Koelbel

et al., 1994).

Messages can be implemented in many ways but usually, network sockets would be the

technology of choice to distribute messages to other computer nodes (Stevens & Narten, 1990).

One advantage of Message Passing is that every process can be a black-box with unknown

code and processing power. In other words, the computers can be of different architectures,

different operating systems, a cellphone, a tablet, a desktop computer, a supercomputer – it

doesn’t matter as long as there is a way to send and receive messages.

MPI has a number of good features that make it a good choice for writing HPC (High

Performance Computing) applications. First, it offers an efficient abstraction layer for com-

munication, as MPI will typically choose between network sockets and shared memory to

communicate between processes. MPI will use shared memory if the processes are on the

same machine and sockets otherwise. Also, on special hardware and supercomputers, MPI is
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most likely able to take advantage of special features enabling large speedups. Finally, MPI is

a portable C and Fortran Library. Since many languages easily bind to the C language, MPI

can be used from many programming languages.

A simple MPI program

MPI computations are launched from the control computer using the command mpiexec. This

command can launch processes on both the local computer and processes on remote computers.

To launch processes on remote UNIX computers, there needs to be prior configuration of SSH

with public key cryptography. This allows mpiexec to bypass the login and password to the

remote computer. The usual design for a MPI program is a monolithic program that chooses

its execution path at runtime using an integer value called the rank. The code snippet of Figure

2.13 is the MPI “hello world”. The example shows how various MPI functions are used, and it

shows that different processors are assigned different ranks.

Synchronous messages

Our next example illustrates how synchronous communication works in MPI. In this example

(Figure 2.15), we have a game of ping pong implemented using synchronous send and receive

MPI functions. At line 23, a process calculates the rank of its partner process. For process

0, the partner will be 1 and vice versa. Then, at lines 24-36, each process enters a loop, and

takes a different path because of its rank, and the current ping_pong_count. Process 0 sends

the data when the count is an even number and Process 1 sends the data when the count is odd.

Otherwise, the process waits and listens for the incoming count value.
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1 C:\Users\edmond\Documents\Visual Studio 2012\Projects\mpi1\Debug>mpiexec -n 4 mpi1.exe
2 Hello world from processor DESKTOP-2AO60QE, rank 1 out of 4 processors
3 Hello world from processor DESKTOP-2AO60QE, rank 2 out of 4 processors
4 Hello world from processor DESKTOP-2AO60QE, rank 3 out of 4 processors
5 Hello world from processor DESKTOP-2AO60QE, rank 0 out of 4 processors
6 C:\Users\edmond\Documents\Visual Studio 2012\Projects\mpi1\Debug>

C:\Users\edmond\Documents\theseKraken\code source snippets\run1 file:///C:/Users/edmond/appdata/local/temp/tmp9jt725.html

1 of 1 2018-06-04, 2:16 p.m.

Figure 2.13: MPI Hello World.
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Figure 2.14: MPI collective communication operations.
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MPI also includes a number of functions for collectice communication. The broadcast

operation as seen in Figure 2.14 (MPI_Bcast) works by first synchronizing all processes using

a barrier (MPI_Barrier). When all the processes are synchronised at the barrier, they collect

the broadcasted data using MPI_ RECV. The advantage of using MPI_Bcast over MPI_SEND

is that it uses optimized network algorithms to broadcast the data. Indeed, MPI_BCAST, uses

a tree broadcast algorithm instead of doing individual sends to every node. A normal loop with

sends would have complexity O(n) for a setup with n nodes. But if the setup is configured

like a tree, there will be log2 n roots. So the broadcasting node only has to broadcast to the

root nodes, and then the root nodes will broadcast to their children, and so on until there are

no child nodes left.

The scatter operation (MPI_SCATTER) works by taking an array of data as parameter and

splitting it to every process. The user chooses how many elements each process will get.

Finally, the gather operation does the exact opposite of scatter and regroups data to a single

node.

2.2.6 MAPREDUCE

The MapReduce programming pattern has similarities to MPI’s collective communication

operations. MapReduce (Dean & Ghemawat, 2008a) is both a distributed computing frame-

work from Google and a programming model. It was designed to help perform aggregation on

large amounts of data in a simplified manner. When designing a distributed computation with

a framework such as MPI, many things have to be managed by hand: communication, syn-

chronization, topologies and different code bases for master and worker nodes. MapReduce,

through its programming model and its framework, aims to liberate the programmer from the

task of handling various tasks and rather focus on the code that describes the transformations
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#include <stdlib.h> 
 
int main(int argc, char** argv) { 
  const int PING_PONG_LIMIT = 10; 
 
  // Initialize the MPI environment 
  MPI_Init(NULL, NULL); 
  // Find out rank, size 
  int world_rank; 
  MPI_Comm_rank(MPI_COMM_WORLD, &world_rank); 
  int world_size; 
  MPI_Comm_size(MPI_COMM_WORLD, &world_size); 
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  if (world_size != 2) { 
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      printf("%d sent and incremented ping_pong_count %d to %d\n", 
             world_rank, ping_pong_count, partner_rank); 
    } else { 
      MPI_Recv(&ping_pong_count, 1, MPI_INT, partner_rank, 0, MPI_COMM_WORLD, 
               MPI_STATUS_IGNORE); 
      printf("%d received ping_pong_count %d from %d\n", 
             world_rank, ping_pong_count, partner_rank); 
    } 
  } 
  MPI_Finalize(); 
} 
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#include <stdlib.h> 
 
int main(int argc, char** argv) { 
  const int PING_PONG_LIMIT = 10; 
 
  // Initialize the MPI environment
  MPI_Init(NULL, NULL); 
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PS C:\Users\lacha\source\repos\Project4\Debug> mpiexec -n 2 
.\Project4.exe
0 sent and incremented ping_pong_count 1 to 1
0 received ping_pong_count 2 from 1
0 sent and incremented ping_pong_count 3 to 1
0 received ping_pong_count 4 from 1
0 sent and incremented ping_pong_count 5 to 1
0 received ping_pong_count 6 from 1
0 sent and incremented ping_pong_count 7 to 1
0 received ping_pong_count 8 from 1
0 sent and incremented ping_pong_count 9 to 1
0 received ping_pong_count 10 from 1
1 received ping_pong_count 1 from 0
1 sent and incremented ping_pong_count 2 to 0
1 received ping_pong_count 3 from 0
1 sent and incremented ping_pong_count 4 to 0
1 received ping_pong_count 5 from 0
1 sent and incremented ping_pong_count 6 to 0
1 received ping_pong_count 7 from 0
1 sent and incremented ping_pong_count 8 to 0
1 received ping_pong_count 9 from 0
1 sent and incremented ping_pong_count 10 to 0

Figure 2.15: MPI Send and Receive example. (Kendall, 2011). Reproduced under the MIT
license.
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on the data. Finally, the MapReduce framework will handle certain events like a server failure

during a computation, and it will relaunch the appropriate task automatically. A drawback

of MapReduce, which is also a benefit, is that the programmer loses some control over his

code, since a lot of the work happens in the framework. This loss of control, however, can be

a helpful simplification. Also, MapReduce’s focus on fault-tolerance implies the heavy use of

reading and writing to disk files; this behavior comes with a certain loss of speed. This section

on MapReduce will introduce the notion of a distributed file system, but it focus primarily on

the MapReduce programming model, and how to use it to run simple aggregation jobs, and

iterative MapReduce algorithms.

A strength of MapReduce is that it is designed to be used seamlessly with another distributed

technology: the distributed file system. When MPI was introduced, the library could do

everything sockets could do and more. But the mindset was still that all the computers had no

local data at the start of the computation. The design ideal with MapReduce is that every node

hosts a small part of a gigantic, replicated and distributed file system. In the Google world,

this file system is called GFS (Google File System) (Ghemawat et al., 2003) and it runs on

millions of Linux servers worldwide. Outside of Google, the most popular alternative is an

open-source clone of GFS from the Apache Software Foundation called Hadoop (Lam, 2010).

Hadoop is the most solid open-source distributed computing platform data scientists have

access to today. Hadoop has its own distributed file system: Hadoop File System (Borthakur,

2007). Hadoop also has its own MapReduce implementation, in Java. Today, Hadoop is a

very competitive product. The Hadoop platform not only offers MapReduce capabilities, it

also hosts other big data processing technologies like Giraph (Apache Foundation, 2020), Pig

(Gates et al., 2009), Hive (Thusoo et al., 2009) and more.
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Simple aggregation using MapReduce
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Figure 2.16: MapReduce number count example.

In Figure 2.16, we can see an example of a number count problem. We have a file on a

distributed file system that contains numbers, and we want to count the frequency of every

number. Using MapReduce, we compute all frequencies in a single iteration. First, the file is

read from a distributed file system, and we assume that every worker reads a part of the file.

Then, we can run one instance of the map function per line of the file. The map functions

of a worker machine all write to the same local file. Then, we apply a Combiner function

to perform some local aggregation over the <key,pairs> values. This aggregation is done to

reduce the quantity of network traffic. Then, a partitioner function sends the appropriate pairs,

using the key, to the right worker. Here, we use the modulo operator with the number of

workers on the key to find where to send the pair. Then, we sort the local file using the key

of the pairs, and we execute the reduce function on every key. We write the result to a local

output file. With a distributed file system, these local output files constitute the distributed file.
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The code of this example is featured in Figure 2.17. Concerning the code, the usual workflow

for MapReduce is that the programmer is asked to provide two functions: map and reduce.

Inside the map function, we handle a parameter like a line, or an object, and our task is to

produce <key,value> pairs. The important keyword here is emit, which is equivalent to a print

to file operation. In the reduce function, we perform the aggregation, and we use the return

keyword to write the result to the file. Finally, the combiner function is only here to provide a

local aggregation, just like reduce. So we simply call the reduce function from it.

function map(line) 
    for every number n in line 
       emit(number,1) 
 
function reduce(values) 
    sum = 0 
    for every v in values 
        sum += v 
    return sum 
 
function combiner(values) 
        return reduce(values)

Figure 2.17: Example code for Number Count.

Iterative MapReduce Algorithms

An iterative MapReduce algorithm is simply a MapReduce iteration, or several MapReduce

iterations, inside a loop. Every MapReduce job picks back the work from where it ended

in the previous iterations. Iterative MapReduce algorithms were used early on by Google

to implement their PageRank algorithm, an algorithm that assigns a rank to a network of

pages using the structure of the graph (Page et al., 1999). One of the difficulties with

iterative MapReduce algorithms is that after every iteration, we need to stop and look at the

computation, to see if it should end or continue, and there are several techniques to do this.
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We use MapReduce to implement Breadth First Search (BFS) as a vertex-centric algorithm

(McCune et al., 2015). A vertex-centric algorithm is an algorithm in which the logic is defined

from a vertex’s perspective. The vertex can send messages, receive messages, and only knows

about adjacent vertices. Of course, there are specialized technologies for the implementation

of vertex-centric algorithms, like Pregel (Malewicz et al., 2010), Giraph (Martella et al., 2015)

and GraphX (Gonzalez et al., 2014) but our focus for now is on MapReduce.

Our example will attempt to be as simple as possible. To this end, we show the BFS MapRe-

duce algorithm (Cormen et al., 2009). The goal is to calculate the handshake distance of

students to a certain professor called Bruno. So in essence, this problem is a special case of

the SSSP 2 problem with the distance being 1 between all nodes (Dijkstra et al., 1959).

Figure 2.18: MapReduce BFS example.

2Single Source Shortest Path
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Figure 2.19 details all the code of our example, and Figure 2.18 shows the complete execution

on the graph. The algorithm is detailed in Javascript-like pseudocode, because the code is

adapted from an existing program of ours made for MongoDB’s (Chodorow & Dirolf, 2010)

MapReduce engine. The execution starts in the driverprogram function. First, we create a

local data structure called graph. We load this data structure on our cluster, we enter a loop of

MapReduce iterations and the algorithm starts. We define the graph using <key,value> pairs.

Our key will be a string value, the name of the node. The key allows us to identify the vertex

uniquely, and receive messages. In the value part, we store the list of neighbors (we store the

key of every neighbor) and the distance of the node to Bruno. At the start of the algorithm,

every node starts with the distance set to −1.

We now enter vertex-centric logic. We use “we” to describe the current graph node’s logic.

In the map code, we first use emit to send a copy of ourselves to our future self. Then, we

exit the map function if we have a negative distance, because when we do, we have nothing to

contribute for the moment. If we do not have a negative distance, we iterate through our list of

neighbors, and we send a message that contains our distance plus one. In the reduce code, we

iterate through all our messages. We pick up the message that contains our backup, and we

also pick the smallest distance available in the messages. We write a new copy of ourselves.

Coming back to the driver program, we immediately inspect the state of the computation after

the MapReduce iteration. In MongoDB, this is done using a filter operation. If we detect that

there is still a vertex with a negative distance, we continue for one more iteration.

Figure 2.18 provides a graphical way of understanding how this algorithm works. In the S1

iteration, Valère receives a message from Bruno that informs him that his distance to Bruno is

1. Then, at the S2 iteration, Valère now sends a message to his neighbors that since he is at

distance = 1 from Bruno, they must be at distance = 2. For both Florentin and Julien, this

new distance is much better than their previous one, and so they accept it. However, Bruno
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does not accept distance = 2 because his internal information is better with distance = 0. The

same logic applies to all the following iterations. The computation stops when all vertices

have their handshake distance.

CONCLUSION

In this section on distributed technologies, we have seen Foster’s checklist – a methodology for

designing distributed programs– and also MPI, the Actor Model, and MapReduce. Out of those,

MapReduce and MPI seem to be more appropriate for our needs. MapReduce is especially

interesting because it allows to describe the computation as a series of transformations on

the data, without needing to worry about the synchronization of the processes, which helps

a lot for the clarity of the code. This review of distributed technologies will continue in

Chapter 4, where we will review the Apache Spark cluster programming framework, a similar

technology to MapReduce, but with more programming patterns, and with In-Memory data

transformations for additional performance.
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Figure 2.19: MapReduce BFS example code.
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CHAPTER 3

A GENERALIZATION OF T-WAY COVERAGE

Based on the previous discussion, we shall now proceed to address the limitations and open

issues identified in existing solutions. The first issue we shall tackle is that of expressiveness.

To this end, in this chapter, we introduce a generalized version of the classical t-way testing

problem, which we shall call Φ-way testing. The principle consists of replacing the notion of

testing strength (t) with an arbitrary set of Boolean conditions on parameter values (Φ).

Formalizing the test case generation problem in such a way brings a few advantages. First, by

building an appropriate set of Boolean conditions, one can revert back to the classical t-way

testing problem. In the same way, one can use the set Φ to describe constraints that are either

universal (must apply to every test case) or existential (must apply to at least one test case).

As we shall see, there exist a number of realistic scenarios where such a generalized form of

combinatorial testing is necessary.

We end the chapter by showing how the Φ-way test case generation can be solved exactly,

by reducing it alternately to the graph coloring problem, or the hypergraph vertex covering

problem. By “exactly”, we mean that finding the minimal solution for either of this problem

results in a test suite that is guaranteed to be of minimal size.



3.1 PROBLEM FORMALIZATION

As a first step, we shall give a formal definition of Φ-way test coverage. Let D0,D1, . . .Dn−1

be domains (sets of possible values) for n different parameters p0, . . . , pn−1. Let Φ =

{ϕ0, . . . ,ϕm−1} be a set of m Boolean formulæ whose ground terms are of the form pi = d,

for pi one of the parameters and d ∈Di. A Φ-way covering is a set Σ ∈ 2D0×···×Dn−1 , such that

for every ϕi ∈ Φ, there exists an assignment of values σ ∈ Σ that makes ϕi evaluate to true

(which we shall note σ |= ϕi).

One can see how this problem is a generalization of classical t-way test case generation

introduced in Chapter 1. Given parameters p0, . . . , pn−1 with domains D0,D1, . . .Dn−1, we

can construct Φ as the smallest set such that for every set of t parameters p1, . . . , pt and

values d1, . . . ,dt in their respective domains, the formula p1 = d1∧·· ·∧ pt = dt is in Φ. Since

the resulting Φ-way covering ensures that every formula in Φ is true, it follows that every

combination of values for t parameters is present in the set. As an example, Table 3.1 gives

the set of constraints representing the 2-way covering of the set of parameters a, b and c, each

having two possible values.

Φ-way testing also supports mixed strength testing. To use mixed strength testing, one simply

has to include the appropriate set of of constraints into the mix. In an example illustrated by

Table 3.2, we can see how to support t = 3 coverage for a,b,c while supporting only pairwise

coverage for a,b,c with d. Again, each parameter has two possible values.

However, we can show that Φ-way covering is a strict generalization of t-way test case

generation, as finding one solution to the problem is in the same complexity class as finding

the best solution for a t-way test case generation problem (Tai & Lei, 2002).

Theorem 1. Finding a solution to the Φ-way Covering problem is NP-complete.
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Strength Φ-way formulas
t = 2 a = 0∧b = 0,a = 0∧b = 1,a = 1∧b = 0,a =

1∧b= 1,a= 0∧c= 0,a= 0∧c= 1,a= 1∧c=
0,a = 1∧c = 1,b = 0∧c = 0,b = 0∧c = 1,b =
1∧ c = 0,b = 1∧ c = 1

Table 3.1: The set of Boolean constraints representing the 2-way coverage of three 2-valued
parameters named a, b, c.

Strength Φ-way formulas
t = 2 a = 0∧d = 1,a = 1∧d = 0,a = 1∧d = 1,b =

0∧d = 0,b = 0∧d = 1,b = 1∧d = 0,b = 1∧
d = 1,c = 0∧d = 0,c = 0∧d = 1,c = 1∧d =
0,c = 1∧d = 1

t = 3 a = 0∧b = 0∧c = 0,a = 0∧b = 0,∧c = 1,a =
0∧b = 1,∧c = 0,a = 0∧b = 1,∧c = 1,a = 1∧
b = 0,∧c = 0,a = 1∧b = 0,∧c = 1,a = 1∧b =
1,∧c = 0,a = 1∧b = 1,∧c = 1

Table 3.2: The set of Boolean constraints representing mixed strength coverage of a, b, c, d.

Proof. Given a set Σ, verifying that each ϕi ∈Φ is satisfied at least once amounts to evaluating

it with every σ ∈ Σ, which is done in polynomial time; hence the problem is in NP. Solving

Φ-way covering when Φ consists of a single Boolean expression ϕ is nothing but solving the

satisfiability problem (SAT) for ϕ; hence the problem is NP-hard.

As far as we could check, the problem of generating t-way test cases has never been generalized

to account for a set of arbitrary Boolean conditions that must each apply in at least one test.

Given some condition ϕ , Φ-way covering requires that there exists at least one test in T that

satisfies ϕ , i.e. ∃t ∈ T : t |= ϕ . On the contrary, tools like Tcases, PICT, Jenny and VPTag1

allow the expression of universal constraints that must apply to every test case of the test

suite. More precisely, it is possible to write conditions that must be true for some attribute

to be allowed to take a given value, using some form of if-then construct or by specifying

forbidden value combinations. A constraint ψ in these tools must be true for all test cases, i.e.
1http://sourceforge.net/projects/vptag/
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∀t ∈ T : t |= ψ .

This is in fact the exact logical dual of Φ-way covering. It follows easily that it is impossible

to find ϕ and ψ that make both expressions equivalent for any arbitrary set T . Hence, the

introduction of Φ-way coverage allows us to express and solve some problem instances that

current approaches cannot. For example, Jenny allows a simpler form of constraint, where one

can specify forbidden value combinations; these amount to Boolean expressions of the form

¬(p1 = x∧·· ·∧ pk = x), which must again hold for every test case.

This can be illustrated by a simple example. In scenario we described earlier, one might

be interested in generating a test suite such that every combination of two attributes with

different values is covered, and not care about the rest. This would result in the following

set of conditions, for which a solution can easily be found using the technique that will be

described in this chapter:

{a = 0∧b = 1,a = 0∧b = 1,a = 0∧ c = 1,a = 1∧ c = 0,b = 0∧ c = 1,b = 1∧ c = 0}

Yet, it is impossible to solve the same problem using pairwise generation by writing dependen-

cies of the form (p = c)→ ϕ that must be true in all test cases. At best, one can express the

fact that in all test cases, every attribute must be equal to some other attribute.

3.2 USE CASES FOR Φ-WAY COVERING

While t-way test case generation has proved useful in many scenarios, it was shown how

in some situations, constraints must be added to the original t-way requirement to correctly

handle the problem at hand. Current tools and algorithms have focused up to now on universal

constraints, which must hold true on every test case of the test suite. For example, in some
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situations, a combination of values for two parameters might be mutually exclusive: one can

imagine a function which can send its output either to stdout or to a file; it does not make

sense, in such a case, to set the output parameter to stdout, and to have a non-empty value for

parameter filename. This constraint must apply to every test case produced by an algorithm.

However, the question of existential constraints, as is the case in the Φ-way covering presented

above, has been studied much less often. Yet, in the following, we show three test case

scenarios where such constraints are required —that is, the same functionality cannot be

obtained, or expressed differently, using only universal constraints.

3.2.1 COMPLETING AN EXISTING TEST SUITE

A first upside of modeling test case generation in such a way is that it easily addresses the

seeding issue mentioned in Section 2.1.6. As an example, suppose we have an existing test

suite, which does not cover all t-combinations of values. One would like to extend that test

suite, keeping existing test cases but adding the minimum number of new tests so that 100%

coverage of all t-combinations is achieved.2 Imagine for example parameters a, b and c, each

with domain {0,1}, and a test suite T composed of only two tests: {(a = 0,b = 0,c = 0),(a =

0,b = 0,c = 1)}.

To find an extension to that test suite, it suffices to first generate the set Φ of conditions

corresponding to t-way coverage as described above (for example, for t = 2, we obtain the set

in Table 3.1). We then create one existential condition for each test in T ; in the present case,

this would lead to the addition of conditions a = 0∧b = 0∧ c = 0 and a = 0∧b = 0∧ c = 1

to Φ. We then solve the Φ-way covering problem. By construction, any minimal solution for

this problem is the smallest way to obtain t-way covering while preserving the existing tests.
2Note how this is different from finding the minimum number of tests from scratch, as the existing test cases

may not be part of an optimal solution, yet must be kept.
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3.2.2 EQUIVALENCE CLASSES

In some cases, the original requirement of t-way coverage might prove needlessly strict.

Φ-way coverage allows one to relax these conditions, while still looking for an optimal test

suite. Consider for example parameters a, b and c with domains {0, . . . ,9}, {0,1} and {0,1},

respectively. Suppose that some values of a are equivalent in its relationship with b; for

example, all values of a < 5 behave in the same way when b = 0. In other words, when b = 0

and c has some arbitrary values, all values of a < 5 exercise the same functionality and do not

need to be tested separately.

It is not possible to express such a fact using standard t-way test covering algorithms, which

will produce an overly strong (and large) test suite, as they will try to cover all combinations of

values for a, b, and c. Moreover, it is not possible either to recover from this issue by writing

universal constraints, unless one forces the selection of one value for a when b = 0, which in

turn might prevent the resulting test suite from being optimal. Finally, one can imagine more

complex dependencies on parameter values where imposing fixed values to parameters in an

optimal way amounts to nothing but hard-coding the solution by hand inside the constraints.

On the other hand, this situation is nicely handled in Φ-way covering. When generating the set

Φ of constraints for t-way covering, it suffices to replace all conditions a = x∧b = 0∧ c = x′

(where xi < 5 and some fixed value x′) by the single condition a < 5∧b = 0∧c = x′, and then

to solve the resulting Φ-way problem.

The reader shall remark that the same thing cannot be achieved by replacing the values 0 to 4

in the domain of a by a symbolic value meaning “a < 5”, and to solve the corresponding t-way

problem. Indeed, all combinations of values of parameters a and c are still considered distinct;

these combinations will be missed if values 0 to 4 are amalgamated into a single symbol.
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3.2.3 MC/DC TESTING

The modified condition/decision coverage (Hayhurst et al., 2001) (MC/DC) is a code cov-

erage criterion for test cases which, among other things, requires that each condition in a

decision takes on every possible outcome, and that each condition in a decision is shown to

independently affect the outcome of the decision.

The question of performing both t-way testing and MC/DC testing in a single test suite has

only been recently studied (Duan et al., 2015). Current approaches have measured the amount

of MC/DC coverage provided by a t-way test suite, without providing any specific adaptation

of existing algorithms for MC/DC coverage (and vice versa). Therefore, any good MC/DC

coverage obtained by a t-way test suite is, for the moment, unintentional.

However, this can be handled with Φ-way covering. One first generates the set Φ of conditions

required for t-way coverage, as was described earlier. To obtain MC/DC coverage, one simply

adds to Φ the conditions corresponding to MC/DC. By construction, any solution to the

resulting problem will make sure that each of the t-way conditions is met by at least one test

case, and that each of the MC/DC conditions will also be met by at least one test case. Note

that this may result in more test cases than for any problem taken separately; however, any

minimal solution of the combined problem is guaranteed to be optimal.

3.3 SOLVING Φ-WAY TESTING WITH GRAPH COLORING

As we have seen, Φ-way testing is a generic manner of formulating constraints over a test suite,

which, among other things, encompasses classical t-way combinatorial testing. However, so

far we haven’t explained how such a general problem can be solved. Rather than developing a

custom algorithm specific to this problem, we shall use an approach based on the principle of
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reduction. In the following, we describe how the original Φ-way problem can be translated

(i.e. “reduced”) into two problems on graphs.

First, we describe a construction that converts a set of Boolean conditions on test cases into a

particular type of graph, and show how finding a coloring of this graph can be used to build a

corresponding test suite.

3.3.1 CONSTRUCTION

Given a set of Boolean formulas Φ, the conjunctive closure of Φ is the smallest set Φ′ ⊇Φ

such that if ϕ,ϕ ′ ∈Φ′, then ϕ ∧ϕ ′ ∈Φ′.3 A set Φ is said to be maximally satisfiable if every

formula in its conjunctive closure is satisfiable.

We shall now devise a construction that reduces the problem of Φ-way covering to the problem

of graph coloring. Let G = ⟨V,E⟩ be a graph such that V = Φ, and E is such that there is an

edge between two vertices ϕ,ϕ ′ if and only if ϕ ∧ϕ ′ is unsatisfiable. Let C be a set of vertex

“colors” and κ : V →C a function assigning a color to every vertex of the graph. For k = |C|,

the function κ is called a k-coloring if it is surjective and moreover, any two adjacent vertices

are not assigned the same color. We will define Vc ⊆V as the set of vertices that are assigned

color c by κ (and by extension, the set of all Boolean expressions assigned to these vertices).

Figure 3.1 shows an example of such a coloring, for the set of constraints given in Table 3.1.

Theorem 2. Let Φ be a set of formulæ, G be the graph constructed from Φ as described above

and κ be a k-coloring of G. If Vc is maximally satisfiable for every c ∈C, then there exists a

Φ-way covering Σ such that |Σ|= k.

Proof. Define Φc as the conjunction of all expressions in Vc. One can construct a test case
3Although Φ′ is potentially infinite, it can be restricted to a finite subset by avoiding constructing expressions

of the form ϕ ∧ϕ , which are equivalent to ϕ .
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a=0 ∧ b=0

a=1 ∧ b=0

a=1 ∧ b=1
a=1 ∧ c=0

a=1 ∧ c=1

a=0 ∧ b=1

b=1 ∧ c=0

b=1 ∧ c=1

b=0 ∧ c=0

b=0 ∧ c=1
a=0 ∧ c=0

a=0 ∧ c=1

Figure 3.1: The graph constructed from the constraints given in Table 3.1, and a possible 5-
coloring.

from Vc by choosing any satisfying assignment of variables of Φc. Such an assignment exists,

since Vc is maximally satisfiable. Let Σ be the set of all test cases constructed in such a way,

for every color c ∈C. Since every vertex is given a color, taken together, the test cases in Σ

satisfy every condition of Φ at least once, and hence constitute a Φ-way covering.

This result shows that a minimal Φ-way coverage can be computed by converting the problem

into the classical graph coloring problem, provided that the resulting coloring produces

maximally satisfiable sets of vertices. This is not always true in the general case; Figure 3.2

shows a graph whose coloring is not maximally satisfiable. One can see that for every pair of

vertices, it is possible to find values for a and b that satisfy both conditions; this is why no

vertex is connected to any other. Hence it is possible to assign the same color to every vertex;

however, one can see that the conjunction of the condition of all three nodes is a contradiction

—in other words, it is not possible to form a test case out of it. However, we can show that a

coloring is always maximally satisfiable if we impose restrictions on Φ.

Theorem 3. Let Φ be a set of Boolean formulæ {ϕ1, . . . ,ϕn}, where each ϕi is a conjunction

of atomic propositions of the form p j = d. If ϕi∧ϕ j is satisfiable for any pair of formulæ
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a=0 ∨ b=0 a=1 b=1

Figure 3.2: A graph whose coloring is not maximally satisfiable.

ϕi,ϕ j ∈Φ, then Φ is maximally satisfiable.

Proof. Suppose the contrary. Then there exists a set S⊆ 2[1,n] of indices such that
⋀︁

i∈S ϕi is

unsatisfiable. Since every ϕi is a conjunction of parameter-value equalities, this entails that

there exist two assertions p j = d and p j = d′ such that d ̸= d′. Let k,k′ ∈ [1,n] such that the

first assertion occurs in ϕk and the second occurs in ϕk′ . Then ϕk∧ϕk′ is unsatisfiable, which

contradicts the hypothesis.

3.3.2 COMPLEXITY RESULTS

This result has a couple of important consequences. First, we can show that any classical

t-way covering problem generates a graph that satisfies the hypotheses of Theorem 3.

Corollary 1. Let G = ⟨V,E⟩ be a graph generated from a t-way problem instance and let

κ : V →C be a coloring of G as defined above. For any color c∈C, Vc is maximally satisfiable.

Proof. Since every vertex in Vc is a conjunction of expressions of the form p j = d, the result

follows from Theorem 3.

Hence finding a set of k test cases, if it exists, can be solved by converting the problem to

k-coloring. Second, and perhaps most importantly, the previous construction provides us with

a means of calculating the exact lower bound to the number of tests required to achieve t-way

coverage. This bound is nothing but the chromatic number of the graph. The chromatic number
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of a graph χ(G) represents the smallest number of colors that a graph can have, while being

colored properly. In addition, a graph with χ(G) = k is called a k-chromatic graph. Moreover,

it is possible to compute this optimal size without even generating the solution, by constructing

the chromatic polynomial of the graph; the chromatic number (and hence the smallest number

of tests cases required) is the smallest integer that is not a root of this polynomial. This result is

important from a theoretical point of view: so far, existing algorithms for t-way test generation

cannot give any guarantee with respect to the minimality of the solutions they provide. This

is why, for many t-way problems, only “best known” lower bounds are provided (Colbourn,

2018).

The current best known algorithm can find a k-coloring in time O(2n ·n), where n represents

the number of constraints (Björklund et al., 2009). Given that the chromatic number can be

known directly through the method described above, this gives us the same complexity for

generating a minimal set of test cases. In the absence of the known value, one can fall back on

simple dichotomic search, as the desired value k lies between 1 and C(t,n)×|D|t , the total

number of combinations for values of t parameters.

3.3.3 RELATION TO PREVIOUS WORK

The use of graph coloring for t-way test case generation was first suggested by Cheng et al.

(Cheng et al., 2003). However, there are several differences between this related approach and

the one suggested here. First, while the approach allows one to pick sets of parameters for

which coverage is required, it is assumed that all combinations of their values must be present

in the resulting solution. Our construction is more flexible and allows us to express arbitrary

tuples of values of irregular length (e.g. a = 0∧b = 0, a = 1). Moreover, graph coloring is

used by Cheng et al. only to pick a subset of parameters on which an initial t-way must then
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be generated by some other means; that solution is then “blown up” to include coverings for

the remaining parameters; as a consequence, the minimality of the resulting covering is not

ensured.

3.4 SOLVING Φ-WAY TESTING WITH HYPERGRAPH VERTEX COVER

The graph coloring approach can only be applied when the set of assertions resulting from

the initial constraints is maximally satisfiable. Yet, there exist situations where this additional

hypothesis does not hold. Hence, we present an alternate method that attempts to alleviate this

problem.

This method is a reduction of the Φ-way covering problem to finding a vertex covering of

some hypergraph. As a reminder, a hypergraph is a tuple G = ⟨V,E⟩, where V is a set of

vertices and E ⊆ 22V
E ⊆ 2v is a set of edges. A hypergraph generalizes a classical graph by

having edges that may link more than two vertices. A vertex covering of some hypergraph

G = ⟨V,E⟩ is a set of vertices V ′ ⊆ V , such that for every edge e = {v0,v1, . . . ,vk} ∈ E, we

have that e∩V ′ ̸= /0. Hence every hyperedge of the graph is adjacent to at least one vertex in

V ′.

3.4.1 CONSTRUCTION

Given parameters p0, . . . , pn−1 with domains D0,D1, . . .Dn−1, let Φ be a set of Boolean

constraints whose ground terms are parameter-value equalities. Define V = D0×D1×·· ·×

Dn−1 as the set of all possible combinations of values for each parameter. The set of hyperedges

E is then constructed such that e = {v0,v1, . . . ,vk} ∈ E if and only if there exists some ϕ ∈Φ,

such that vi ∈ e if and only if vi |= ϕ . In other words, each condition ϕ ∈ Φ is associated
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a=0, b=0

a=0, b=1

1

a=1, b=0

2

3

a=1, b=1

3

3

Figure 3.3: The hypergraph constructed from the constraints Φ = {a = 0,b = 0,a ̸= 0∨b ̸= 0}.
Numbers are used to label segments belonging to the same hyperedge.

to exactly one hyperedge, linking all vertices giving values for parameters that make that

condition evaluate to true.

Figure 3.3 gives an example of such a construction, for the simple set of conditions Φ = {a =

0,b = 0,a ̸= 0∨b ̸= 0}, assuming that parameters a and b have the same domain D = {0,1}.

One can see that the hyperedge labeled “1” links all vertices with values satisfying the first

condition (a = 0); similarly, the hyperedge labeled “2” links all vertices with values satisfying

the second condition (b = 0). Finally, the hyperedge labeled “3” links all vertices with values

satisfying the last condition (a ̸= 0∨b ̸= 0); this last edge links three vertices.

We shall now demonstrate how one can extract a Φ-way covering out of a vertex cover.

Theorem 4. Let p0, . . . , pn−1 be parameters with domains D0,D1, . . .Dn−1, and Φ be a set of

Boolean constraints whose ground terms are parameter-value equalities. Let G = ⟨V,E⟩ be

the hypergraph constructed from a set of conditions Φ as described above, and let V ′ be a

vertex covering for G. There exists a set Σ⊆ D0×D1×·· ·×Dn−1 that is a Φ-way covering;

moreover, this set is of size |V ′|.
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Proof. It suffices to show that Σ = V ′ is the set we are looking for. By construction, every

hyperedge of G is adjacent to some v ∈V ′. By construction, this entails that for every ϕ ∈Φ,

there exists a combination of parameter values v such that v |= ϕ , hence V ′ is a Φ-way

covering.

In Figure 3.3, vertices forming a possible covering of size 2 have been identified in yellow.

One can see how every hyperedge is indeed adjacent to some yellow vertex. Moreover, it

is easy to see that no covering of size 1 could achieve the same result. Hence, finding the

minimal Φ-way covering amounts to finding the minimal vertex covering of the hypergraph G

constructed from Φ.

Contrary to the graph coloring reduction described in Section 3.3, the reduction to hypergraph

vertex cover works for arbitrary existential conditions, thus dropping the requirement for

maximal satisfiability that was necessary in the former. Moreover, universal conditions (which

must be true for every test case) can also be taken into account in a very straightforward way.

Given a set Φ′ of such constraints, it suffices to remove from V any vertex for which one of

the constraints in Φ′ evaluates to false. Since each vertex completely defines the values of all

parameters, such an evaluation is always possible, and the fate of every vertex can always be

determined. The computation of a vertex cover can then proceed on the pruned graph.

By construction, all vertices in the graph that remains fulfill all the conditions in Φ′. In

addition, the vertex cover guarantees that each hyperedge (i.e. each existential condition) is

covered at least once. Hence this construction allows us to handle both arbitrary universal and

arbitrary existential conditions at the same time.
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3.4.2 COMPLEXITY RESULTS

We have already shown that finding a vertex covering of a given size k is NP-complete.

However, finding the minimal value such that a covering exists is a much harder problem in

the general case. Providing the latest complexity results for this problem is out of the scope of

this thesis, as abundant literature on the subject can easily be found. It is known, for example,

that if d is the maximal cardinality of hyperedges and n is the size of the hypergraph, there

exists an algorithm that finds a covering of size k in time dknO(1) (Flum & Grohe, 2006).

Upper bounds have also been demonstrated for approximation algorithms. For example, one

can construct a maximal matching by greedily adding edges and then let the vertex cover

contain all endpoints of each edge in the matching. It can be shown that this algorithm

produces a vertex covering at most d times larger than the optimal solution. For d = 2, a

slightly lower factor of 2−o(1) has been demonstrated (Halperin, 2002; Karakostas, 2005).

Hypergraph covering is also equivalent to another problem called hitting set. Given a set of

sets of elements E = {e1, . . .en}, a hitting set is a subset V that intersects with every ei ∈ E.

When E is the set of hyperedges of G, a hitting set is precisely a set of vertices covering every

edge of the hypergraph.

These results can be transferred directly to Φ-way and t-way covering. Given uniform domains

of size |D| for each parameter, classical t-way covering for a set of n parameters generates a

hypergraph with |D|n vertices whose edges are of uniform cardinality k = |D|n−t . Applying a

result from Khot and Regev (Khot & Regev, 2008) which assumes the so-called unique games

conjecture, this entails that finding the minimal number of tests is hard to approximate within

any constant factor better than k.
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3.4.3 RELATION TO PREVIOUS WORK

The use of hypergraphs for test case generation appears to be even less common than for graph

coloring. They have been used to reason about orthogonal arrays (Raaphorst et al., 2014),

although not directly to compute an optimal set of test cases.

3.5 REVIEW OF GRAPH ALGORITHMS AND DATA STRUCTURES

In this section, we will discuss the algorithms and data structures we can use to solve a graph

coloring or a hypergraph vertex cover problem. Our efforts will be focused on techniques that

deal with the NP-Hard version of these problems.

3.5.1 GRAPHS

The reduction to a graph coloring problem implies the construction of a graph. The method

to construct a graph from Φ-way clauses is detailed in Section 3.3.1, but we provide a small

summary here.

The coloring of a graph allows to differentiate between compatible and incompatible elements.

Compatible clauses, which will share the same color in the final graph coloring, can be

combined together to create a test. A graph will always have a number of graph nodes – or

vertices – equal to the number of Φ-way clauses. In the graph coloring reduction, a Φ-way

clause becomes a full graph node. Then, these nodes are linked together with graph edges by

looking at whether or not two clauses a and b can coexist inside a test.

When designing a fast algorithm, the chosen data structure will have a large effect on the

performance of the algorithm, which is why it is important to carefully study our options;
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because scaling and speed are important goals.

How should this graph be stored as a data structure? There are at least two elements that need

to be stored using data structures: vertex colors and edges. The vertex colors are easily stored

using an indexed array. On the other hand, storing edge data is more complex. Before talking

about the possible design choices for storing edge data, we should mention that a good design

choice for storing edges is important because the number of edges grows very quickly; there

can be a number of edges close to V 2 in very dense graphs, where V is the number of vertices.

We will see several techniques for representing edges.

Another question of importance is about the structure of the graph. Graphs are called sparse

or dense depending on their density. A sparse graph will have a small number of edges,

comparable to its number of vertices, while a dense graph is the opposite. In the case of

t-way problems, the biggest factor that influences how many edges there are is the interaction

strength (t) of a given problem. With a stronger interaction strength, it becomes more frequent

that two graph nodes are not compatible, because there will be more parameters which have

to be similar. This increases the number of edges considerably. Therefore, the interaction

strength of a problem directly affects the density of the graph, and the density increases the

number of edges, which increases the size of the graph.

Storing edges

A first technique for storing graph edges is called the adjacency matrix. An adjacency matrix

is a n×n matrix, where n is the number of nodes in the graph. A cell in this matrix represents

the existence or non-existence of an edge between nodes a and b. When an edge is present

between these two nodes, the corresponding entry contains the value 1 and 0 otherwise. Since

we store very basic information inside the cells, we can use a matrix of byte values. Therefore,
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representing a 1000 vertex graph will take 1000×1000 bytes of memory. This technique uses

a lot of memory, but it is fast, and handles graphs of any density with the same amount of

storage required.

1 2 3 4 5 6 7 8 9 T

1

2 1

3 1 0

4 0 0 1

5 0 0 0 1

6 1 0 0 0 1

7 0 1 0 0 1 0

8 0 1 0 1 0 0 0

9 0 0 1 0 0 0 1 0

T 0 0 0 0 0 1 0 0 1

Vertex Color

1

2

3

4

5

6

7

8

9

10

Vertex Adj list

1 2,3,6

2 1,7,8

3 1,4,9

4 3,5,8

5 4,6,7

6 1,5,10

7 2,5,9

8 2,4,10

9 3,7,10

10 6,8,9

Adjacency matrix Adjacency List Color map

Figure 3.4: Adjacency matrix for the Petersen Graph.

We can further divide the final graph size by two by using a storage trick. This storage trick

works as follows: Let vertex b be the 10th vertex, and vertex a the 5th vertex. We refer to

vertex a as the smaller vertex, because its unique identifier is a smaller number. When we want

to look at the adjacency of a and b, we look inside the adjacency list of b for the answer. The

technique is simply that a given vertex will only store information about the adjacency between

itself and “smaller” vertices. Figure 3.4 shows this storage trick applied to the Petersen graph

(Holton & Sheehan, 1993).
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The bit array

The bit array, also called Bitset or Bitmap, is another useful data structure for storing an

adjacency matrix. The main difference with the last technique is that instead of using a byte

for storing 0 or 1, we can use a single bit. At the cost of more implementation complexity,

the bit array will use an eighth of the space of the byte array. The bit array is cache friendly

just like the array and leverages bit-level parallelism. Bit-level parallelism occurs when a

processor can work on several bits at the same time, using only one instruction. In our context,

by working on several bits at the same time, we are essentially working on several graph edges

at the same time.

10001010

Bit array

This is a bit array of 64 bits for the set that contains:

(1,3,7,22,45)

This bit array can be loaded inside a 64 bits register

in a single memory operation, which enables bit-

level parallelism.

0 1 2 3 4 5 6 7

00000000
8 9 10 11 12 13 14 15

01000000
16 17 18 19 20 21 22 23

00000000
24 25 26 27 28 29 30 31

00000000
32 33 34 35 36 37 38 39

00100000
40 41 42 43 44 45 46 47

00000000
48 49 50 51 52 53 54 55

00000000
56 57 58 59 60 61 62 63

Figure 3.5: Representation of the set {1,3,7,22,45} using a bit array.

The bit representation also lowers the amount of memory operations required to read the same

amount of information. An example of this can be seen in the code of Figure 3.6, which is

taken from Lemire (2020) and shows a good way to iterate through a bit array while grabbing

the index of every “1” bit. In this particular example, we use two loops. In the outer loop, we

read a word of size 64 bits, and in the inner loop, we find and save the position of every bit in

the out array. This code relies on several moves. At line 8, they use AND operator to isolate

the value equal to the lowest bit alone, in the t variable. Then, we use the compiler function
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called builtin_ctzl – which exists in GCC 4 and LLVM’s Clang 5 – to find the amount of

leading zeroes, which also gives us the index of the bit inside the 64 bits variable. If applied

on the bit array of Figure 3.5, the function would return “1”. At line 11, we use the t variable

calculated earlier to remove the bit we just processed using the XOR operator.

Figure 3.6: Iterating over bits quickly (C code).

The compiler intrinsic function counts leading zeroes, and such functions have been around

since the 1980s in CPUs. The function is also available in Java under the name numberOf-

TrailingZeros. This code can be made to be even faster with the use of a SIMD 6 instruction

set. The SIMD technology gives access to special hardware instructions on bigger registers,

which benefits execution speed. According to a study by Zhou & Ross (2002), the use of these

larger instruction sets reduces branch misprediction effects, which results in a superlinear

speedup for algorithms. Today, the latest iteration of SIMD is called AVX-512, and it enables

processing data in 512 bits chunks (Intel, 2020). However, the drawback of using SIMD

instructions is that they are not available on all processors and all programming languages.

To conclude, we can say of bit arrays that they are a clear improvement over byte arrays
4https://gcc.gnu.org/
5https://llvm.org/
6Single Instruction, Multiple Data
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because they are much lighter. Their downside is a harder implementation. However, there are

certain situations where a bit array is inferior to a sorted list of integers. For instance, if we

have the set {3,10,10000}, we can represent it with a 6 bytes array (three 16-bit integers) or a

bitmap with 10000 bits (1250 bytes). To deal with cases like this, many compression methods

have been devised.

Compressed arrays

We have just seen that the bit array offers performance and size benefits compared to the

regular byte array. We can go even further than this by using compressed arrays. Compressed

arrays or compressed sets, can be obtained using two families of methods: bitmap compression

or inverted list compression (Wang et al., 2017). The two techniques achieve the same thing,

but the view of the data is different. For instance, the bitmap 00101 is equivalent to the {3,5}

inverted list.

Bitmap compression has been historically done by RLE (Run-length encoding) methods such

as WAH (Wu, 2001), Concise (Colantonio & Di Pietro, 2010) and EWAH (Lemire et al.,

2010). More recently, methods using hybrid designs, such as Roaring have shown even better

performance (Chambi et al., 2015).

Inverted-list compression techniques achieve the same goal, but from a different point of

view. These techniques work from a list of sorted integers, instead of working from a set of

uncompressed bits. The general wisdom is this: from the sorted list of integers, we compute the

delta between successive integers, and then we compress those deltas. These deltas are called

d-gaps. Therefore, a list like {10,12,14,17,20} becomes {10,2,2,3,3} Some techniques in

this family are: PforDelta (Zukowski et al., 2006) and VB (Cutting & Pedersen, 1989).
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The Roaring bitmap

Roaring bitmaps (Chambi et al., 2015; Lemire et al., 2016, 2018) have been recommended

by Wang et al. (2017) as one of the best compressed bitmap data structure. The library is

also used in several open-source projects such as Apache Druid (Chambi et al., 2016) and

Apache Lucene (Białecki et al., 2012). Roaring is an hybrid compression method that works

by partitioning the 32-bit space of integers in chunks that handle up to 216 values each.

Every chunk also keeps track of its “chunk index”, which represents the 16 most significant

bits of every value in the chunk. For instance, if we store the value 5 in a Roaring bitmap, the

value will be in the 0x0000 chunk. The containers can be of three different types: a bit array

of 216 bits, a sorted array of up to 4096 16-bit integers and a run container. The sorted array

has a limit of 4096 16-bit values because beyond that point, it is heavier than the full bitset. A

run container is a container made of runs, which are pairs of 16 bit integers. The first integer

in the pair is the starting value, and the second value represents the length of the run. Run

containers are efficient at representing contiguous sequences of numbers.

Figure 3.7 from Lemire et al. (2018) shows the in-memory layout of the Roaring data structure.

The top array is an array of <index,pointer> pairs. The index is the 16-bit chunk index. The

container is an object that also stores the cardinality – the number of elements in the chunk

– in a 16-bit value. If we look at the figure, the left chunk is a sorted array container. The

cardinality of this chunk indicates that it has 1000 values in it. The chunk weights 2 Kb. The

middle container is a run container with three runs. In the case of the run container, we store

the number of runs – because it gives a boundary to the container – and we calculate the

cardinality on-demand. Finally, we have the bitmap container that contains the set of even

integers in [2×216,3×216).
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Figure 1. Roaring bitmap containing the first 1000 multiples of 62, all integers in the intervals [216, 216 + 100),
[216 + 101, 216 + 201), [216 + 300, 216 + 400) and all even integers in [2× 216, 3× 216).

symmetric difference (§ 4.4) of arrays using SIMD instructions might be novel and of general
interest.

• We benchmark our C library against a wide range of alternatives in C and C++. Our results
provide guidance as to the strengths and weaknesses of our implementation.

We focus primarily on our novel implementation and the lessons we learned: we refer to earlier work
for details regarding the high-level algorithmic design of Roaring bitmaps [18, 19]. Because our
library is freely available under a liberal open-source license, we hope that our work will be used to
accelerate information systems.

2. INTEGER-SET DATA STRUCTURES

The simplest way to represent a set of integers is as a sorted array, leading to an easy implementation.
Querying for the presence of a given value can be done in logarithmic time using a binary search.
Efficient set operations are already supported in standard libraries (e.g., in C++ through the Standard
Template Library or STL). We can compute the intersection, union, difference, and symmetric
difference between two sorted arrays in linear time: O(n1 + n2) where n1 and n2 are the cardinalities
of the two arrays. The intersection and difference can also be computed in time O(n1 log n2), which
is advantageous when one array is small.

Another conventional approach is to implement a set of integers using a hash set—effectively a
hash table without any values attached to the keys. Hash sets are supported in the standard libraries
of several popular languages (e.g., in C++ through unordered_set). Checking for the presence of a
value in a hash set can be done in expected constant time, giving other hash-set operations favorable
computational complexities. For example, adding a set of size n2 to an existing set of size n1 can
be done in expected linear time O(n2)—an optimal complexity. The intersection between two sets
can be computed in expected O(min(n1, n2)) time. However, compared to a sorted array, a hash set
is likely to use more memory. Moreover, and maybe more critically, accessing data in the hash set
involves repeated random accesses to memory, instead of the more efficient sequential access made
possible by a sorted array.

Figure 3.7: Roaring bitmap example from Lemire et al. (2018). Reprinted with permission from
Wiley.

To conclude, Roaring bitmaps are very interesting because they can adapt to the density of the

integer set they are storing by switching to the optimal techique for it. Therefore, we expect

that Roaring bitmaps will do well when storing graph of different densities. There is also a

Java implementation 7, which is interesting for us because it means that we can use the library

from Apache Spark. Also, the Roaring Bitmap has a smaller footprint when serialized, and it

also supports the union operation, which is important for MapReduce algorithms. We have

now seen several techniques for compressing the edges of a graph. Next, we will see how to

run a simple greedy algorithm for coloring a graph.

7https://github.com/RoaringBitmap/RoaringBitmap
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3.5.2 A GREEDY ALGORITHM

The following greedy algorithm is called “Order Coloring”. The algorithm simply colors the

graph in the given order of the vertices. First it colors vertex 1, then vertex 2, and so on. By

doing this, this algorithm does the minimal amount of work required to color a graph. A vertex

will only look at its relevant neighbors in order to color itself.

Algorithm 4: Order Coloring.
input : colors: a table of vertex→ color,

vertices: the adjacency matrix
output : colors

1 maxColor← 0
2 for every vertex v of vertices do
3 ad jcolors← new Array[maxColor+1]
4 for every entry i in v’s adjacency list do
5 if v is adjacent to i then
6 ad jacentColor← colors[i]
7 ad jcolors[ad jacentColor]← 1
8 end
9 end

10 c← color(adjcolors)
11 if c > maxColor then
12 maxColor← c
13 end
14 colors[i]← c
15 end
16 return colors

At every iteration, a vertex looks at its own adjacency list to build a list of colors it is adjacent

to, and picks the lowest available color. This means that for instance, vertex #5 would look

at four entries in its adjacency list, while vertex #5000 looks at 4999 entries. Therefore, the

algorithm performs more work in its later iterations. In order to generate a different graph

coloring, one needs to generate a new adjacency matrix by replacing the vertex ordering.

Algorithm 4 shows the pseudocode of this algorithm, and Figure 3.8 shows the step-by-step

execution of the algorithm. The algorithm is very straightforward: we simply assign colors in
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the order of the vertices. A weakness of this method is that by not building the full adjacency

matrix, we have to recalculate a new adjacency matrix if we relaunch the algorithm with a

new vertex ordering.

1 2 3 4 5 6 7 8

1

2 1

3 1 0

4 0 0 1

5 0 0 0 1

6 1 0 0 0 1

7 0 1 1 0 1 0

8 0 1 0 1 0 1 1

Figure 3.8: A greedy algorithm.

Building the adjacency matrix during the algorithm

There is yet another way to reduce the memory consumption with this algorithm. To do this,

instead of building the adjacency matrix and coloring the graph, we build every adjacency

vector during the algorithm. In effect, we integrate the algorithm that builds the adjacency

matrix inside the coloring algorithm.

By doing this, we only need to store the original set of Φ-way clauses. Therefore, we are not

required to set aside any storage for an adjacency matrix. However, the drawback is that if we

want to relaunch the algorithm, we need to recalculate all of the adjacency data.
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3.5.3 THE DSATUR ALGORITHM

The DSATUR algorithm (Brélaz, 1979) is a greedy algorithm for graph coloring. It differs from

an usual greedy coloring algorithm by its use of the vertex degree and the vertex saturation

degree it its decision making. The degree of a vertex is the number of edges that connect to

the vertex. The saturation degree is the number of colors in the neighborhood of a vertex. For

instance, if vertex a has edges to vertices b,c and d and that b,c are colored, it has a saturation

degree of two.

Algorithm 5: DSATUR.
input : degrees: a table of vertex to degree, colors: a table of vertex to color
output : colors

1 while graph is not colored entirely do
2 candidates← []
3 vertexSaturation← []
4 for vertex i from vertices do
5 if vertex is not colored then
6 vertexSaturation[i]← ComputeSaturation()
7 end
8 end
9 candidates← PickBestCandidates(vertexSaturation)

10 v← PickVertex(candidates)
11 colors← Color(v, colors)
12 end
13 return colors

The algorithm works as follows. First, we color the highest degree vertex with the color 1. If

several vertices are equal in this regard, we pick one at random. Then, we repeat the following

process until the graph is colored: pick the vertex with the highest saturation degree. If several

vertices are equally good choices, pick the vertex with the highest degree. If there are ties for

this choice, pick a vertex randomly. Algorithm 5 shows a more detailed pseudocode for this

algorithm, and Figures 3.9 and 3.10 show a complete execution example.

Let us look at the tiebreaking mechanism of DSATUR by using the step-by-step example.

We can see that in Step 1 we first color the vertex with the highest degree, since no vertex
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Figure 3.9: The DSATUR algorithm.

is currently saturated with colors. Then, in Step 2, we have four vertices that are equally

saturated, and two vertices with the highest degree. We make a random decision and color

vertex #9 instead of vertex #10. The execution continues in the same manner until the graph is

completely colored.

The DSATUR algorithm does more work than other algorithms to create the graph coloring.

There is some experimental evidence (Lewis, 2015) that it yields small graph colorings than

the greedy algorithm.
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Figure 3.10: The DSATUR algorithm part 2.
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3.5.4 THE RECURSIVE LARGEST-FIRST ALGORITHM

The Recursive Largest-First algorithm (RLF) (Leighton, 1979) is an algorithm that colors a

graph color by color. To do this, we follow a few simple steps. We start with an uncolored

graph, we choose a vertex and color it with the color 1. Then, we color another vertex, as long

as it is not adjacent to the last one, or other vertices with the color 1. We repeat this process

until we cannot color more vertices with this color. Then, we pick a new vertex, we give it the

color 2, and start again. The algorithm ends when all vertices have been colored.

Algorithm 6: Recursive Largest-First Coloring.
input : X : the set of remaining vertices
output : colors

1 Let Y be the set of illegal vertices

2 Y ←{}
3 currentColor← 0
4 while X is not empty do
5 currentColor← currentColor+1
6 currentColorSet←{}
7 while X is not empty do
8 vertex← PickVertex(X)
9 currentColorSet← currentColorSet ∪ vertex

10 Y ← Y∪ Adjlist(v)
11 X ← X− (Y ∪{v})
12 end
13 colors← colorVertices(currentColorSet)
14 X ← Y
15 Y ←{}
16 end
17 return colors

This algorithm, just like DSATUR, also picks the most constrained vertices first, using the

same measures: saturation degree and vertex degree. The full description of the algorithm

can be seen in Algorithm 6. The algorithm is taken from (Lewis, 2015). We also include an

example in Figure 3.11.

In Figure 3.11, we choose the first vertex using the maximum vertex degree, because no vertex
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Figure 3.11: An execution of the Recursive Largest-First algorithm.

is saturated with colors yet. Vertex 2 is picked because it has the largest degree with 5. At

Step 2, we have the choice between two vertices, both with the same vertex degree, and we

pick one at random. The algorithm continues until it colors the whole graph. In this example,

the graph is colored optimally with three colors.
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3.5.5 HYPERGRAPHS

Let us now turn our attention towards algorithms for hypergraph vertex covering. In a

hypergraph, a hyperedge connects to multiple vertices, and therefore we can represent it as a

set of vertices or an array of vertices. If we uniquely identify vertices with integers, we can

also use integer compression techniques to compress the set. The same can be done with a

graph adjacency list. Figure 3.12 shows a hypergraph, and its associated data structure (here,

an array of integers).

0 1

2 3

4

5

Vertex counts

2 1 2 3 3 3

0 1 2 3 4 5

2,4,5

0,1,2,3

3,4,5

0,3,4,5

Hyperedges

2

4

5

2,4,5

Vertex counts

0 0 1 0 1 0

0 1 2 3 4 5

Hyperedges

Figure 3.12: Hypergraph vertex cover, greedy algorithm.

We recall that the hypergraph vertex cover problem – also called the set cover problem – is the

optimization problem of covering all hyperedges with the minimal amount of vertices. This

problem is also NP-Hard. The greedy algorithm for this problem has a very interesting quality:
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it has been proven to produce solutions that are very close to the optimum (Feige, 1998).

Algorithm 7: Hypergraph greedy algorithm.
input :X : the set of hyperedges
output :v: the chosen vertices

1 counts← buildCounts()
2 v← [ ]
3 while X is not empty do
4 u← getMostFrequentVertex(counts)
5 v← v∪u
6 counts← updateCounts(u)
7 X ← removeHyperedges(u)
8 end
9 return v

The greedy algorithm works as follows. In the first iteration, we pick the vertex that covers

the most hyperedges. If several vertices are equally good in this regard, we make a random

decision. Then, we destroy all hyperedges that contain this vertex. In the second iteration, we

do the same thing. The algorithm ends when all the hyperedges have been removed, and the

hypergraph is empty. The pseudocode for this algorithm is given in Algorithm 7.

The major challenge in the implementation of this algorithm is that a precise vertex count

needs to be maintained at every iteration. A good way to do this is to update a hash table, or

a lookup table (vertexid→ count). When a hyperedge is deleted, we decrease the count of

every vertex contained in it by 1.

A small execution example of this greedy algorithm can be seen in Figure 3.12. The example

uses a lookup table for maintaining the vertex count, and an array of arrays for representing

the hypergraph. In the first iteration, we calculate the vertex counts and obtain three vertices

{3,4,5} with the same count. We randomly choose vertex #3 and remove any hyperedge that

includes it. The vertex counts are then updated. In the final iteration vertex #2 is picked. The

final hypergraph vertex covering is therefore {3,2}.
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Algorithm 8: Pick vertex.
input :X : the set of vertices, colors: a table of vertex→ color
output : v: the chosen vertex

1 Let degrees be the table of vertex→ degree for X
2 Let vertexsaturation be a map vertex→ saturation for X
3 vertexsaturation← []
4 for all vertices v in X do
5 vertexsaturation[v]← CalculateSaturation(v, colors)
6 end
7 vertex← PickLargest(vertexsaturation, degrees)
8 return vertex

9 function calculateSaturation()
input :v: a vertex, colors: a table of vertex→ color

10 saturation← 0
11 for all neighbors of v do
12 if neighbor is colored then
13 saturation← saturation+1
14 end
15 end
16 return saturation

17 function pickLargest()
input :vertexsaturation: a map of vertex→ saturation,

degrees: a table of vertex→ degree

18 biggestSaturated← []
19 biggestSat← 0
20 for all entries i in vertexsaturation with e being the saturation of i do
21 if e is bigger than biggestSat then
22 biggestSat← e
23 biggestSaturated← biggestSaturated∪ i
24 continue
25 end
26 if e is equal to biggestSat then
27 biggestSaturated← biggestSaturated∪ i
28 continue
29 end
30 end
31 vertex←−1
32 for all entries i in biggestSaturated do
33 biggestDegree← pickBiggestDegree
34 if biggestDegree has a size > 1 then
35 result← PickRandom(biggestDegree)
36 end
37 end
38 return vertex
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CHAPTER 4

DISTRIBUTED ALGORITHMS

In this chapter, we introduce Apache Spark, our technology of choice for distributed computing.

Apache Spark is a cluster computing framework that allows us to describe a computation as a

sequence of data transformations on fault tolerant collections. The collection is called fault

tolerant because it is either replicated or can be recomputed by reapplying the transformations

on the data. These data transformations are automatically distributed on a cluster or a local

machine. Following this introduction to Apache Spark, we will dive into the details of our

work on distributed algorithms for Φ-way covering. First, we will see how to distribute a

Φ-way problem made of clauses by loading a file of clauses, or by generating the clauses

using an interaction strength value. Following this, we will detail our algorithms for graph

coloring and hypergraph vertex covering. Finally, we will also introduce a hybrid algorithm

based on IPOG called Distributed IPOG.

4.1 DISTRIBUTED COMPUTING WITH APACHE SPARK

The algorithms we propose are designed to operate on top of a precise distributed computing

platform, the Apache Spark environment (Zaharia et al., 2016, 2012), a unified analytics engine



developed for Big Data. Therefore, the first step is to describe the basics of the platform. In

this section, we will only introduce the basic concepts that are necessary in order to understand

the operation of the algorithms. Another good overview of this technology can be found on

the Apache Spark research web page (Apache Foundation, 2019).

Apache Spark runs on the Java Virtual Machine (JVM) platform and is programmed in the

Scala language (Odersky et al., 2004). The Spark API is usually accessed through Scala,

though other languages such as Java, Python and R are also supported. Compared to Hadoop,

Apache Spark allows for faster speed of execution, as it can keep a dataset cached in memory

throughout the whole computation. Hadoop (Lam, 2010), an open-source implementation

of Google’s MapReduce (Dean & Ghemawat, 2008b), is much slower because it is strictly

disk-based. Spark also comes with many other optimizations, such as optimized algorithms for

broadcasting variables (Chowdhury, 2014) and efficient algorithms for serialization of data.

4.1.1 RDDS AND PATTERNS

The point of a computing platform like Apache Spark is to think of distributed computing as a

sequence of data transformations on a distributed array of objects called a Resilient Distributed

Dataset (RDD). These objects can be of any type, as long as they can be serialized. The

whole computation cycle is managed by the driver program, a program that coordinates the

cluster throughout the computation. An Apache Spark program starts with the creation of one

or multiple RDDs from various data sources: a file on the driver program, a file on HFDS

(Shvachko et al., 2010), or a database. A RDD is then cut into partitions, and these partitions

are sent to different computers. Then, the user writes code to be applied to the RDD. The

programmer can apply a function to every element of the collection, or to every partition.

Spark programs are written in “patterns”. Most computing tasks of interest can be achieved
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using only a handful of generic programming patterns. For the most part, patterns are applied

at the element level, but some patterns like mapPartitions are applied at the partition level.

The most important patterns are the following:

• map: applies a function f to every element of the collection. Every element of the

existing collection outputs a new element, of any type.

• flatMap: applies function f to every element of the collection. Every element of the

existing collection outputs an array of elements, of any type. The resulting array for an

element is merged with the arrays produced by the other elements.

• mapPartitions: applies a function f to every partition of the collection. The output is

a new partition of any type. This pattern is very useful to locally aggregate data into a

hash table.

• reduce: applies a function that takes two elements of the collection as parameters and

produces a single element of the same type. This function is applied locally until there

is a single element in every partition. Then, the final elements are sent to the driver

program for the final aggregation. The reduce pattern returns the reduced element, it

does not return the RDD.

• reduceByKey: when a RDD is a collection of pairs, it is assumed that the first element

of the pair is the key. The reduceByKey pattern takes two values with the same key

as parameters and outputs a single value of the same type; and reduceByKey keeps

combining values until there is only one value left per key. The reduceByKey pattern

can be used, for instance, to calculate the frequency of words in a text.

• aggregateByKey: similar to reduceByKey but slightly more powerful, as we can

change the output type.
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• aggregate: Similar to reduce, but the output type can be changed. Returns the result

to the driver program.

4.1.2 A RUNNING EXAMPLE

To illustrate these concepts, we can look at a simple programming example with Scala and

Apache Spark. The goal of this example is to visualize how the data is partitioned, how

functions are applied via Spark patterns, how data of different keys is shuffled around to

different partitions, and finally how local aggregation and global aggregation works. The Scala

code can be seen in Figure 4.1, and the associated Figure 4.2 is a visualization of the whole

process. We should note that this example does not compute anything useful, it is simply

an easy way to see how we work on the collection elements using flatMap and aggregate

same-key elements using reduceByKey.

We start by creating a local cluster with four processors. By doing this, the default number

of partitions for any RDD will be equal to 4. Then, the SparkContext object is used to

parallelize a local collection of integers using the makeRDD function. The Spark Framework

then partitions this data equally on the four partitions. After this, we apply the flatMap pattern

in order to apply our function which transforms one collection element into an array of pairs.

The number of elements in the array is equal to the value of the element itself. The flatMap

function then merges all the resulting arrays into one array. The result of this transformation is

seen in Step 1. The RDD has now changed its type from RDD[Int] to RDD[(Int,Int)]. It is

now a collection of integer pairs.

This change of type into a RDD of pairs now allows the use of the reduceByKey pattern to

apply a function of aggregation which takes two elements a and b and produces an element

of the same type. In our case, the function is addition. Since addition is commutative, this
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object test extends App

{

val conf = new SparkConf().setMaster("local[4]").setAppName("Test with 4 partitions")

val sc = SparkContext.getOrCreate(conf)

sc.setLogLevel("ERROR")

val collection = Array(1,2,3,4,5,6,7,8) //local collection in JVM

val rdd: RDD[Int] = sc.makeRDD(collection)

val r2 = rdd.flatMap(elem => {

val results = new ArrayBuffer[(Int,Int)]()

for (i <- 1 to elem) {

results += Tuple2(i,1)

}

results

})

val r3: RDD[(Int, Int)] = r2.reduceByKey(  (a, b) => a+b)

r3.collect().foreach( println)

}

Figure 4.1: Apache Spark simple aggregation example using flatMap and reduceByKey.

function can be applied with any order of a and b and will always yield the same result. First,

the function is applied locally to every partition in order to perform a local aggregation. Then,

the result of this aggregation is sent around the “network” to the partition that handles the

final aggregation. This is called the shuffle. Here, we can notice that a given (key,value) pair

can calculate its destination partition number through the formula key mod N, where N is the

number of partitions. Finally, the collect operation is used to bring back the aggregated data

from the cluster to the driver program. As one can see, every Spark operation returns a new

collection, which enables a chain-call style of programming.

The next important notion about Spark is its use of lazy evaluation with its transformations

and actions. In Spark, a pattern is either an action or a transformation. When a pattern

is a transformation, Spark will put it on a stack of operations to execute –also called the

RDD lineage– and will wait. When a pattern is an action, Spark will serialize the closures 1

(Sussman & Steele Jr, 1975) of all existing transformations, and will trigger the computation

of the RDD. This mode of operation comes from the need to limit the number of iterations;

1A closure is a record of a function and the variables it has access to; closures are used in languages where
functions are first-class objects.
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Figure 4.2: A graphical representation of the operations performed by the code of Figure 4.1.
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this is done for performance reasons, since inter-server communication takes a lot of time. By

packaging data transformations together, the total communication time is reduced.

Spark does not automatically persist the result of its computations in memory. When a RDD

is computed by an action like collect, reduce or aggregate, the results are returned to

the driver program, and the RDD is immediately removed from memory. This means that an

iterative program written without any notion of this would see longer and longer run times as

it is continuously recalculating everything from scratch using the RDD’s lineage. The solution

to this is to use operations called cache, persist, checkpoint or localCheckpoint. The

cache function instructs Spark to keep the RDD in memory. The persist function allows

the programmer to specify other ways to preserve the RDD: disk, RAM and serialization

choices. The unpersist RDD function is used to remove the RDD from the cluster’s memory.

unpersist should be used on a cached RDD that is no longer useful. Calling unpersist is the

only way of removing these RDDs from memory, as Apache Spark cannot do it automatically.

The checkpoint functions are used to save a copy of the RDD while destroying its lineage.

Finally, the localCheckpoint function is especially useful because the RDD is saved in

memory, which makes things much faster.

Figure 4.3 illustrates the checkpointing process. On the left, the Directed Acyclic Graph

(DAG) quickly grows with each iteration to eventually grow beyond the stack size, which

causes the application to crash. Checkpointing a RDD means that the RDD is saved to memory

or disk, and the lineage restarts. Checkpointing to memory with localCheckpoint is the

fastest option.

One last feature of Spark used in our algorithms is the broadcast variable. The broadcast

variable makes a data structure from the driver program available to all the cluster, in an

efficient way. The broadcast variable is deleted when the variable goes out of scope, or when
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unpersist is explicitly called. The internal documentation of Apache Spark describes that a

BitTorrent-style algorithm (Cohen, 2003) is used to broadcast the variable efficiently to the

cluster. It should be noted that Apache Spark already serializes, and broadcasts the required

data structures to the cluster when using scoped variables. However, Spark does this once per

stage (a stage is a sequence of transformations triggered by an action). The broadcast variable

is more efficient because the lifespan is controlled more tightly.

Figure 4.3: Checkpointing in Apache Spark.

4.2 Φ-WAY CLAUSE GENERATION

Equipped with this introduction to Apache Spark programming, we are ready to describe the

algorithm we use for Φ-way clause generation. Since Φ-way is a generalization of t-way

coverage, this algorithm will deal with the enumeration of the t-way combinations. We

have seen in Section 3.1 that a t-way problem can be converted into a Φ-way problem by

enumerating clauses of the form p1 = d1 ∧ ·· · ∧ pt = dt . However, these clauses are very

numerous, as their number grows exponentially with t. Therefore, even though the generation

process is simple, it can be expensive in both memory and cpu time. Therefore, it would

be wise to devise a distributed method to handle this part of the computation as well. The
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Figure 4.4: Distributed generation of Φ-way clauses for t = 2,n = 4,v = 3, with three additional
joined clauses.

complete pipeline process of this method, a four-stage process, can be seen in Figure 4.4. The

original algorithm for enumeration comes from Lei et al. (2007), but we have made changes

to the generation process and now, the enumeration process is completely distributed. As

Figure 4.4 shows, the four stages are a distributed version of Lei’s enumeration algorithm.

Clauses with boolean conditions other than p1 = d1∧·· ·∧ pt = dt are loaded into a RDD from

a file and combined with the other clauses. We detail the process of each stage in the next

subsections. But first, let’s overview this process.

The enumeration process works in four stages. Every stage is programmed using RDD

transformations. First, we generate a number of “steps”. A step is a known boundary taken by

any enumeration of the parameter vectors. To generate the steps, we start with a number of 1s

equal to the interaction strength, and we shift them left until the limit is reached. In Figure

4.4, this is seen at Stage 1. Then, from these steps, we generate the parameter vectors with

the flatMap pattern. This is Stage 2. Then, we generate the value combinations by using the
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flatMap pattern again. Finally, we turn these value combinations into Φ-way form using the

map pattern.

4.2.1 STAGE 1: GENERATING STEPS

We now jump into the details of each stage. First of all, a step is a parameter vector. A

parameter vector is a character array of the form Pk,Pk−1 . . .P1,P0, with k being the index of

the last parameter. We can immediately notice that we are storing parameters in the inverse

order. This design choice simply follows the original algorithm. Next, every character in the

array is either 0 or 1. When the character is 0, it indicates that the parameter is not active in

the parameter vector, and when the character is 1, it indicates that the parameter is active.

In our case, a step is simply a boundary parameter vector to separate the work between the

computers of the cluster. These boundaries are easily generated; we simply start with a basic

parameter vector that respects the interaction strength and we shift the bits left, until we can’t.

Therefore, our strategy is the following: we fill a RDD with these boundary values, and then

the cluster generates the rest. More precisely, a given processor will generate all possible

parameter vectors between the current step, and the next step. And the processor that handles

the last step in the RDD will stop using the usual stopping condition.

4.2.2 STAGE 2: GENERATING PARAMETER VECTORS

The second part of this algorithm is the generation of the parameter vectors. If we have n

parameters, and t interaction strength, then the number of parameter vectors is
(︁n

t

)︁
. As an

example, let t = 3 and n = 5. We can now describe a simple algorithm that uses a loop and

a character array to generate all the parameter vectors. When the generation loop starts, our
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starting vector is 00111. The 1 character signifies that this parameter is present in the vector.

There are two cases to consider when generating the parameter vectors, and one exit condition.

• Case 1: The last digit of the vector is 1. Find g, which is the position of the zero value

that is most to the right; change g from 0 to 1, and the following value (to the right of g)

to 0.

• Case 2: The last digit is 0. Find g, which is the position of the zero value that is most to

the right and followed by 1. If we find such a g, let c be the number of 1s to the left of g.

Let x = t− c−1. Change the value at position g from 0 to 1, and change every value to

the right of g to zero. Finally, set the last x digits to 1.

The exit condition is reached when we cannot find a valid g; the generated parameter vectors

are then returned. One can prove that following this simple procedure enumerates all vectors

containing t 1s, and only those vectors.

As mentioned previously, we can use steps to split this work between processors. A step is a

parameter vector of a particular form that will serve as a bound for the generation algorithm;

more precisely, steps are vectors of t consecutive ones. Hence, if n = 6 and t = 2, steps will

be the vectors 000011, 000110, 001100, and so on. Therefore, there are n− t steps. Using

this notion of steps makes it easy to separate the generation of parameter vectors into multiple

instances. Each step is used as the start vector for an instance of the procedure; a step of work

is finished when the instance generates a parameter vector equal to the starting parameter

vector of the next step.
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4.2.3 STAGE 3: TURNING A PARAMETER VECTOR INTO VALUE COMBINATIONS

To transform a parameter vector into value combinations, we use the following strategy. First,

we take the parameter vector and record the indexes of all ‘1’ values (we remind that the value

‘1’ means that the parameter is active). Then, we iterate to create proper value combinations for

v values. Then, we copy a value combination into the proper indexes of the parameter vector.

We create a copy of the object and store it in the result array. This process continues until all

value combinations are generated for this parameter vector. Finally, if we want to enumerate

value combinations for mixed covering arrays, the algorithm does not take an integer value for

the domain size (v) but instead takes a map of parameter to domainsize.

4.2.4 STAGE 4: A RDD OF Φ-WAY CLAUSES

Our Φ-way implementation assumes that the Φ-way clauses are in Disjunctive Normal Form

(DNF). This means that every clause Φ can be written as Φ′ = {φ1,φ2, . . . ,φn}, and a test

that covers every φi is also a test that covers Φ. Internally, a Φ-way clause is represented

using a Scala object with an operator field, and a value field. The value field is a signed short

integer, which allows a maximum value of 32767. The operator can be one of four choices:

{= ! < >}. We transform the previously enumerated value combinations into this internal

representation of clauses by using the map pattern. Finally, all the other non-enumerated

clauses are loaded from an input file, and these clauses are then combined with the others (see

Figure 4.4) using the union pattern. The domain sizes are read from the first non-comment

line, and the remaining non-comment lines are considered to be clauses. A clause is a number

of boolean conditions separated by the character “;”. Also, the operator “=” is considered

the default operator and it does not need to be written down. Figure 4.5 shows a file with the

Φ-way clauses a < 5∧b = 0,a ̸= 2∧ c = 1,a ̸= 3∧b = 0∧ c = 1,a ̸= 0∧b = 0∧ c = 1.
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Figure 4.5: Reading Φ-way clauses from a file.

4.3 DISTRIBUTED Φ-WAY THROUGH GRAPH COLORING

Now that we have shown the generation process, we turn to the solving process, starting with

the reduction to graph coloring. We first present the routine that drives the graph coloring; and

then show the inner workings of certain subroutines. We have decided to keep the pseudocode

short and therefore the pseudocode will be devoid of some details. For the full details, we

refer the reader to our Scala code 2.

4.3.1 THE GRAPH COLORING PROCESS

The graph coloring process is described in Algorithm 9. Our input is the RDD of clauses

we have just generated, a chunkSize parameter that describes the size of the chunk, and an

algorithm parameter that chooses between two algorithms: Knights and Peasants (K&P) and

Order Coloring (OC). The OC algorithm is a single-threaded algorithm, explained in Chapter

3. It is used when the graph is very dense – which is when K&P underperforms. These two

algorithms will be presented later.

Let us now proceed to the body of this routine. First, in lines 1-7, we shuffle the Φ-way clauses

and then assign numbers to them. The shuffle allows us to generate a different graph coloring

result every time, and the numbering is essential for creating chunks of vertices. Apache Spark

includes a numbering transformation pattern for RDDs called zipWithIndex, but it spreads

2https://github.com/mitchi/TSPARK
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Algorithm 9: Graph coloring main routine.
input : clauses: RDD of clauses, sc: SparkContext, chunkSize, algorithm
output : tests

1 count← clauses.count()
2 colors← new Array[count]
3 myclauses← ShuffleClauses(clauses)
4 numberedClauses← numberClauses(myclauses)
5 colors(0)← 1
6 maxColor← 1
7 i← 0
8 while true do
9 System.gc()

10 if i≥ count then
11 break
12 end
13 clausesChunk← grabChunk(numberedClauses, i, chunkSize)
14 chunk← generateAdjacency(chunk, numberedClauses)
15 if algorithm is Knights and Peasants then
16 maxColor← KnightsAndPeasants(chunk, colors)
17 else
18 maxColor← OrderColoring(chunk, colors)
19 end
20 i← i+ chunkSize
21 end
22 tests← coloringToTests(colors, numberedClauses)
23 return chosenTests

the numbers on partitions in a way that can result in a decreased distributed workload because

the partitions will not have an even amount of work, which produces the following situation:

some processors assigned to a partition will finish sooner, and then they wait. Therefore,

cluster resources are wasted if the data is not spread evenly. We therefore use our own routine

to number clauses. The routine grabs the number of clauses in each partition, and then it

generates an array of numbers for every partition using the following method: the first number

is on the first partition, the second number is on the second partition, and we loop back to the

first partition when we have passed the last partition.

We also create a colors array to save the graph coloring. This array is essential to the whole

algorithm; when we color the graph using chunks we update this array, and discard everything

else afterwards. This array is truly the “state” of the computation. We then enter the main

loop. We manually call garbage collection using System.gc(). At line 10, we have our exit

condition. The variable i tracks our graph coloring progress. Every time we color a chunk, we
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update it. We exit when we have colored all clauses. At line 13-14 we grab a chunk of clauses

from the cluster which we use to generate a graph chunk. Then, we color the graph chunk

using the prescribed algorithm.

The Knights & Peasants algorithm is described in the next section, and Order Coloring is

described in Chapter 3. The colors array is passed by reference and updated by either algorithm.

At line 20, we increment our progress iterator using the step parameter, and at line 22 we use

a small algorithm using the patterns map and reduceByKey to create tests from vertices that

share the same color.

Generating partial graphs

Now, we can detail how to generate partial graphs from clause chunks. Here we detail function

generateAdjacency from Algorithm 9. We use the cluster to generate the adjacency lists of the

graph chunk. Algorithm 10 is a very high-level pseudocode that shows the process we use to

generate adjacency lists. In this pseudocode, we build the adjacency lists of the vertices which

are in the chunk. To do this, we compare the chunk clauses to the RDD chunk clauses which

have a lower number (because an adjacency list only contains the adjacency to a lower vertex).

We have chosen to compress our graph chunks using the Java library for Roaring bitmaps

(Lemire et al., 2018).

Our pseudocode aims to show the essential process, but for the details, we would refer the

reader to our Scala code. First, at line 1, we broadcast the chunk to the cluster using a

broadcast variable. Then, we transform our partitions using the mapPartitions pattern.

When the partition clause is suitable, we calculate its adjacency to a clause from the chunk.

If the two clauses are adjacent, we add this information to the Roaring bitmap, which we

access from the hash table. Then, at line 17, we transform the hash table to a flattened array,
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Algorithm 10: Generate adjacency lists.
input : i: current clause, step: the size of the chunk, clausesRDD, clausesChunk: the chunk of clauses, sc: SparkContext
output : ad jlists: a RDD of [Long,RoaringBitmap]

1 bcastdata← sc.broadcast(clausesChunk)
2 r1← clauses.mapPartitions partition⇒
3 begin
4 hashtable← new HashTable[Long, RoaringBitmap]
5 chunk← bcastdata.value
6 for every clauseP in the partition do
7 for every clauseC in chunk do
8 if clauseP is lower than clauseC then
9 answer← isAdjacent(clauseP, clauseC)

10 if answer is true then
11 AddToHashTable()
12 end
13 end
14 end
15 end
16 end
17 r2← r1.toArray.flatten
18 r3← r2.reduceByKey (a,b)⇒ a OR b
19 ad jlists← r3.mapValues e⇒ e.runOptimize()
20 return ad jlists

and then we use the reduceByKey pattern to merge the roaring bitmaps that are associated

with the same vertex. Finally, at line 19, we run the runOptimize function of the Roaring

library. This function applies an algorithm that transforms a Roaring bitmap container into a

Run container when it is suitable to do so. By doing this at the end, we further compress our

bitmaps. If we want to further minimize the amount of network traffic, we can also do a first

run of runOptimize before line 18.

To visualize the important process that creates the graph from Φ-way clauses, we have pro-

duced Figure 4.6. As usual with Apache Spark examples, we focus our efforts on understanding

how the computation works at the partition level. We have created this Figure by logging the

progress of our data structures throughout a real execution.

At Step 1, the figure shows the Φ-way clauses in two partitions, after being numbered by our

custom algorithm. We grab a chunk of six clauses because the step parameter is 6. Then,

these clauses are put inside a broadcast variable and they are sent to every worker machine

in the cluster. At Step 4, using the mapPartitions pattern, we group the adjacency data
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Figure 4.6: Building adjacency lists using the cluster.
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we calculate inside Roaring bitmaps. This is our local aggregation. At Step 5, we use the

reduceByKey pattern to perform the final aggregation, and produce the adjacency lists. As

we can see, the default Apache Spark partitioner has chosen to allocate the keys to partitions

using a function like key mod 2.

Creating a test suite from the graph coloring

When the graph has been colored, we have as a result an array that maps every vertex to a

color, using the index of the array as the vertex’s id. In order to create the test suite from the

Φ-way clauses, we have to consider that these clauses are already known to be compatible,

thanks to the graph coloring, but picking the appropriate test values from the available domains

has not been done yet. Our distributed approach to creating these tests is the following. First,

we unite the clauses with their calculated color, which creates a RDD of pairs of the form:

[Int, clause]. Then, our technique is to convert the boolean conditions of a clause into sets

of integers, and then we calculate the intersection of these sets to find a valid value using the

reduceByKey pattern. The output test suite is then written in Φ-way form.

For instance, in Figure 4.5, the graph coloring will assign the same color to all the clauses

because they are compatible. Then, to find a value for the test, we look at the boolean

conditions and we compare them two by two, in typical reduce fashion. <5 and !2 produces

the set {4,3,1,0}. !3 and !0 produces the set {8,7,6,5,4,2,1}. The intersection of these two sets

produces {4,1}. We pick the first available value in the set. The resulting test is 1;0;1.

Now that we have seen how to generate the graph using the cluster, let us move to coloring the

graph. The next section will describe a distributed graph coloring algorithm named Knights

and Peasants.
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4.3.2 THE KNIGHTS AND PEASANTS ALGORITHM

We are ready to describe a distributed graph coloring algorithm called Knights & Peasants

(K&P). This is an original algorithm and a contribution of this thesis.

In this algorithm a graph node can either be a knight or a peasant. The goal of each peasant

node is to eventually become a knight; and when this is the case for all nodes, the algorithm

terminates with a valid coloring of the graph. At the beginning of the algorithm, we start with a

graph that contains only peasants. Then, these peasants are all randomly assigned a numerical

value that acts as a priority level; this value is called a tiebreaker. At each iteration of the

algorithm, adjacent peasants communicate their tiebreaker value; a peasant that has the lowest

tiebreaker value out of its neighborhood of peasants can become a knight. When this happens,

the peasant takes on a color. This color is chosen by looking at the color of adjacent knights,

and picking the lowest color number not used by any of them. When a peasant becomes a

knight, it then stops all peasant activities and only serves to choose colors for future knights.

Figure 4.7 shows how the Petersen graph is colored by this algorithm. In the first iteration

(S1), three peasants become knights. The top node, with a tiebreaker value of 6, has the

smallest tiebreaker out of all its neighbors ({7,10,11}), and becomes a knight. The same

happens with two other nodes (1 and 3). When a node becomes a knight, it creates a list of

all adjacent knights’ colors; when the list is empty, a node takes the color 1. In the second

iteration, a single new node becomes a knight: the peasant with the tiebreaker 2, which has

the lowest tiebreaker in its neighborhood. It then builds the list of adjacent colors by looking

at adjacent knights, which this time contains the value 1; therefore, it assumes color 2. The

process repeats, and the algorithm finishes after 6 iterations.

In this algorithm, the structure of the graph (dense or sparse), and tiebreaker setup influences
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Figure 4.7: An illustration of the K&P distributed coloring algorithm on the Petersen graph.

148



the number of iterations needed to reach a coloring. It can be reasoned that the algorithm

is more efficient at coloring sparse graphs than dense graphs: dense graphs will produce

neighborhoods with many edges, and create higher tiebreaker traffic. On the other hand, a

sparse graph has low tiebreaker traffic, and the graph will be colored in much fewer iterations.

Now, we can comment the pseudocode of Algorithm 11. The algorithm directly updates

the colors array. We will return the maximumColor found in order for future iterations of

the algorithm to only use the necessary amount of memory. We start by entering a loop

that ends when all vertices have been colored (line 3). We broadcast the colors, and use the

flatMap pattern to transform a graph of [Long,RoaringBitmap] into a [Long, Int] RDD. We

are essentially putting the colors we find in an iteration of the algorithm into the RDD. Then,

at line 30, we collect this RDD, update our colors array, decrease the number of remaining

vertices, and update the currentMaxColor variable.

Let us now describe what happens inside the flatMap pattern (lines 8-29). We create an array

of the colors of the neighbors of this vertex at line 9, using the currentMaxColor variable. At

line 12, we look at the color of this vertex. If the color is 0, then this vertex is a peasant and

not a knight. Therefore, this vertex can perform work. We iterate on the adjacency list of this

vertex, and if we find a peasant in it, we set the betterPeasant variable to true. At line 20, we

test the betterPeasant variable to see if we are to become a knight. If true, we pick the first

available color in the neighborhood using the color function. Finally, at line 24, if we became

a knight, we return a single element array that contains our id and color. Otherwise, we return

an empty array.

In the Scala code, we iterate through the bitmap using a BatchIterator for additional perfor-

mance 3.

3https://richardstartin.github.io/posts/roaringbitmap-performance-tricks#

batch-iteration
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Algorithm 11: Knights and Peasants.
input : colors: array of colors, graph: RDD[Long, RoaringBitmap], currentMaxColor
output : currentMaxColor

1 remaining← graph.count()
2 while true do
3 if remaining≤ 0 then
4 break
5 end
6 colorsbcast← sc.broadcast(colors)
7 colorsRDD← graph.flatMap elem⇒
8 begin
9 neighborColors← new Array[Int](currentMaxColor+1)

10 betterPeasant← false
11 c← 0
12 if colors.value(elem.id) = 0 then
13 for every neighbor in elem.adjlist do
14 neighborColor← colors.value(neighbor)
15 if neighborColor is 0 (peasant) then
16 betterPeasant← true
17 break
18 end
19 end
20 if betterPeasant is false then
21 c← color(neighborColors)
22 end
23 end
24 if c ̸= 0 then
25 Array(thisId, c)
26 else
27 Array()
28 end
29 end
30 results← colorsRDD.collect()
31 results. f oreach elem⇒ begin
32 colors(elem.id)← elem.color
33 remaining← remaining-1
34 if elem.color ≥ currentMaxColor then
35 currentMaxColor← elem.color
36 end
37 end
38 end
39 return currentMaxColor
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Coloring smaller graphs

When the graph size is relatively small, it can be faster to use a single-threaded algorithm,

and when using a cluster, we can assign every processor of the cluster to perform at least one

graph coloring. Then, the best graph coloring is chosen using the reduce pattern.

Algorithm 12: Multiple Order Colorings.
input : colorings: a number of colorings to perform, clauses: the array of Φ-way clauses, sc: the

SparkContext
output : best: the best graph coloring

1 s1← sc.makeRDD([1..colorings])
2 data← sc.broadcast(clauses)
3 s2← s1.map( e => data.value.shuffle() )
4 s3← s2.map( e => OrderColoring(e))
5 bestColoring← s3.reduce( (a,b) => bestColoring(a,b))
6 return bestColoring

At line 1 of Algorithm 12, we create a very simple RDD that contains a number of partitions

equal to the number of processors we have. Then, at lines 2-3, we use a broadcast variable to

create a shuffled set of Φ-way clauses in every partition. We then invoke the Order Coloring

algorithm of Section 16 to color the graph. Finally, at line 5, we use the reduce pattern to

select the best graph coloring.

4.4 DISTRIBUTED Φ-WAY THROUGH HYPERGRAPH VERTEX COVERING

We shall now turn to the hypergraph vertex covering problem, and provide a distributed

algorithm to solve it. We have implemented the greedy algorithm for the Hypergraph Vertex

Cover problem in Apache Spark, with a few changes (Chvatal, 1979). This section will cover

how to transform a Φ-way problem into a hypergraph problem and how our greedy algorithm

works. In this section on hypergraphs, a Φ-way clause will be represented by a hyperedge,

and a possible test that covers this clause will be represented by a vertex. In our explanations,
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both terms will be used, with a preference for Φ-way clause and test.

We start with a rough outline of how the greedy algorithm (Algorithm 14) works. Simply put,

our algorithm works by having every hyperedge “vote” for the possible vertices – which are

tests – that can cover it. The best tests will be those that receive the most votes. When all the

votes for these tests are known, we use a small algorithm called greedy picker (Algorithm 13)

to choose a set of tests – from the tests that received the most votes – that are very different

from each other. By doing this, we allow our hypergraph covering algorithm to cover a lot

more ground with each iteration. Doing more work per iteration is always preferable for a

distributed algorithm, because of the slower iteration times. When those diverse tests are

chosen, we remove any hyperedge that contains a chosen test. This process is repeated until

no hyperedge remains in the RDD.

4.4.1 Φ-WAY TO HYPERGRAPH

Similar to graph coloring, we start the hypergraph construction from a list of Φ-way clauses,

and we can also enumerate the clauses from given values of t,v and n. In hypergraph vertex

covering, the perfect tests are crafted to cover the Φ-way clauses. If we compare with Graph

Coloring, the clauses are combined together to create tests. Crafting tests in this manner is an

extremely expensive operation whenever a clause can be covered by many possible tests. This

combinatorial explosion can easily happen by increasing the number of parameters n and the

domain size v. For instance, we can see in Figure 4.8 how we generate every possible covering

test for a Φ-way clause of a problem with parameters {a,b,c} and a fixed domain size of two.

Here, only two tests are generated from the clause, but suppose we add 10 more parameters of

the same domain size: now every Φ-way clause can be covered by 211 = 2048 different tests.

This property of hypergraph vertex covering makes scaling very difficult and inefficient
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compared to graph coloring. However, it is the price to pay to have access to the superior

greedy algorithm, which produces very good solutions. Nevertheless, we shall see that

algorithms for solving hypergraph vertex covering are effortlessly parallel, as the core of the

algorithm closely resembles a classic MapReduce Word Count problem, and that the algorithm

performs well with problems where the interaction strength t is relatively close to the number

of parameters n. First, let us see how to transform a set of Φ-way clauses into a hypergraph.

a = 0 ∧ 𝑐 = 0

a = 0 ∧ 𝑏 = 0 ∧ 𝑐 = 0

a = 0 ∧ 𝑏 = 1 ∧ 𝑐 = 0Φ-way clause

generates
First possible test.

Second possible 
test.

Figure 4.8: Φ-way clause to tests.

When we talk about hypergraph vertex covering, we mean that a vertex will represent a test.

A Φ-way clause will be represented as a hyperedge. The hyperedge will then connect to

any suitable test. A suitable test is a test that not only covers the clause, but also passes the

constraints. Because a test can cover multiple clauses, many hyperedges will connect to the

same vertices. We can represent this with a very simple and effective data structure: an array

of hyperedges. Every hyperedge maps to an array of possible tests (vertices). We refer the

reader to Chapter 3 for more details about the hypergraph construction.

In our code implementation, our internal hypergraph representation is actually built on-the-fly

to save memory. A given hyperedge builds its list of tests, adds the tests to the local hash table,

and then destroys the tests. The rationale behind doing this is that the algorithm for generating

the tests is very fast, and we also save a lot of memory.
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4.4.2 A DISTRIBUTED GREEDY ALGORITHM

Figure 4.9 shows the execution of the hypergraph covering algorithm on a small t-way

problem: t = 2,n = 3,v = 2. This example was generated by logging an actual execution of

the algorithm. For demonstration purposes we use only two partitions, but this number can be

different. First, at the initial state, every hyperedge contains its own clause. At Step 1, we use

the mapPartitions pattern to generate the hyperedge’s vertices – the tests – by enumerating

them on-the-fly. These new tests are counted locally using a hash table. This is also a time to

remove some of the generated tests using the universal constraints. Finally, we turn these hash

tables back into arrays, and use the reduceByKey pattern to perform the final aggregation

phase.

At Step 2, ReduceByKey shuffles the keys to the proper partition using the modulo operator

on the value provided by a JVM object’s hashCode(). Then, the best tests from each partition

are sent back to the driver program. There, a diverse subset of the best tests is chosen by the

greedy picker algorithm (Algorithm 13). The greedy picker algorithm receives a list of the

best tests (highest number of votes) and does the following: it selects the first test and puts it

in a list called “chosen tests”. Then, it iterates through the rest of the list and if a given test is

at least 60% different from all the previous chosen tests, it is added onto the list of chosen

tests. Otherwise, the test is skipped. The 60% value was calibrated through experimentation;

it yielded both speed and quality in our tests. Finally, using the list of chosen tests, we delete

hyperedges. The algorithm ends when all the clauses have been covered.
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The greedy picker algorithm

The greedy picker algorithm leverages the fact that we are solving a hypergraph problem while

working with the original content, which are Φ-way clauses. This algorithm will be used to

pick several tests that are different from one another, which allows us to cover more ground

in one distributed iteration. This is good for execution speed, but can decrease the solution’s

quality. This is because the standard greedy algorithm guarantees a good solution by picking

the best test at every iteration, and these additional tests chosen by greedy picker are not the

same kind of greedy decisions.

Algorithm 13: Greedy test picker.
input : list, a list of the best tests
output : chosenTests, a list of chosen tests

1 Let sizeO f Tests be the size of a test, in length of characters. Let di f f erenceScore be a function that compares two tests and
returns a score of difference

2 if list contains only one test then
3 return list(0)
4 end
5 chosenTests+= list(0)
6 for every element i of the list, starting from the second element do
7 thisTest← list(i)
8 for every element j of the chosenTests do
9 oneo f thechosen← chosenTests( j)

10 di f f erence← di f f erenceScore(thisTest,oneo f thechosen)
11 di f f ← di f f erence/sizeO f Tests∗100
12 if di f f < 40.0 then
13 f ound← f alse
14 return
15 end
16 end
17 if found = true then
18 chosenTests+= thisTest
19 end
20 end
21 return chosenTests

The greedy picker algorithm is described in Algorithm 13. First of all, the routine receives a

parameter called list, which is a list of tests that had the same number of votes. We pick the

first test in the list automatically. Then, at lines 6-19 we iterate with two loops over the list of

tests, and we pick a test t when t has a sufficient difference compared to all the chosen tests.

Therefore, the second picked test must be different from the first test, and the third chosen test
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must be different compared to the two previous tests, and so on. The differenceScore function

simply returns a number equal to the number of times a parameter value differs.

The full algorithm

Now, let’s describe Algorithm 14, the main algorithm of the hypergraph vertex cover. The

algorithm expects two parameters: the RDD of clauses, and a vstep parameter that limits

the number of tests we can pick from in one iteration. Setting vstep at 1 will not allow the

algorithm to use the greedy picker algorithm.

In this algorithm, we reuse the same RDD in a loop, and we can do this for many iterations.

For this reason, we use Apache Spark’s localCheckpoint to reset the DAG of the RDD;

otherwise, we would get a StackOverflow error. We do this at line 11. At line 14 is our exit

condition; when the RDD is empty we can exit. At lines 18-32, we perform a local aggregation

using hash tables. We generate the list of possible tests from a clause, and we enter the results

into the hash table. At lines 34-39, we perform the final aggregation using the reduceByKey

pattern and we select a certain number of the best tests. Our default value is to allow this

number to be quite large, at 1% of the number of total clauses. Then, we enter these tests into

the greedy picker algorithm and we get a set of diverse tests in return. We delete hyperedges

from the RDD using these tests and we update the test suite accumulator variable chosenTests.

4.5 DISTRIBUTED IPOG

IPOG is a known algorithm in t-way testing. We have previously seen that instead of enu-

merating the whole problem space and then creating tests, IPOG solves a problem parameter

by parameter. This solving method is notable for its lower memory requirements and its
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Figure 4.9: Hypergraph covering example with CA(4;2;3;2)
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Algorithm 14: Hypergraph Vertex Cover.
input :rdd: an RDD of clauses, vstep: the covering speed
output : tests: a list of tests

1 chosenTests← []
2 currentRDD← rdd
3 counter← 0
4 if vstep = -1 then
5 maxPicks← rdd.size / 100
6 else
7 maxPicks← vstep
8 end
9 while true do

10 counter← counter+1
11 if counter %3 == 0 then
12 currentRDD.localCheckpoint()
13 end
14 if currentRDD.isEmpty()) then
15 break
16 end
17

18 hashTablesRDD← currentRDD.mapPartitions( partition =>
19 begin
20 hashmap← new hashmap(String, Int)
21 partition.foreach(clause =>
22 begin
23 list← clauseToTests(clause)
24 for each key in list do
25 if key exists then
26 hashmap(key)← hashmap(key)+1
27 else
28 hashmap(key)← 1
29 end
30 end
31 end
32 return hashmap
33 end
34 testsCounts← hashTablesRDD.flatMap( hashtable => hashtable.toArray)
35 testsCounts← testsCounts.reduceByKey( (a,b) => a+b))
36 bestTests← selectBestTests(testCounts, maxPicks)
37 diverseTests← greedyPicker(bestTests)
38 currentRDD← coverClauses(currentRDD, diverseTests)
39 chosenTests∪diverseTests
40 end
41 return chosenTests
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pause/resume capability. In this section, we show that the solving methodology of the IPOG

algorithm applies very well to the distributed world. We have created two hybrid algorithms

by following IPOG’s solving framework and combining it with our reductions to graph

coloring and hypergraph vertex covering. We call these algorithms D-IPOG-Coloring and

D-IPOG-Hypergraph.

The IPOG algorithm (Section 2.1.2 for details) is a greedy algorithm that generates a covering

array to a t-way problem by covering one parameter at a time. There are several ingredients

needed for an IPOG algorithm: a routine that enumerates value combinations for the current

parameter only (see Section 4.2), a routine that adds an optimized column of values to the test

suite (the horizontal growth phase), and a routine called vertical growth that adds rows of tests

to cover the tests that were not covered by the horizontal growth phase.

In order to create a Distributed IPOG algorithm, all three of these parts must be distributed

algorithms. As of now, we have shown that the enumeration of clauses is distributed, and we

have shown that our graph-based reductions are distributed. Therefore, let us show that the

last ingredient is also distributed.

4.5.1 STEP 1: PARTIAL ENUMERATION OF VALUE COMBINATIONS

We will need to adjust the enumeration process to only output value combinations that

are relevant to the current parameter we are covering. To do this, we have to apply a few

modifications. First, we enumerate parameter vectors using t−1 strength and k−1 parameters,

with k being the current parameter we need to cover. Then, we add the new parameter to the

parameter vector with a simple string concatenation operation. This is shown in Figure 4.10 at

Stage 3. Finally, we generate value combinations into Φ-way clauses as usual.
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Figure 4.10: Partial enumeration for parameters 3 and 4 from the problem t = 2,n = 4,v = 2 .

4.5.2 STEP 2: DISTRIBUTED HORIZONTAL GROWTH

Horizontal growth is considered to be one of the most important parts of the IPOG algorithm.

This is because adding an optimized column of values to an existing test suite is usually the

process that covers the most combinations in the algorithm. Single-threaded algorithms such

as those found in IPOG, Jenny and a routine like BestExtendCA (Torres-Jimenez et al., 2017)

are all very effective at doing this. The general logic of these methods is the following:

1. Try all possible values for parameter j of test i. Consult the global state every time to

see how many clauses are covered.

2. Pick the value that covers the most clauses. Remove these clauses from the state. Go to

the next test and do the same thing.

In the IPOG algorithm, this query of the global state is made to be fast by the use of a BitMap

data structure for storing value combinations. A distributed algorithm cannot compete with a

single-threaded algorithm in iteration speed, and this is an algorithm that does one iteration

for every test. Therefore, we can adjust this algorithm for the distributed world by making
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Figure 4.11: Horizontal growth, third parameter.

it improve several tests at every iteration. This might come at the cost of some solution

quality however, because we are no longer making the same greedy decisions. In our code

implementation, a parameter called hstep can be tuned to choose the pace of the horizontal

growth algorithm. An hstep parameter of 1 will extend the test suite by optimizing one test at

a time. Using this value yields the best results, but is slowest. Our code’s default behavior is

to adjust the value of hstep so that it extends a test suite in 100 iterations.

Figure 4.11 shows the execution of the horizontal growth algorithm for the third parameter of

the problem t = 2,n = 4,v = 2. First, we start with the Φ-way clauses from the enumerator.

Then, we extend these tests using four iterations of the algorithm. At every iteration, we

modify the test suite, and remove covered clauses. The vertical growth algorithm is not used

for this parameter, because every clause is covered by the horizontal growth. Figure 4.12

shows the execution for the fourth parameter. The same thing happens but this time, there

are two clauses remaining. We add any incomplete tests to the clauses, and send everything
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Figure 4.12: Horizontal growth, fourth parameter.

to the Graph Coloring algorithm. In this instance, we can also swap the algorithm for the

Hypergraph Vertex Cover algorithm and get the same result. The graph coloring algorithm

colors the graph using two colors, and returns a test suite that is merged with the existing one.

Now, we shall turn to an explanation of the pseudocode. Algorithm 15 details how the

horizontal growth algorithm works. At line 11, the algorithm enters a loop that exits once all

the tests have been covered. We select a number of tests according to the covering speed. Then,

these tests are broadcasted to the cluster (line 19). At line 20, we perform our local aggregation

using a hash table. This time, we are using a hash table in which the key is composite. The key

tracks the id of the test, and its version (using the additional value) using a type of [Int,Char].

So, for instance, if our third test is a = 0∧b = 0, then our key will be [3,’0’] or [3,’1’]. Every

clause of the RDD then submits a vote to the hash table when it can be covered by a version of

one of the tests. At line 21, we perform the final aggregation, and we obtain the counts for

every test version. At line 22, we use the cluster to choose the best version. To do this, we
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adjust the key using map and perform the full aggregation using reduceByKey. At line 31, we

grow our test chunk by adding the best parameter we have calculated for each.

At lines 32-33, we grab any test that did not grow during this iteration of horizontal growth.

To do this, we check our test chunk against the bestVersions tests. If a test is missing in

bestVersions, it means that the test was not able to cover any clause during the initial hash table

aggregation. Therefore, we keep the test, and add a ’X’ parameter to indicate the presence of

available space. The result is that every future iteration of the graph coloring algorithm will

try to recover that space. If we use hypergraph vertex cover as our vertical growth algorithm,

the star will also disappear, as it will be covered by the test with the most votes.

Finally, at lines 34-35 we filter the clauses from the RDD using the new grown tests. To

do this, we use an algorithm that filters our String RDD progressively, by filtering a smaller

of clauses at the time and checkpointing the result every time. We have encountered better

performance by doing this incrementally. The horizontal growth algorithm returns when we

have extended several test chunks in this manner, and we return the new extended test suite,

and the uncoveredClauses contained in currentRDD.

4.5.3 STEP 3: DISTRIBUTED VERTICAL GROWTH

The vertical growth algorithm takes cares of the combinations not covered by horizontal

growth. It does so by adding new tests, but it can also use the “free space” inside existing

tests. Free space inside tests mainly comes from tests created by an algorithm that combines

clauses to create a test (e.g graph coloring). To handle this feature, we remove the tests with

free space from the test suite and we put them in a separate list. Then, it mixes these tests with

the clauses to cover, and the graph coloring algorithm takes care of the rest. In our code, the

vertical growth algorithms are: Graph Coloring and Hypergraph Vertex Cover.
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Algorithm 15: Horizontal Growth.
input : rdd the RDD of clauses, tests the test suite,
hstep the covering speed, sc the SparkContext
output : f inalTests, and uncoveredClauses, the RDD of uncovered clauses

1 f inalTests← []
2 currentRDD← rdd
3 i← 0
4 m← tests.size/100
5 if m < 1 then
6 m← 1
7 end
8 if hstep ̸=−1 then
9 m← hstep

10 end
11 while true do
12 if i > tests.length then
13 break
14 end
15 someTests← pickM(tests, m, i)
16 if someTests.size < m then
17 m← someTests.size
18 end
19 testsbcast← sc.broadcast(someTests)
20 hashTablesRDD← initialHashAggregation(testsbcast, currentRDD)
21 testsCounts← hashTablesRDD.flatMap( hashtable => hashtable.toArray).reduceByKey(

(a,b) => a+b)
22 bestVersionsRDD← testCounts.map( e => (e.test, (e.version, e.votes))).reduceByKey(

(a,b) =>
23 begin
24 if a.votes > b.votes then
25 return a
26 else
27 return b
28 end
29 end
30 bestVersions← bestVersionsRDD.collect()
31 grownTests← addBestParamValue(tests, bestVersions)
32 didNotGrow← findDNG(tests, bestVersions)
33 grownTests← grownTests∪addStar(didNotGrow)
34 currentRDD← progressivefilter(currentRDD, grownTests)
35 f inalTests← f inalTests∪grownTests
36 currentRDD.localCheckpoint()
37 i← i+m
38 end
39 return finalTests, currentRDD
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CHAPTER 5

EXPERIMENTAL EVALUATION

In order to assess the feasibility of the proposed approach, all the algorithms presented in

chapters 3 and 4 have been implemented and tested. Our implementation is made of two

tool suites: one using single-threaded graph algorithms and written in Java, and the other

being a Scala implementation of the distributed graph algorithms on top of Apache Spark.

Consequently, the experimental evaluation is also made of two parts, one measuring the

performance of the single-machine algorithms, and the other concentrating on the distributed

algorithms. To the best of our knowledge, this thesis is the first published record of a large-

scale benchmark comparing multiple combinatorial test generation tools on the same set of

problem instances, and the first providing detailed information on running time.

5.1 EVALUATION OF SINGLE-MACHINE GRAPH ALGORITHMS

The tables and plots of our experiments were generated using the LabPal library (Hallé, 2017).

LabPal (Figure 5.1) 1 is a Java library written to assist a researcher with the task of runnning

experiments, working on the data and generating tables and plot figures. The aim is to have, of

course, a more comfortable experience than using scripts, which are often poorly documented

1https://liflab.github.io/labpal/

https://liflab.github.io/labpal/


and hard to use.

Our single-machine test case generation solution is made of a graph generator, which is

piped to a solver for a particular graph problem. The graph generator is an open source Java

command-line application2; its input is a text file in an extension of the format used by the

PICT test case generator. First, the file must give the name of each parameter and its possible

values. However, since our tool also handles universal and existential constraints, the PICT

format is extended to allow the expression of these conditions. They either begin by the

reserved word Once or Always, and can express any Boolean combination of elementary

conditions on the file’s declared parameters. Figure 5.2 shows a sample input file.

E1
t=2

x=[3,1,0.3]

u=http://... k=0.239

z=["foo","bar"]

E1
t=5

x=[6,2,0.2]

u=http://...

E2q=0

f="foo"

..
.

t z b

SUM JOIN

Experiments

Tables

Table
transformation

Plot

Parameters

Figure 5.1: LabPal’s workflow. Reprinted with permission from Sylvain Hallé.

Alternatively, instead of a PICT input file, a classical t-way test generation problem (for

uniform covering arrays) can also be specified by way of command-line arguments specifying

the values of n, t and v. In the background, the tool takes care of converting these parameters

into the corresponding Φ-way problem. The output of the graph generator is a file in the

Graphviz (DOT) format, which represents the graph or the hypergraph for which a solution is

to be found. Then, this output can be piped to the input of an appropriate graph solver.

2https://github.com/liflab/combinatorial-graph-generator
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a : 0, 1, 2

b : 0, 1

c : 2, 3, 4, 5

Once a != b

Always !(a > b) || c == 2

Once a < b

Figure 5.2: An extended PICT input file for our test case generator.

For practical reasons, test generators that were only described in research papers but not

publicly available, as well as all tools behind paywalls, have been excluded from our compari-

son. We designed a benchmark comparing our implementation against five other tools: QICT

(McCaffrey, 2009)3, IPOG (as implemented by ACTS), AllPairs4, Jenny5 and Tcases6. These

where the only tools listed on the Pairwise Testing website7 that were both free and usable

from the command-line. However, their support of features outside standard t-way covering

varies:

• AllPairs and QICT only work for 2-way covering without constraints.

• Jenny supports t > 2, and allows the user to specify forbidden tuples, a form of universal

constraint. It also allows an existing test suite to be completed, which is a restricted

form of existential constraint.

• Tcases can make specific values assign “properties” to a test case, which is a restricted

form of universal constraint

• Our graph coloring approach handles existential constraints.

3https://github.com/sylvainhalle/QICT
4http://www.mcdowella.demon.co.uk/allPairs.html; the site is no longer extant, but can be found

on the Internet Archive
5http://burtleburtle.net/bob/math/jenny.html
6https://code.google.com/p/tcases/
7https://www.pairwise.org/tools.asp
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• ACTS, which implements variants of the IPOG algorithm, supports universal constraints

and test suite completion (existential)

• The hypergraph vertex cover handles both universal and existential constraints.

Therefore, we divided our experiments into categories of problems, with each category

including only the tools that support them. All tools have been run on a large server machine

with 12 CPU cores (Intel Xeon E5-2643v4 @ 3.40GHz×12) and 64 GB of RAM. Overall, the

sum of all experiments conducted amounts to more than 12 days of wall-clock CPU time on

the 12-core machine.

5.1.1 FORBIDDEN TUPLES

Arbitrary universal and/or universal constraints are only supported by our two graph-based

algorithms. Therefore, the first category of constraints that includes at least one more external

system is forbidden tuples. As its name implies, a forbidden tuple is a combination of values

for two or more parameters that should not be present in any test. It can therefore be seen as a

form of universal constraint.

In order to assess the impact of the presence of forbidden tuples on the test suite size, we

devised a set of forbidden tuple conditions, whose size is parameterized by a fraction α ∈ [0,1).

Formally, the set of universal conditions is given as:

⌊αn⌋⋀︂
i=1

⌊αv⌋⋀︂
j=1

(pi ̸= vi∨ pi+1 ̸= v0)

Intuitively, for ⌊αn⌋ parameters (out of n), ⌊αv⌋ values of each parameter are placed in conflict

with a value of some other parameter. The higher the value of d, the more parameter and
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Figure 5.3: Impact of number of forbidden tuples on test suite size, for n = 6, t = 3, v = 5.

value combinations are forbidden from the test cases; the exact number of forbidden pairs is

⌊αn⌋ · ⌊αv⌋.

For fixed values of n, v and t, we submitted the corresponding, constrained problem to each of

the tools supporting them: IPOG, Jenny, Tcases and our hypergraph algorithm, and measured

the size of the test suite generated by each tool for increasing values of parameter α . Exhaustive

results cannot be presented due to lack of space; Figure 5.3 presents a representative excerpt

of the results for n = 6, t = 5, v = 3.

At this scale, one can see that our hypergraph algorithm generates a test suite with noticeably

fewer test cases than other approaches. It generates roughly one third fewer test cases than

Jenny and IPOG, which itself produces a test suite close to half the size of Tcases. Notice that,

for most of the tools, the number of forbidden tuples does not really have an impact; that is,

increasing α has little bearance on the outcome; this is caused by the fact that the number of

forbidden tuples is still small in relation with the total number of possible test cases.
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However, the price to pay for the smaller test suite generated by the hypergraph algorithm

is time; while a tool like Jenny takes no more than a few seconds to produce a result, the

hypergraph solving can take as much as 20 seconds.

Forbidden tuples can actually be used to encode any universal constraint. Given a universal

constraint ϕ , it suffices to enumerate all test cases that violate ϕ and mark each of them as a

forbidden tuple. This is a very verbose way of handling such kind of constraint, but that is

feasible nevertheless. As a second experiment, we considered the following constraint:

n−1⋀︂
i=1

pi < pi+1

It stipulates that every valid test case must have parameter values that increase monotonically

from p1 to pN (obviously, for such a problem to have any solution, we must have that v > N).

This property cannot be expressed using Tcases’ mechanism of values giving “properties” to a

test case; however, it can be handled by IPOG without modification, and by Jenny as a (long)

list of forbidden test cases. Therefore, the hypergraph algorithm has been tested against these

two other tools.

As an example, Figure 5.4a shows the size of the test suite for t = 2, v = 6 and increasing

values of n. The results show an even more pronounced difference between Jenny’s test

suite and the hypergraph approach, producing a test suite more than 4 times larger for n = 5.

Compared to the previous constrained problem, this one corresponds to a situation where a

larger number of test cases are invalid. As a matter of fact, Jenny seems to be overwhelmed by

the sheer amount of forbidden tuples it has to handle, as is exemplified by the sharp increase

in execution time in Figure 5.4b; IPOG handles these constraints symbolically, and does not

suffer from this issue. From this, it can be conjectured that the advantage of the hypergraph

approach increases as the test generation problem becomes more constrained. Moreover, this
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shows that forbidden tuples, although in theory are equivalent to arbitrary universal constraints,

does not represent a practical way to handle such constraints in general.

5.1.2 TEST SUITE COMPLETION

A second batch of experiments is related to the handling of existential constraints –that is,

constraints that must apply for at least one test case. In this category, only the hypergraph and

coloring algorithms support constraints of an arbitrary form. The closest form of existential

constraint supported by another tool is test suite completion. In this situation, the problem is

to generate a combinatorial test suite for given values of t, n and v, with the added constraint

that an existing list of test cases must be used as a starting point. The tools must therefore

complete this partial test suite in the best possible way. As we have seen in Section 3.2.1, this

“seeding” counts as a restricted form of existential constraint, where each constraint is of the

form:
N⋀︂

i=1

pi = vi

With N being the number of tests in the existing test suite. In other words, each existential

constraint completely defines the parameter values of a single test case. Two systems support

this: Jenny and ACTS (IPOG), which have been included in our benchmark.

In order to measure the performance of the various tools, each test generation problem, for

given values of t, n and v, is parameterized by a fourth value, β , which is the size of the test

seed. Then, a test suite is generated by giving randomly selected values for each parameter in

each of the β test cases. That same random test suite is then given as input to each of the tools.

Figure 5.5 shows the size of the test suite, for increasing values of β . A test where β = 0

corresponds simply to the classical t-way problem without constraints. In the first graph, two
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Figure 5.4: Experimental data for the “increasing values” constrained problem, for t = 2, v = 6,
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Figure 5.5: Test suite size for the test suite completion problem, for n = 3, t = 2,v = 2 and
increasing values of β .

different behaviors can be observed when β > 0. IPOG and Jenny return a test suite whose

size is always at least β ; that is, they take the existing test seed as it is, and append additional

tests to it only if missing coverage of some clauses is detected. On the contrary, the coloring

and hypergraph algorithms return a test suite which, most of the time, is smaller than the test

seed. Further inspection of the seeds shows that they sometimes contain multiple duplicate

test cases; this is caused by the fact that each test case is randomly generated independently

from the others; the situation is more prevalent for problems with small values of n and v.

The situation can be explained by the fact that, in the graph algorithms, the clauses to cover

and the existing test cases end up being represented as similar objects (vertices or hyperedges).

The algorithms then have to “pick” a subset of these objects in order to achieve t-way coverage.

It turns out that, on many occasions, a fraction of the test seed is sufficient to get this coverage,

resulting in an output that does not contain all the input seed. Therefore, an interesting by-

product of our graph algorithms is that, contrary to existing tools, they can not only complete

an existing test suite if required, but also identify redundant test cases in a predefined seed.
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5.1.3 CLASSICAL T-WAY PROBLEMS

Our last batch of experiments contains only classical t-way test case generation, without

constraints. This time, all the tools can be included (except AllPairs and QICT, that are only

present for t = 2). We measured scalability by fixing values of two of the three parameters (t,

n and v), and by progressively increasing the third.

Impact of v A first study was to measure the impact of the size of the domains, v, on both

the size of the test suite and the running time of each algorithm. Figure 5.6 shows the size

of the test suite for the pairwise testing problem (t = 2). As expected, increasing the number

of parameters increases the size of the test suite; according to the empirical rule of thumb

mentioned in Section 2.1.6, for t = 2, the number of test cases should increase quadratically

with respect to the number of parameters. This is roughly what can be observed in the figure.

However, while all tools provide identical results for n = 2, they grow further apart as n

increases, with IPOG-D and Tcases producing test suites distinctly larger than the remaining

approaches. As one can see, both the graph coloring and the hypergraph covering method

produce test suite of a roughly equivalent size as the other tools, which in turn are very close

to the best known bounds.

Figure 5.7 considers the same tools and problems, but shows the generation time of each

technique. Here, one can see that both coloring algorithms are noticeably slower than other

tools, even more so for the graph coloring approach. Figures 5.8 and 5.9 show the same data,

this time for three-way testing (t = 3). Fewer tools remain, since AllPairs and QICT do not

extend beyond pairwise testing. The same trends as for t = 2 can be observed; this is also the

case for Figures 5.10 and 5.11 for t = 4.
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Figure 5.6: Size of test suite with respect to domain size (v), for pairwise testing (t = 2) and
different values of n.
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Figure 5.7: Test case generation time with respect to domain size (v), for pairwise testing (t = 2)
and different values of n.
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Figure 5.8: Size of test suite with respect to domain size (v), for three-way testing (t = 3) and
different values of n.
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Figure 5.9: Test case generation time with respect to domain size (v), for three-way testing (t = 3)
and different values of n.
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Figure 5.10: Size of test suite with respect to domain size (v), for 4-way testing (t = 4) and different
values of n.
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Figure 5.11: Test case generation time with respect to domain size (v), for 4-way testing (t = 4)
and different values of n.
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Figure 5.12: Size of test suite with respect to number of parameters (n), for different values of t
and v.

Impact of n A second study consists of reversing the roles of v and n, and to measure the

impact of the number of parameters on the size of the test suite and the running time of each

algorithm. This time, the progression is expected to be logarithmic in n. Figure 5.12 shows a

sample of the behavior of each algorithm, for two combinations of values for t and v.

Most algorithms (including the two introduced in this thesis) do exhibit a slow increase in

test suite size. The two notable exceptions are IPOG-D for t = 2, and Tcases, whose solution

size increase much faster than other solutions. Again, the graph coloring and the hypergraph
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Figure 5.13: Test case generation time with respect to number of parameters (n), for different
values of t and v.

covering techniques produce solutions that are similar in size to the remaining tools. However,

increasing n seems to have a much more negative impact on their running time, as is shown in

Figure 5.13.

Impact of t Increasing test strength is the third and last aspect we made measurements

about. Figure 5.14 shows the size of the test suite for increasing values of t, for a sample of

combinations of values of n and v. Again, the hypergraph approach provides test suites that

are consistently smaller (or of equal size) than all other tested tools. Moreover, for all testing

problems, the gap between hypergraph and the other contenders increases as t increases.

As Figure 5.15 shows, t does not seem to have a detrimental influence on the running time

of the hypergraph algorithm, compared to existing tools. However, the coloring approach is

severely affected by the increase of t; this is especially apparent in the second figure.

5.2 EVALUATION OF DISTRIBUTED GRAPH ALGORITHMS

The second part of our experiment focuses on testing the distributed algorithms described

in Chapter 4. To do this, we programmed the algorithms in Scala using the Apache Spark
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Figure 5.14: Size of test suite with respect to test strength (t), for different values of n and v.
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Figure 5.15: Test case generation time with respect to test strength (t), for different values of n
and v.
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cluster computing framework. Then, we compiled the tool into a single executable jar file,

and tested its algorithms on a cluster of computers from the Compute Canada organization.

This time, our tests target large instances of t-way problems in order to look at the speed of

the algorithms, and the size of the test suite. We compare these results to two existing tools,

which are not distributed.

5.2.1 THE COMPUTE CANADA INFRASTRUCTURE

Compute Canada is an organization that supplies researchers in Canada with computing power

and technical assistance. It is also an umbrella organization for several regional organiza-

tions also dedicated to computing (ACENET, Calcul Québec, Compute Ontario, WestGrid).

Compute Canada offers access to several computer clusters to registered researchers. These

computer clusters are Cedar, Graham, Béluga and Niagara. Some computer clusters also offer

GPU computing capabilities.

Every computer cluster has the same interface for running jobs. However, the different

computer clusters have different specs (and uses), and reading their respective documentation

is key for an efficient use of resources. For instance, the Niagara cluster 8 is scheduled at the

physical server level, and not at the memory/CPU level. This means that a job on the Niagara

cluster will use a minimum of 40 cores (and all the available memory of that server node).

The full resources of the Niagara cluster are: 2016 nodes, 80,640 cores clocked at 2.40GHz

and 202 GB of RAM per node.

When logged, the user is effectively using a computer that has access to the cluster. This

computer usually does not allow heavy usage of local storage: storing large files is done on

other network drives. To run, monitor, and stop jobs, the Slurm Workload manager (Yoo et al.,

8https://docs.computecanada.ca/wiki/Niagara
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Tool Strength MS S ∃ ∀ Cluster Avail.?
Jenny t ≥ 2 ✓ ± ✓
ACTS t ≥ 2 ✓ ✓ ✓ ✓ ✓
PICT t ≥ 2 ✓ ✓ ✓ ✓ ✓
TSPARK-Coloring t ≥ 2 ✓ ✓ ✓ ✓ ✓
TSPARK-Hypergraph t ≥ 2 ✓ ✓ ✓ ✓ ✓ ✓
TSPARK-D-IPOG-Coloring t ≥ 2 ✓ ✓ ✓
TSPARK-D-IPOG-Hypergraph t ≥ 2 ✓ ✓ ✓

Table 5.1: Support of various features by the testing tools included in our study. The ± symbol
indicates that the feature is partially supported. MS = mixed strength; S = seeding; ∃ = existential
constraints; ∀ = universal constraints; Cluster = supports splitting the computation between
multiple computers. The last column indicates whether an implementation is publicly and freely
available at the time of this writing.

2003) is used. This workload manager is a program that manages the cluster’s resources with

the needs and priorities of all users. Slurm’s command-line interface (Figure 5.16) is used

from the SSH session to monitor jobs, and launch them. When jobs write to standard output,

this output is captured in a log file, which is transmitted to the currently used local machine.

This output file is often looked at for error messages, when a job submission fails. Usually,

the right approach to using a big cluster is to test the job submission script with a quick job

(10 minutes, very few CPUs) and if the job works, we scale to a very big job. Most clusters at

Compute Canada allow for long-running jobs (1 week), but the Niagara cluster only allows 24

hours.

Compute Canada usually supports the latest cluster computing technologies. In our use case,

with Apache Spark, we use the script to dynamically load the Apache Spark module before

sending the program for execution.
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$ sq
JOBID USER ACCOUNT NAME ST TIME_LEFT NODES CPUS GRES MIN_MEM NODELIST (REASON) 
123456 smithj def-smithj simple_j R 0:03 1 1 (null) 4G cdr234 (None) 
123457 smithj def-smithj bigger_j PD 2-00:00:00 1 16 (null) 16G (Priority)

#!/bin/bash
#SBATCH --account=def-someuser
#SBATCH --ntasks=4 # number of MPI processes 
#SBATCH --mem-per-cpu=1024M # memory; default unit is megabytes 
#SBATCH --time=0-00:05 # time (DD-HH:MM) 
srun ./mpi_program # mpirun or mpiexec also work

#!/bin/bash
#SBATCH --account=********
#SBATCH --time=24:00:00
#SBATCH --nodes=16
#SBATCH --mem=64G
#SBATCH --cpus-per-task=8
#SBATCH --ntasks-per-node=1

module load spark/2.4.4

# Recommended settings for calling Intel MKL routines from multi-threaded applications
# https://software.intel.com/en-us/articles/recommended-settings-for-calling-intel-mkl-

routines-from-multi-threaded-applications 
export MKL_NUM_THREADS=1
export SPARK_IDENT_STRING=$SLURM_JOBID
export SPARK_WORKER_DIR=$SLURM_TMPDIR
export SLURM_SPARK_MEM=$(printf "%.0f" $((${SLURM_MEM_PER_NODE} *95/100)))

start-master.sh
sleep 5
MASTER_URL=$(grep -Po '(?=spark://).*' $SPARK_LOG_DIR/spark-${SPARK_IDENT_STRING}-

org.apache.spark.deploy.master*.out)

NWORKERS=$((SLURM_NTASKS - 1))
#SPARK_NO_DAEMONIZE=1 srun -n ${NWORKERS} -N ${NWORKERS} --label --

output=$SPARK_LOG_DIR/spark-%j-workers.out start-slave.sh -m ${SLURM_SPARK_MEM}M -c 
${SLURM_CPUS_PER_TASK} ${MASTER_URL} &

slaves_pid=$!

srun -n 1 -N 1 spark-submit --master ${MASTER_URL} --executor-memory 

Figure 5.16: Compute Canada scripts.

184



TSPARK - a distributed testing tool

Usage

TSPARK [options] command [command options]

Commands

color [command options] <t> <n> <v> : single threaded graph coloring

--colorings=NUM : Number of parallel graph colorings to run

-v, --verify    : verify the test suite

<t> : interaction strength

<n> : number of parameters

<v> : domain size

dcoloring [command options] <t> <n> <v> : Distributed Graph Coloring

--algorithm=STRING : Which algorithm to use (KP or OC)

--chunksize=NUM    : Chunk size, in vertices. Default is 20k

-v, --verify       : verify the test suite

<t> : interaction strength

<n> : number of parameters

<v> : domain size of a parameter

dhgraph [command options] <t> <n> <v> : distributed hypergraph covering

-v, --verify : verify the test suite

--vstep=NUM  : Covering speed (optional)

<t> : interaction strength

<n> : number of parameters

<v> : domain size of a parameter

dicr [command options] <t> <n> <v> : Distributed Ipog-coloring

--algorithm=STRING : Which algorithm to use (KP or OC)

--chunksize=NUM    : Chunk size, in vertices. Default is 20k

--hstep=NUM        : Number of parameters of tests to extend in parallel

--seeding=STRING   : Seeding at param,file

-v, --verify       : verify the test suite

<t> : interaction strength

<n> : number of parameters

<v> : domain size

dih [command options] <t> <n> <v> : distributed ipog hypergraph cover

--hstep=NUM  : Number of parameters of tests to extend in parallel

-v, --verify : verify the test suite

--vstep=NUM  : Covering speed (optional)

<t> : interaction strength

<n> : number of parameters

<v> : domain size

edn <filename> : hypergraph covering from a file (edn format)

<filename> : file name of the .dot file

graphviz [command options] <filename> : graph coloring from a GraphViz file

--colorings=NUM : Number of parallel graph colorings to run

--memory=NUM    : memory for the graph structure on the cluster in megabytes

-s, --st : use single threaded coloring

<filename> : file name of the .dot file

phiway [command options] <clauses> : Phi-way testing from a list of clauses

--algorithm=STRING : algorithm to use: OC,KP or HC

--chunksize=NUM    : Chunk of vertices to use for graph coloring. Default is 4000

--save             : Save the test suite to a text file

--t=NUM            : Generate and join additional clauses using interaction strength t

<clauses> : filename for the list of clauses

pv <t> <n> : enumerate parameter vectors

<t> : interaction strength

<n> : number of parameters

tway [command options] <t> <n> <v> : enumerate t-way combos

-o, --order : enumerate the combos to cover in parameter order

<t> : interaction strength

<n> : number of parameters

<v> : domain size of a parameter

No command found, expected one of color, dcoloring, dhgraph, dicr, dih, edn, graphviz, phiway, pv, tway

Figure 5.17: TSPARK’s command line interface.
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5.2.2 THE TSPARK TOOL

A second set of experiments is concerned with the impact of distribution on the performance

of our graph algorithms. To this end, all the algorithms presented in this thesis have been

implemented into TSPARK, a distributed Φ-way test case generator written in Scala and

designed to run on top of Apache Spark; and freely available online 9. In this section, we

first describe this implementation and then report on experimental results that compare the

execution of these algorithms to a set of available combinatorial testing tools.

As we can see from the command line interface of TSPARK, pictured in Figure 5.17, TSPARK

is designed to do several things. First, it can run algorithms to find solutions for traditional

t-way problems, which are described using t, n and v. Second, it can solve Φ-way problems

using its phiway command. A Φ-way problem is loaded using a file that contains clauses.

An example of such a file can be seen in Figure 4.5. The tool also allows to add in clauses

generated by a t parameter, but this is optional. Finally, TSPARK also includes a way to color

any graph described in the GraphViz file format (Ellson et al., 2001). It can also cover any

hypergraph described in the EDN file format (Clojure, 2013).

TSPARK can be built from the source code. It also ships as a stand-alone JAR file of about

140 MB, which contains a working installation of Apache Spark 2.4.4. Such a JAR can then

be tested on any Spark cluster or powerful machine by using the spark-submit 10 command

when the cluster is live. Otherwise, TSPARK can be used on a normal computer by launching

it like a typical java application: java -jar TSPARK.jar. The command line usage of TSPARK

is shown in Figure 5.17.

Our implementation of TSPARK in Scala takes around 6000 lines of code. The GitHub

9https://github.com/mitchi/TSPARK
10https://spark.apache.org/docs/latest/submitting-applications.html
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repository also includes the script we used to run the experiments on the SLURM cluster

manager.

Results

Equipped with such an implementation, we conducted experiments whose goal was to compare

the performance of five of our algorithms to three existing tools. Our algorithms are Order

Coloring, Coloring-KP, D-Hypergraph, D-IPOG-COLORING and D-IPOG-Hypergraph and

the chosen tools are the best contenders from the first part of the analysis: PICT, ACTS and

Jenny. Order Coloring was included because although it is a single-threaded algorithm, its

results show how a single processor struggles with the construction of a large graph. Again,

two aspects of the performance were considered: the ability of a tool to generate small test

suites for a given problem, and the computing time required to produce such a test suite. Table

5.1 is the updated table from Chapter 2 that contains the tools, and their features. An important

thing to note is these cluster results were generated using an older implementation of graphs

using byte arrays instead of Roaring bitmaps. Redoing the experiment with Roaring bitmaps

would change the execution time, but not the results. Obviously, since all the other tools and

references consider only the classical t-way problem, a fair comparison can only be made on

t-way instances, and not on the more general Φ-way problem.

In the upcoming tables, we refer to TSPARK’s algorithms as follows:

• D-Hypergraph: this is the Hypergraph Vertex Covering algorithm, using greedy picker

to choose multiple tests per iteration

• Order Coloring: this is the single-threaded graph coloring algorithm that runs 32 parallel

colorings and picks the best result
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• D-Coloring-KP: The cluster produces a graph represented with byte arrays, and then

calls the Knights & Peasants algorithm to color the graph

• D-IPOG-Coloring: the horizontal growth algorithm uses 1% covering speed, and the

vertical growth algorithm is Order Coloring with 32 parallel colorings

• D-IPOG-Hypergraph: the horizontal growth algorithm uses 1% covering speed, and the

vertical growth algorithm is D-Hypergraph

To produce the test suites of TSPARK, we have used the computer clusters provided by

Compute Canada1. The cluster we have used is called Graham and its technical specs are

detailed in Compute Canada’s user documentation2. Obviously, this cluster is shared with

other researchers; hence we used only a part of its processing power. When running our jobs,

we had access to 16 nodes that gave us 128 CPUs, and 64 GB of RAM on each node. The

experiments were run and the results were then collated and processed. Since PICT, ACTS

and Jenny are not distributed, their results were produced using the same server as for the

single-thread experiments. For IPOG, which is implemented in Java, the JVM flag -Xmx has

been used; it enables a process to access more memory than the default values. In total, these

experiments amount to more than 30 days of wall-clock CPU time across the cluster.

A first batch of tests is concerned with large problems having a high interaction strength (t),

which are computationally demanding. An excerpt of these results, for size and generation

time, is shown in Tables 5.2 and 5.3, with a domain of moderate size (v = 4), and a number

of parameters going up to n = 17. In this setup, D-IPOG-Coloring uses “fast” settings which

are: 1% speed for the horizontal growth algorithm, and 32 colorings for the vertical growth

algorithm; better results would be achieved with a slower covering speed. D-Hypergraph also

1http://computecanada.ca
2Graham cluster: https://docs.computecanada.ca/wiki/Graham
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Instance PICT ACTS Jenny D-Hypergraph Order Coloring D-IPOG-Coloring D-IPOG-Hypergraph K&P Coloring

n=8,t=7,v=4 24391 16384 25659 23255 28593 26152 25249 28811

n=9,t=7,v=4 35351 39296 36293 33462 42198 38938 35825 Time Limit

n=10,t=7,v=4 45320 51636 46355 41387 56153 50242 45595 Time Limit

n=11,t=7,v=4 55143 58952 55892 49059 Time Limit 61079 54904 Time Limit

n=12,t=7,v=4 64555 65882 64844 Time Limit Time Limit 71134 63726 Time Limit

n=13,t=7,v=4 73588 72941 error Time Limit Time Limit 80463 Time Limit Time Limit

n=14,t=7,v=4 Time Limit 81412 error Time Limit Time Limit 89121 Time Limit Time Limit

n=15,t=7,v=4 Time Limit 88885 error Time Limit Time Limit 97190 Time Limit Time Limit

n=16,t=7,v=4 Time Limit 95700 error Time Limit Time Limit 104752 Time Limit Time Limit

n=17,t=7,v=4 Time Limit 102430 error Time Limit Time Limit 111833 Time Limit Time Limit

Table 5.2: Comparison of test suite size for TSPARK algorithms, PICT, ACTS and Jenny, on the
Compute Canada cluster, for high test strength (t = 7).

Instance PICT ACTS Jenny D-Hypergraph Order Coloring D-IPOG-Coloring D-IPOG-Hypergraph K&P Coloring

n=8,t=7,v=4 112s 0s 58s 47s 96s 34s 231s 7590s
n=9,t=7,v=4 662s 3s 341s 336s 4472s 167s 1501s N/A

n=10,t=7,v=4 2680s 6s 1494s 3322s 68937s 524s 7454s N/A
n=11,t=7,v=4 8560s 10s 5107s 93294s N/A 1343s 17135s N/A
n=12,t=7,v=4 23393s 16s 13968s N/A N/A 3139s 95176s N/A
n=13,t=7,v=4 56586s 33s N/A N/A N/A 6597s N/A N/A
n=14,t=7,v=4 Time Limit 63s N/A N/A N/A 12796s N/A N/A
n=15,t=7,v=4 Time Limit 131s N/A N/A N/A 22971s N/A N/A
n=16,t=7,v=4 Time Limit 280s N/A N/A N/A 39370s N/A N/A

n=17,t=7,v=4 Time Limit 483s N/A N/A N/A 64578s N/A N/A

Table 5.3: Comparison of test generation time for TSPARK algorithms, PICT, ACTS and Jenny,
on the Compute Canada cluster, for high test strength (t = 7).

uses fast settings: horizontal growth extends the tests at a rate of 1% of tests per iteration.

Finally, D-Hypergraph covers the clauses using the greedy picker algorithm.

Next, we lowered the interaction strength to t = 6; this has been done in order to include

the size of the best solution known to date, as reported by a frequently updated web page

(Colbourn, 2018) (these results are limited to t ≤ 6 and v≤ 25). These numbers can be seen

as a reference to “how far” the tools included in the benchmark are with respect to the best

known covering arrays. The results are similar to the previous table. We did not include the

K&P algorithm in this series of tests.
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Instance PICT ACTS Jenny D-Hypergraph Order Coloring D-IPOG-Coloring D-IPOG-Hypergraph Best known

n=7,t=6,v=4 5847 4096 6128 5667 6857 6020 5919 4096
n=8,t=6,v=4 8330 9824 8456 7888 9856 9037 8404 5632
n=9,t=6,v=4 10440 12158 10533 9571 12848 11453 10551 7128

n=10,t=6,v=4 12473 13136 12447 11376 15673 13689 12636 N/A
n=11,t=6,v=4 14463 14356 14273 12886 Time Limit 15752 14506 7936
n=12,t=6,v=4 16344 15634 16000 N/A Time Limit 17722 16338 8188
n=13,t=6,v=4 18102 17564 17601 N/A Time Limit 19503 N/A 12028
n=14,t=6,v=4 19789 19189 19054 N/A Time Limit 21201 N/A 12223
n=15,t=6,v=4 21353 20576 20419 N/A Time Limit 22736 N/A 14527

n=16,t=6,v=4 22885 22012 21744 N/A Time Limit 24189 N/A 16120

n=17,t=6,v=4 24249 23309 22994 N/A Time Limit 25557 N/A 16372

Table 5.4: Comparison of test suite size for TSPARK algorithms, PICT, ACTS and Jenny, on the
Compute Canada cluster, for high test strength (t = 6). The best known size is added in the last
column.

5.3 DISCUSSION

The large mass of experimental data collected above allows us to make a few observations on

the behavior of our proposed test generation algorithms.

5.3.1 EXPRESSIVENESS AND TEST SUITE QUALITY

Regarding expressiveness, as has been said before, the graph approaches can be used to solve

a more general problem than classical t-way testing. Universal and existential constraints can

be accommodated in the representation of the problems; moreover, we have seen how, in the

test suite completion problem, our graph algorithms can even identify the test cases that are

redundant in an existing seed.

The algorithms also produce results of a size that favorably compares to the output of existing

tools. Table 5.5 presents a summary of the size of the test suites generated by each approach.

As this table confirms, the graph coloring approach produces test suites that are slightly larger

than existing methods, except for Tcases which produces test suites twice as large. The

hypergraph method, however, outperforms Jenny, QICT, and IPOG; it produces test suites
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almost four times smaller than Tcases and twice as small as IPOG-D. In particular, the quality

of the solutions produced by hypergraph becomes increasingly apparent in bigger problem

instances (see t = 7, n = 10, v = 4), as was revealed in our tests on the Compute Canada

cluster.

TSPARK’s two In-Parameter-Order algorithms performed well, with D-IPOG-Hypergraph

beating many tools thanks to the hypergraph vertex cover algorithm. If we compare the

results between the two algorithms – D-IPOG-COLORING and D-IPOG-Hypergraph – we

can observe that the vertical growth stage of a In-Parameter-Order algorithm does account

for a lot of the test suite quality. However, D-IPOG-Hypergraph is unable to complete all

the tests, because the problem starting at n = 13 becomes very heavy for its enumeration and

count algorithm. D-IPOG-Coloring also progressively falls behind IPOG, as can be seen by

the results of n = 11 and n = 17. At n = 11, D-IPOG-Coloring is 3% behind, and at n = 17

it is 9% behind (Figure 5.2). This drop in solution quality is explainable by the fact that

the covering speed is quite fast at 1% of the test suite per iteration. And extending large

previous results, every time, leads to an increasingly greater deficit in solution quality; when

D-IPOG-Coloring calculates n = 17, we are extending 1047 tests at every iteration, compared

to 1 test per iteration for ACTS.

Now, concerning D-Hypergraph, these results confirm the trend that was observed in the

single-machine tests, namely that, barring a few exceptions, our algorithm produces test suites

of smaller size than any other algorithm. Moreover, the gap widens as the size of the problem

increases, both in absolute number of tests, and in the relative size of the test suite. Another

interesting thing to notice is that the hypergraph algorithm also picks many tests per iteration,

and yet it achieves very good results. We tested the hypergraph algorithm with a covering

speed of 1 test per iteration, and the results were 99% similar. These findings indicate that

greedy picker is a good heuristic algorithm for these problems.
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Coloring Hypergraph
AllPairs 130.0 110.0
QICT 110.0 97.0
Tcases 49.0 27.0
Jenny 120.0 93.0
IPOG 120.0 95.0

IPOG-D 42.0 56.0
Best bound 150.0 130.0

Table 5.5: Average relative size (in percentage) of the test suites produced by the two graph
generation algorithms, with respect to the solutions produced by the other tools included in the
experiments. A value smaller than 100 indicates that the test suites generated by our approach
were globally smaller.

5.3.2 GENERATION TIME

However, this consistently higher solution quality comes at a cost, which is generation time.

We can safely say that the graph coloring algorithm did not live up to our expectations —

especially the distributed version. There are a few reasons for that. First of all, the graph

coloring representation is quite demanding. Producing a valid graph coloring is not an easy

task. Other NP problems are structured in a way that makes it easier to produce valid solutions.

Optimizing the graph coloring for speed is also not easy. For example, with the Knights &

Peasants algorithm, processing is done using O(n) Spark iterations, where n is the number of

vertices in the graph. However, due to the design of the Spark platform and the physical reality

of a computer cluster, the overhead of managing each iteration imposes a penalty of close to

1 millisecond each time. Therefore, in the experiments we conducted, a large amount of the

wall-clock time we measured was actually spent in the start/stop phase of Spark iterations, and

not in the actual computation itself. Another element to keep in mind about K&P algorithm is

that the amount of parallelism that can be achieved during the algorithm depends on the density

of the problem. For instance, the problem t = 2,n = 100,v = 2 can be solved by K&P using

4.38% of the iterations of the single-threaded algorithm; the problem t = 2,n = 200,v = 2 is
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solved using only 2.47% of the iterations, and the n = 400 problem is solved using only 1.26%.

Therefore, we can see that K&P becomes more efficient with larger and sparser problems, and

that the t = 7 problems were not a good fit for it.

Compared to graph coloring, the hypergraph algorithm presents a much better scalability, yet

remains far from some other generators like ACTS and Jenny: in some cases, on the same

problem, a tool like Jenny computes a solution in 85 minutes, while the hypergraph algorithm

takes 25 hours. This, again, can be explained by the sheer quantity of data that has to be

shuffled and sorted by the hypergraph algorithm, which sometimes spills some data on disk

when RAM becomes insufficient.

We believe these relatively cheerless results, in terms of execution speed, are mostly technical

in nature, and do not represent an intrinsic weakness of our proposed solution. In retrospect,

the choice of Spark as the concrete platform in which to implement the algorithms, seemed

appealing due to the ease with which distributed computations can be implemented and

handled seamlessly. However, it turns out that Spark is better suited at problems structured

into a small number of long-running iterations, while our graph problems require more or less

the opposite. Moreover, the Spark platform, which is geared towards Big Data processing

tasks, provides functionalities, such as persistence and checkpointing, that consume resources

and time but are not particularly useful for the kind of computation we are interested in.

5.3.3 TIME PER TEST

Nevertheless, we should also argue that sheer running time is not the only measure by which

each tool must be compared, and that this should be balanced with the quality (i.e. size) of the

solutions that are generated. After all, the whole point of generating a test suite is to eventually

run it on a system under test; the additional time taken to generate a solution may well be
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compensated by the fact that running a smaller test suite takes less time afterwards.

To this end, we introduce a derived metric called the time per test. Suppose that two tools A

and B produce a test suite of size sA and sB in time tA and tB, respectively, with sA > sB and

tA < tB. In other words, A is faster than B, but produces a larger test suite. The time per test

between A and B, noted τ(A,B), is defined as:

τ(A,B)≜
tB− tA
sA− sB

The result, expressed in units of time per test, corresponds to the minimum duration of a test

case, such that B’s slower generation time is compensated by the fact that the test suite takes

a shorter time to run. For example, if A takes 3 seconds to generate a test suite of size 20,

and B takes 10 seconds to generate a test suite of size 10, then the total time taken by B to

generate a test suite and run it becomes shorter than A as soon as a single test takes more

than τ(A,B) = 1.4 second to run. As one can see, this metric takes into account the whole

generation and execution process, and not just test suite generation time.

Equipped with such a metric, we can now revisit the results described earlier and exam-

ine them in a different light. Let us take the problem where n = 10, t = 7, v = 4. D-

Hypergraph takes close to an hour to generate a test suite, while ACTS takes a mere 6 seconds.

However, D-Hypergraph creates a suite that contains 10,000 fewer test cases. In this case,

τ(IPOG,D-Hypergraph) ≈ 3; this means that, as soon as a test case takes on average more

than 3 seconds to run (which is not particularly exceptional), the longer waiting time for

D-Hypergraph is completely paid off by the shorter execution of the resulting test suite. This

time can even be amortized further if the test suite is executed more than once, which is

typically the case.
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Figure 5.18: A plot showing the intrinsic limitation of an algorithm that does not scale beyond a
single machine (green line) versus a distributed algorithm (red line).

5.3.4 HYBRID METHODS

It shall be noted that an interplay between various techniques can also be imagined using

construction methods, as shown in Section 2.1.1. For example, IPOG can solve a problem by

starting from the solution to a smaller problem and extending it; the better the initial solution,

the smaller the resulting covering array will be. Hence, one could use a test suite obtained

from a graph algorithm, and use it as the starting point for a run of an IPOG variant.

A full-scale experimentation of this concept is out of the scope of this thesis; however, as a

proof of concept, we used the t = 7,n = 8,v = 4 test suite produced by IPOG as a starting point

for the t = 7,n = 9,v = 4 problem and we were able to get our best result for this problem,

with 30,814 tests. We then extended the test suite to one more parameter (t = 7,n = 9,v = 4)

and obtained 42,746 tests. This result does not beat the Hypergraph Vertex Cover algorithm,

but nevertheless is better than the result of Parallel IPOG Hypergraph Vertex Cover, which

produces 45,608 tests. This result shows the importance of using construction methods

whenever possible. We plan on adding such methods to TSPARK in the future.
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5.3.5 BEST BOUNDS AND SCALABILITY

We also notice that, regardless of the approach or the tool considered, the test suite they

generate does not reach the best known solution, as reported by (Colbourn, 2018). Yet, we

find unfortunate that these best known results are not accompanied by their computation time,

and that many references presenting improved lower bounds give scant information about

scalability. As an example, Torres-Jimenez et al. (2017) provides partial runtime data for a

single testing problem (t = 3,n = 61,v = 3); it reports a running time of more than 40 minutes,

only to extend an existing covering array for n = 60 by a single line.

Finally, we shall stress a final, more theoretical point: any algorithm that is not designed

to scale beyond a single machine is bound to reach a point where larger problems cannot

be handled. This is illustrated by the green line in the plot of Figure 5.18, where more

resources are consumed for larger problem sizes, until the resource limit of a single host (time

and/or memory), rmax, is reached; smax is therefore the largest problem that can be handled

by the algorithm. We have one witness of such an smax in Table 5.2, where, for problems

with n ≥ 13, Jenny crashes due to resource exhaustion on the single machine it is running

on. (The distributed graph algorithms do not produce a solution, but due to a time limit

imposed by Compute Canada.). In contrast, the red line shows the resource consumption of

another, distributed algorithm. Despite showing a lower performance (i.e. a higher resource

consumption), it becomes the only available solution for problems of size greater than smax.

What our experiments reveal, in the current state of things, is that this “final frontier” is further

away than we expected, especially when comparing to the ACTS IPOG implementation.
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CONCLUSION

In this thesis, we have studied the problem of generalizing the combinatorial test case genera-

tion problem, also called “t-way testing”. We call this generalization Φ-way testing. Φ-way

testing replaces the notion of testing strength (t) with an arbitrary set of Boolean conditions

on parameter values (Φ). This representation then allows us to support an additional number

of testing scenarios; scenarios such as Equivalence Classes for instance. A first contribution of

ours is to show how solving a Φ-way problem can be reduced to two problems: graph coloring

and hypergraph vertex covering. An interesting consequence of these reductions, in the case

of graph coloring, is that it provides a theoretical construction for computing the exact size of

the smallest test suite for given values of t, n and v: it is simply the smallest integer that is

not a root of a precisely defined polynomial, the chromatic polynomial of the graph resulting

from our reduction. To the best of our knowledge, no other existing technique can provide this

guarantee. In consequence, any best known bound for a t-way problem can, in principle, be

compared to an optimal value that can be computed.

A second contribution of this thesis is the description of distributed algorithms that can be used

to solve t-way and Φ-way problems. First, we present a method that distributes the enumeration

of the t-way combinations. Since the number of combinations grows exponentially with t, it is



advantageous to have access to the processing power of a cluster. Following this, we describe

the distributed graph coloring process. First, the cluster is used to create compressed graph

chunks, which are then fed into a graph coloring algorithm. Using the cluster to build the graph

in this way is very beneficial, as there is a great need of processing power to create a graph.

A single execution thread, however quick, would soon be overwhelmed by the sheer number

of comparisons needed to build a large graph. The graph chunks are then compressed using

Roaring bitmaps, a state of the art compression library. The Knights & Peasants algorithm has

also been presented. This algorithm is a completely distributed graph coloring algorithm, and

an original contribution. The K&P algorithm is efficient at handling sparse graphs, but it is

quite vulnerable to high density graphs, in which there is almost no potential for parallelism

because of priority issues. On the other hand, Order Coloring, a second algorithm for graph

coloring that we use, is immune to this problem. Therefore, we have ways to mitigate the

various problems we can encounter when solving graph coloring instances.

On its side, the reduction to hypergraph covering is solved through a greedy algorithm that

heavily relies on a distributed count. The nature of the hypergraph covering algorithm makes

it very efficient at dealing with the dense graphs that the K&P algorithm struggles with. In

contrast, the hypergraph covering algorithm is very weak at dealing with the sparse problems

that the K&P algorithm is powerful at. Still, this algorithm is very valuable for the quality of

its solutions, as its greedy algorithm yields the best solutions out of any other greedy algorithm.

This algorithm could be used in a multistage procedure to create a good initial covering array,

which would then be worked on by another algorithm.

Another interesting addition of ours to the hypergraph vertex cover algorithm is called “greedy

picker”. This small algorithm has the job of having the algorithm make multiple decisions

per iteration, which, in general, is essential for getting more performance out of distributed

algorithms. To do this, the algorithm picks a diverse subset of the best tests from the aggregated
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results. This is a vast improvement in speed over the traditional way of choosing only one

test per iteration. By using such an algorithm, we were prepared to lose a certain amount of

solution quality, but to our surprise the use of this algorithm did not even decrease solution

quality in our tests.

This paved the way for our third contribution, which is a modified version of the well-known

IPOG algorithm. We call this hybrid algorithm “Distributed IPOG”. By reusing our algorithms

for graph coloring and hypergraph vertex covering in the vertical growth phase, we essentially

create two hybrid versions of this algorithm. The IPOG algorithm is a In-Parameter-Order

algorithm, which means that it solves a problem parameter by parameter, instead of solving

the problem for all parameters at once, like in graph coloring or hypergraph vertex covering.

A big advantage of working like this, is that the various data structures we manipulate at any

given point are far smaller, which translates to better scaling potential. Distributed IPOG

extends a test suite by one parameter using two phases: horizontal growth and vertical growth.

We propose a distributed horizontal growth strategy, with a covering speed that can be changed

using a parameter. This allows the algorithm to perform more work per iteration, at the cost of

some solution quality.

All these algorithms have been implemented in a new tool for combinatorial testing called

TSPARK. The tool is programmed in the Scala language and leverages the Apache Spark

cluster computing framework. A binary release of the tool, with the source code, is available

on Github. We have successfully used TSPARK on several computer clusters provided by

Compute Canada to generate the results for our experiments. An extensive benchmark,

cumulating more than a month of wall-clock CPU time, provided a detailed comparison of

our proposed approaches with multiple existing tools on hundreds of problem instances. To

the best of our knowledge, this is the first such large-scale evaluation of more than a single

solution on the same problem instances. These experiments have shown that the hypergraph
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approach consistently produces solutions of a smaller size than existing tools; however, we

have seen that the distributed algorithms, although they can handle problems too large to fit on

a single machine, do so at the price of generation time.

ADVANTAGES

The generalization called Φ-way testing allows the tester to use complex clauses to express

constraints on parameter values. An advantage of this is that we can, for instance, represent a

system with equivalence classes very easily. Equivalence classes have the additional benefit

of making the System Under Test more lightweight, which then helps the scaling and speed

of solving algorithms. Φ-way testing also handles constraints at the problem generation time

compared to test generation time in other methods. This is an advantage for us with our

distributed approach, because distributed iterations are far slower to execute, and discarding a

test because of constraints would be quite a costly move. The reduction to graph coloring is

also interesting because it allows the use of exact algorithms to find the optimal solution; no

other technique has this guarantee.

Following this, the distributed approach lets us distribute the storage of the important data

structures we need. This allows the problem size to scale according to the capacity of the

cluster. The distributed approach is also able to leverage the large number of processors

available to work on the partitioned data. For instance, when we build the compressed graph

chunks using the cluster, we have access to a processing power which is many times greater

than a single processor. This processing power is very useful when there are many clauses to

compare, and when the compared clauses have many boolean conditions to process, which

requires the use of a lot of CPU comparison instructions. This problem will occur in a SUT

with 500 parameters for instance. Graph building is quite efficient on a cluster, because the
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process is completely distributed, and only needs a constant number of distributed iterations.

For this reason, using a computer cluster makes the job of a graph coloring algorithm much

easier. We could compare the Order Coloring algorithm that receives a compressed graph

chunk to a running back in football. The running back is able to run straight towards the goal

because his linemen (the cluster) have done a big portion of the work. Finally, a good quality

of TSPARK is that Distributed Hypergraph produces very competitive test suites, along with

the expressiveness of Φ-way testing.

DRAWBACKS

A drawback of Φ-way testing is that the underlying data structure is more complex, because we

need to support various operators, and as a result the comparisons between clauses in the case

of graph coloring does become a bit slower. Following this, we also have numerous drawbacks

for the use of distributed algorithms. The biggest drawback is that when an algorithm relies on

doing many iterations using a global state (like IPOG for instance), achieving the same speed

with a distributed algorithm is impossible. This is because a distributed iteration is much

slower to execute than a local iteration, there is a lot of overhead. Many things contribute

to this overhead: Network transfers, synchronization barriers, serialization and others. The

only way to remedy this problem is to perform more work per iteration, but doing so often

decreases solution quality, as we can see in the D-IPOG-Coloring results.

There is also our reliance on Apache Spark and Scala. Since the programming is done at

a higher level of abstraction, it can become easy to program in a confortable way that is

detrimental to performance. More specifically, we noticed using Apache Spark’s UI that

garbage collection can take a lot of time. If we were using a language like C++, with a custom

library for cluster operations, we could do away with this problem, and also have a greater
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understanding of where to apply optimizations.

FUTURE WORK

These promising contributions, both at the theoretical and at the technical level, open the

way to multiple avenues of research. First, TSPARK is still in active development, and

multiple optimizations of its internal data structures are envisaged. Second, the concept of

a multi-stage algorithm, similar to Distributed IPOG, could be further expanded. As was

observed, the choice of the appropriate algorithm at each step depends on factors about the

structure of the sub-problem to be solved (such as graph density). For example, the hypergraph

algorithm is very capable when extending a test suite for the first parameters, while after that,

another algorithm should be used to further extend the test suite. The addition of efficient

metaheuristics, like simulated annealing and tabu search, could also be considered in order to

produce variants of our original reductions.

Another avenue of research would be to implement these algorithms on the GPU. The benefit

of using the GPU lies in its parallelism potential while having a unified memory. This is

in contrast to our current approach, which has a great scaling potential, because a cluster

can always grow, but does so at the cost of a higher time per iteration. We can also plan for

a cluster GPU approach. Which would mean that during data transformations, at the local

node level, our algorithms would use both CPU and GPU, instead of using only the GPU.

This approach would let us have the incredible scaling potential of the cluster, while also

having the processing power of the GPU. But for this method to be interesting, it has to be

used with algorithms that can accomplish a lot of work at every iteration. We think that this

CPU/GPU method could be valuable with graph coloring, because of the sheer number of

comparisons needed to build the graph. Finally, another option would be to move the project to

202



the C++ language. This would allow us to leverage SIMD instructions in our code, and use the

SIMD-Optimized CRoaring library. Another improvement gained by moving to C++ would

be its manual memory management features. This would perhaps speed up the distributed

iterations in our algorithms by doing away with the garbage collection times. We hope that this

thesis has shown the promise of Φ-way testing and distributed algorithms for combinatorial

testing. The technologies and the infrastructure that empower these algorithms are only going

to get better in the future.

PERSONAL ASSESSMENT OF DOCTORAL RESEARCH

Doctoral research gave me an incredible opportunity to develop many research skills I did

not possess before. Being tutored very closely in the last months of my thesis also allowed

me to improve my English writing skills, my narration structure and many other things. The

friendships made with fellow researchers are also invaluable to me.

More specifically, I am glad I went with Apache Spark to implement the distributed algorithms.

The programming paradigm of Apache Spark, the Scala language, and the IntelliJ IDE made

for a great development experience.
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